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PREFACE

Managing projects dates back at least 4,500 years. The builders of the
pyramids in Egypt and the Maya temples in Central America are often cited
as the world’s first project managers. They had no computers nor planning
software to assist them, no PERT (Program Evaluation and Review
Technique) nor CPM (Critical Path Method), which date back to the end of
the fifties (see Kelley and Walker (1959) and Malcolm et al. (1959)). Yet,
they managed exceptionally complex projects, using the simplest of tools.
Nowadays projects, sets of activities which have a defined start point and a
defined end state and which pursue a defined goal and use a defined set of
resources, come in many and various forms. The Manhattan project which
created the first atom bomb, the Apollo moon program, the construction of
the Channel tunnel, the design of the Airbus, the development of new
products, the construction of large office buildings, the relocation of a
factory, the installation of a new information system, as well as the
development of a marketing plan are all well-known examples of projects.

The use of project management, which can be broadly defined as the
process of managing, allocating and timing resources to achieve given
objectives in an efficient and expedient manner (Badiru (1991)), continues to
grow rapidly. Interest in the field is booming. Recent estimates indicate
project management to be an $850 million industry that is expected to grow
by as much as 20 percent per year (Bounds (1998)). The Project
Management Institute (PMI), the professional association of project
managers, increased its world-wide membership population to over 70,000.
World-wide market sales for the popular project management software
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packages easily run in the hundreds of millions of dollars. The need for
efficient and effective project management is widely recognized. In its 1993
report, the World Bank (World Bank Report (1993)), which has loaned more
than $300 billion to developing countries over the last fifty years, provides
evidence for the need of integrated project management by recognizing that
there has been a dramatic rise in the number of failed projects around the
world and by identifying the lack of an integrated project management
approach as one of the major causes of failure. More than $250 billion is
spent in the United States each year on approximately 175,000 information
technology projects. Only 26 percent of these projects are completed on time
and within budget (Bounds (1998)). Project management has indeed become
a hot topic.

The field of project management theory and practice has taken
tremendous strides forward in the past few decades. The capabilities of
project management software packages have been considerably expanded
over the past few years (Kolisch (1999), Maroto et al. (1998)). Books on
project management find their way to the popular management literature,
bringing the recent message that crucial insights gained in the field of
production management can be successfully transferred to the management
of projects (Goldratt (1997), Leach (2000), Newbold (1998)). The scope of
interest as well as the power of analysis have surpassed the originally
envisaged temporal considerations involved in computing the so-called
critical path(s). The conceptual problems posed and the solution procedures
developed over the years for their resolution transcend the project
management area. The management of the often counterintuitive interplay
between activity durations, precedence relations, resource requirements and
availabilities is now widely recognized to lie at the very heart of modern lead
time management. Researchers continue to report considerable progress in
tackling the numerous complex problems created by this interplay (see e.g.
Weglarz (1998)). The literature on project scheduling, the process of laying
out the activities of the project in the time order in which they have to be
performed, is actually booming. The link between the fields of project
scheduling and machine scheduling has been and continues to be explored
and tightened.

In writing this book, we had a number of objectives in mind. First, to
provide a unified scheme for classifying the numerous project scheduling
problems occurring in practice and studied in the literature; second, to
provide a unified and up-to-date treatment of the state-of-the-art procedures
developed for their solution; and third, to alert the reader to various
important problems that are still in need of considerable research effort. As
such, this book should differ from other project scheduling books in its use
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of an innovative unified resource scheduling classification scheme, and a
unified treatment of both exact and heuristic solution procedures.

The audience for which this book has been written includes those who
are professionally concerned with a fundamental understanding of project
scheduling which goes deeper than what can be distilled from the majority of
widely available practice-oriented project management books. They include
students at the advanced undergraduate and graduate levels in the curricula
of operations management, operations research, management science,
quantitative methods in business administration, industrial engineering and
engineering management, construction engineering, systems engineering and
management informatics. The book should also be appealing to Ph.D.
students and researchers in the field. Last but not least, we hope the book to
find its way to the shelf of the sophisticated practitioner, project manager
and management consultant.

The subject matter of this book has been divided into four parts. The first
part consists of three chapters. Chapter 1 intends to clarify the scope and
relevance of project scheduling. It provides an overview of project
management concepts. The reader is made familiar with the definition of a
project and its attributes, the project life cycle and the nature of the project
management process, encompassing the basic managerial functions of
planning, scheduling and control. Chapter 2 further elaborates on the nature
of project scheduling. The notation and terminology of the network models
used in the project management process are introduced. The functions of
planning, scheduling and control as well as the tools, techniques and
performance measures involved in them are studied in sufficient detail.
Chapter 3 then introduces the unified scheme that will be used in subsequent
chapters for the identification and classification of the project scheduling
problems studied in this book.

Part II focuses on the time analysis of project networks. More
specifically, Chapter 4 deals with the issues involved in the computation of
the critical path(s) and the analysis of the resulting activity slack values. A
distinction is made between the base case of the zero-lag finish-start
precedence relations used in the basic PERT and CPM models and other
more general types of precedence relations involving minimal as well as
maximal time-lags. Chapter 5 concentrates on more advanced time analysis
problems associated with the use of more advanced performance measures
such as the problem of maximizing the net present value of projects, the
optimisation problems resulting from the use of earliness/tardiness
performance measures and the use of multiobjective functions.

Part III carries the discussion further into the crucial topic of scheduling
under scarce resources. The basic resource-constrained project scheduling
problem forms the subject matter of Chapter 6. Both exact and heuristic
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methods for scheduling project activities subject to zero-lag finish-start
precedence relations as well as the limited availability of the renewable
resources in order to minimize the project duration are discussed. The
considerable progress made in solving this fundamental project scheduling
problem over the past few years paved the way for the development of
efficient and effective exact and heuristic procedures for solving more
advanced and more realistic project scheduling problems. Chapter 7 deals
with resource-constrained project scheduling with precedence diagramming
and generalized precedence relations, with activity preemption, and with
resource leveling and resource availability cost problems. Also the net
present value and earliness/tardiness objectives are considered when
resources are introduced into the project scheduling problem. Multimode
problems, in which various possible execution modes are specified for an
activity, are the subject of Chapter 8. Here the reader will encounter a
number of intriguing and complex issues involved in solving time/cost and
time/resource trade-off problems, problems with so-called partially
renewable resources and multi-mode problems involving time/cost,
time/resource as well as resource/resource trade-offs.

Part IV deals with robust scheduling and stochastic scheduling issues.
Chapter 9 deals with stochastic project scheduling. The reader will first find
a treatment of important topics in stochastic scheduling without resource
constraints. Topics covered include exact methods for computing the project
duration distribution, methods for computing stochastic bounds on the
makespan distribution, Monte Carlo sampling, and the issue of path and
activity criticality. Attention is given to the problem of determining the
optimal amount of activities’ delay beyond their earliest start times in order
to maximize the expected present value of the project. The discussion
continues with a treatment of the stochastic resource-constrained project
scheduling problem, methods for solving the stochastic discrete time/cost
trade-off problem, and the multi-mode trade-off problems in stochastic
project networks. A discussion of project scheduling under fuzziness
concludes the chapter. Chapter 10 then focuses on robust and reactive
scheduling. We review the fundamentals of the Critical Chain/Buffer
Management approach (Goldratt (1997), Leach (2000), Newbold (1998))
and highlight the merits and pitfalls of the approach. New reactive
mechanisms for repairing disturbed baseline schedules conclude the chapter.

Numerous tables and figures are used throughout the book to enhance the
clarity and effectiveness of the discussions. For the interested and motivated
reader, the problems at the end of each chapter should be considered as an
integral part of the presentation. Concepts which could not be properly
developed in the text because of the size constraints of the manuscript are
often relegated to a problem. In some cases, the problems refer to research
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questions which, although important, did not find their way to the main body
of the text. An extensive bibliography is presented at the end of the book.

Any book of this size and complexity will undoubtedly contain errors.
They solely remain the responsibility of the authors. We would be pleased to
learn about any comments that you might have about this book, including
errors that you might find.

We are indebted to many people who have helped us greatly in writing
this book. We benefited from the fruitful discussions we could have over the
years with numerous members of the international project scheduling
community. We are much indebted to Bajis Dodin (University of California
at Riverside), Salah Elmaghraby (North Carolina State University) and Jim
Patterson (Indiana University) who were so kind to act as our co-authors
over the past years. Much of the presented material heavily relies on the
excellent research work of our former research assistants and friends Bert De
Reyck, currently Associate Professor of Decision Sciences at the London
Business School (UK), and Mario Vanhoucke, currently Assistant Professor
of Operations and Technology Management at the Vlerick-Leuven-Ghent
Management School (Belgium); not only did they act as co-author, they
definitely influenced our thinking. Chapter 10 exploits much of the recent
work done by our research assistant Roel Leus. We are especially grateful to
our research assistant Jeroen Beliën who suffered through preliminary drafts
of the manuscript and made numerous suggestions for improvement. The
Fund for Scientific Research - Flanders (Belgium) (F.W.O) supported much
of our research. We are indebted to the Department of Applied Economics of
the Faculty of Economics and Applied Economics, Katholieke Universiteit
Leuven (Belgium) for providing us with an excellent environment for
writing this book. Last but not least, our sincere gratitude goes to our
families for their patience and support.

Leuven
February 2002 Erik Demeulemeester

Willy Herroelen
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Chapter 1

SCOPE AND RELEVANCE OF PROJECT
SCHEDULING

The field of project management has taken tremendous strides forward in
the past decades. In today’s competitive environment it is crucial to deliver
quality products on time and within budget. It is not surprising then to see
that project management has become a hot topic.

This chapter intends to provide an overview of project management
concepts. The reader is made familiar with the definition of a project and its
attributes, the project life cycle and the nature of the project management
process, encompassing the basic managerial functions of planning,
scheduling and control.

1. ATTRIBUTES OF A PROJECT

The word ’project’ connotes different things to different people. No
definition of a project will ever suit every situation, but the ISO 8402
definition has gained acceptance by a wide range of users (ISO (1990)):

Project - unique process, consisting of a set of co-ordinated and
controlled activities with start and finish dates, undertaken to achieve an
objective conforming to specific requirements including constraints of
time, cost and resources.

The ISO 10006 - Guideline to Quality in Project Management (ISO
(1997)) adds a number of notes to amplify the use of the term ’project’ within
the document:
1. The organisation is temporary and established for the life of the project.
2. In many cases a project forms part of a larger project structure.
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3. The project objectives and product characteristics may be defined and
achieved progressively during the course of the project.

4. The result of the project may be the creation of one or several units of a
product.

5. The interrelation between project activities may be complex.
Projects have widely varying characteristics. It is often claimed that the

first project to be managed in a way that we would now recognise as project
management was the Manhattan project that created the first atom bomb.
However, ancient history is replete with project examples. Some of the better
known ones are the construction of the Egyptian pyramids, the construction
of the palace of King Minos in Crete, the construction of the Parthenon in
Greece, the construction of the Maya Temples in Central America, the
construction of the Great Wall of China and the building of the temple in
Jerusalem. In the late 1950s and early 1960s formal project management
methods received their greatest impetus with the Polaris Missile program,
the Apollo moon program, and the numerous complex Defense and
construction projects. Today large projects come in many and various forms,
including the following:

Constructing the Channel Tunnel;

Renovating the Brussels airport;

Constructing the facilities for the Olympic Winter or Summer Games;

Constructing a bridge, dam, highway, or building;

Opening a new store;

Designing a new plane;

Developing new computer software;

Relocating a factory;

Introducing a new product to the market;

Implementing a new information system;

Performing major maintenance or repair;

Producing and directing a movie;

Reengineering a company;

Planning a wedding;

Writing a book on project scheduling.
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To a greater or lesser extent all these projects seem to have some
elements in common (Slack et al. (1998)):

A goal or objective. A definable end product, result or output that is typically
defined in terms of cost, quality and timing of the output from the project
activities.

Uniqueness. A project is usually a one-at-a-time, not a repetitive undertaking.
Even ’repeat projects’ such as the construction of another chemical plant to the
same specifications may have distinctive differences in terms of resources used
and the actual environment in which the project takes place.

Complexity. The relationships between the various tasks that have to be
performed to achieve the project’s objectives can be very complex. For example,
both minimal and/or maximal time-lags may have to be specified between the
start times of activities.

Temporary nature. Projects have a defined start and end which usually means
that a concentrated use of resources is needed to carry out the project. Quite
often temporary organisations are set up, e.g. a consortium of companies
working together to renovate the Brussels airport or to construct the European
Community buildings in Brussels.

Uncertainty. Projects are planned before they are executed and therefore carry
an element of risk. Uncertainty is the nature of the beast.

Life cycle. A project passes through a life cycle that consists of different phases.
To begin with, there is the conceptual design phase during which the
organisation realises that a project may be needed or receives a request from a
customer to propose a plan to perform a project. Next, there is the project
definition phase in which the project objectives, the project deliverables and the
work content are defined and it is decided on how the organisation is going to
achieve the project objectives and meet the various performance measures.
Once the project is properly defined and approved, the project planning phase
can start which involves breaking down the project into manageable work
packages consisting of specific activities which need to be performed in order to
accomplish the project objectives. Activity durations have to be estimated and
the resource requirements and availability as well as the precedence
relationships among the activities have to be determined in sufficient detail. The
project then enters the project scheduling phase which involves the construction
of a precedence and resource feasible base plan or time schedule which
identifies the individual planned starting and completion times of the activities.
The project schedule must then be turned into reality. During the execution of
the project, its progress must be monitored and corrective actions must be taken
when necessary. Finally, the project enters its termination phase that involves
the delivery of the project result (products and/or services).

Most project definitions found in the literature, including the one cited
earlier, consider uniqueness as a major project attribute. From an operations
management viewpoint, however, we cannot emphasise enough that,
although the management of projects is usually associated with operations of
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the low volume-high variety type, this does not mean that only these types of
operation will ever be concerned with projects. High-volume and continuous
production operations, such as a bulk chemical producer, will face project
management problems. The company’s new plant will have to be constructed
as a project, the plant will be maintained according to a project plan, its staff
will be trained by services organised on a project basis, the implementation
of its new information system constitutes a major project, and so on.

Moreover, numerous problems which occur in the context of sequencing
and scheduling production operations (finite capacity planning, machine
scheduling and sequencing problems) share a number of characteristics that
make them amenable to solution techniques developed in the context of
project scheduling. As a matter of fact, the various problems studied by
scheduling theory (single machine problems, parallel machine problems,
flow shops, job shops, etc.) can be modelled as subproblems or variations of
the basic resource-constrained project scheduling problem to be studied in
this text.

2. THE ESSENCE OF PROJECT MANAGEMENT

It should be clear from what has been said so far that project
management basically involves the planning, scheduling and control of
project activities to achieve performance, cost and time objectives for a
given scope of work, while using resources efficiently and effectively (see
also Lewis (1995)). The planning phase involves a listing of activities that
must be performed to bring about the project’s completion. Gross
requirements for the various types of resources are also determined in this
phase, and estimates for the duration and costs of the various activities are
made. Scheduling, on the other hand, is the laying out of the actual activities
of the project in the time order in which they have to be performed. The
actual resources needed at each stage in the project are calculated, along with
the expected completion time of each of the activities. Control focuses on
the difference between the schedule and actual performance once the project
has started. The analysis and correction of this difference forms the basic
aspect of control (Wiest and Levy (1977)).

Both the uncertainty and complexity make project management a
formidable task. A successful project is a project that is finished on time,
within the budget and according to the preset specifications. However, cases
where the project deadline, budget and/or specifications are violated are
quite common. The World Bank (World Bank (1995)) reports on its funded
projects that "Time overruns have gone down, but forecasts are still
overoptimistic. On average, operations evaluated in 1994 took 37 percent
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longer to implement than originally scheduled, down from 48 percent in
1993, and 54 percent in the 1974-94 cohorts". Moreover, if projects finish on
time or within budget, they often had to compromise on content (Goldratt
(1997)). It seems that projects cannot escape from the (partly joking)
fundamental laws of project management as put forward by APICS, the
American Production and Inventory Control Society (Slack et al. (1998)):
1. No major project is ever installed on time, within budget or with the same

staff that started it. Yours will not be the first.
2. Projects progress quickly until they become 90 per cent complete, then

they remain at 90 per cent complete forever.
3. One advantage of fuzzy project objectives is that they let you avoid the

embarrassment of estimating the corresponding costs.
4. When things are going well, something will go wrong. When things just

cannot get any worse, they will. When things appear to be going better,
you have overlooked something.

5. If the project content is allowed to change freely, the rate of change will
exceed the rate of progress.

6. No system is ever completely debugged. Attempts to debug a system
inevitably introduce new bugs that are even harder to find.

7. A carelessly planned project will take three times longer to complete than
expected; a carefully planned project will take only twice as long.

8. Project teams detest progress reporting because it vividly manifests their
lack of progress.
The Project Management Institute (PMI) defines the so-called project

management body of knowledge (PMBOK) as those topics, subject areas,
and processes that are to be used in conjunction with sound project
management principles to collectively execute a project (PMI (1987)).
Originally, the PMBOK specified eight areas of knowledge that a project
manager needs to have some familiarity with in order to be effective: scope,
quality, time, cost, risk, human resources, contract/procurement, and
communications. In its 1996 Edition of the Guide to the Project Management
Body of Knowledge (PMI (1996)), the PMI formally recognises the
existence of a ninth knowledge area: project integration management.
Recently, PMI has revised the guide and submitted it for approval by ANSI
as an American National Standard (PMI (2000)).

The scope of a project is the magnitude of the work being done. Scope
management refers to the process of directing and controlling the entire
scope of a project with respect to a specific goal. The establishment and
clear definition of project goals and objectives form the foundation of scope
management. The scope of a project is all the work that must be done in
order to satisfy the customer that the tangible product or items to be provided
(the project result or the project deliverables) meet the requirements or
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acceptance criteria agreed upon at the onset of a project. Quality
management involves ensuring that the performance of a project conforms to
the specifications of the project stakeholders and participants. The objective
is to ensure that work is done properly and to minimise the deviation from
the actual project plans. Schedule/time management involves the effective
and efficient use of time to facilitate the execution of a project. The
effectiveness of time management is reflected in the schedule performance.
Cost management deals with methods used to keep a project within its
budget. It involves having an effective control over project costs through the
use of reliable techniques of estimation, forecasting, budgeting and
reporting. Risk management is the process of identifying, analysing, and
recognising the various risks and uncertainties that might affect a project.
Human resources management recognises the fact that people make things
happen. It involves the function of directing human resources throughout the
life cycle of a project. Contract/procurement management involves the
process of acquiring the necessary resources to successfully accomplish
project goals. Communications management involves having the proper
skills to communicate to the right people at the right time, using the proper
organisation, routing and control of information. Project integration
management includes the processes required to ensure that the various
elements of the project are properly co-ordinated.

The coverage of all of these areas is beyond the scope of this book. In
this text we mainly focus on schedule/time management (and obliquely on
cost and risk management), often identified by project management
experience as one of the most common causes of project failure (Goldratt
(1997), Lewis (1995)). Earlier in this section, project management has been
described as the planning, scheduling and control of project activities to
achieve performance, cost and time objectives for a given scope of work,
while using resources efficiently and effectively. Meeting the three
objectives while using resources efficiently and effectively lies at the very
heart of project management and is all too often overlooked. Moreover, as is
especially the case in product innovation and new product development
projects, project delays are more heavily penalised than budget overruns
(Goldratt (1997)). Hewlett-Packard, for example, studied a high-growth
market and found that if a new product innovation project was six months
late, it could cause a 33% loss in profits, while if the project overran its cost
budget by 50% but was completed on time, the loss was only 3.5% (Suri
(1998)). It is not a surprise then to see that minimising project duration
subject to precedence and resource constraints ranks as the prime objective
in project management.

Apparently, however, daily project management practice seems to highly
neglect the importance of effectively managing the interplay between time,
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precedence, resource requirements and availability, and cost. The June 1998
IIE Solutions reader survey on project management, for example, revealed
that nearly 80 percent of the respondents use some kind of project
management software (Bounds (1998)). When asked to rank the capabilities
that were most important in a tool of this type, however, respondents
overwhelmingly chose project tracking first (28 percent ranked it N° 1 and
24 percent ranked it N° 2) and time analysis second (20 percent ranked it N°
1 and an additional 20 percent ranked it N° 2). This may very well indicate
that many users are still using project management software for relatively
simple tasks. Third in importance was cost analysis (17 percent ranked this
N° 1, 9 percent ranked this N° 2). Some 12 percent of the respondents
ranked resource analysis N° 1, while some 14 percent ranked it N° 2.

3. THE PROJECT MANAGEMENT PROCESS

As mentioned earlier, a project passes through a life cycle. Each phase
requires proper management.

3.1 The concept phase

The concept phase of a project is the point at which the customer - the
people or the organisation willing to provide funds - identifies a need that
must be met. It can be for a new product or service, a move from one
location to another, a new information system, an advertising campaign, and
so on. The identification of a need, problem or opportunity can result in the
customer requesting proposals from individuals, a project team, or
organisations (contractors) to address the identified need or solve the
problem. The need and requirements are usually written up by the customer
in a document called a request for proposal (RFP).

Through the RFP, the customer asks individuals or contractors to submit
proposals on how they might solve the problem, along with the associated
cost and schedule. A company that has identified the need to upgrade its
information system might document its requirements in an RFP and send it
to several consulting firms. Not all situations involve the write-up of a
formal RFP, however. Needs are often defined informally during a meeting
or discussion among a group of individuals. Some of the individuals may
then prepare a proposal to determine whether a project should be undertaken
to address the need. At the concept phase, there is a rather fuzzy definition of
the problem to be solved. Very often, a feasibility study may have to be
conducted in order to clarify the definition of the project before proceeding
to the next phase.
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3.2 The definition phase

Before starting the complex task of planning and executing a project, it is
necessary to be as clear as possible about what is going to be developed as a
proposed solution to the need or problem; i.e. what is exactly going to be
done. Basically, three different elements are needed to define a project: its
objectives, its scope and its strategy.

3.2.1 Project objectives

The objectives of a project refer to the end state that project management
is trying to achieve and which can be used to monitor progress and to
identify when a project is successfully completed. Objectives should be clear
and measurable. As already mentioned, the three fundamental objectives of
project management are time, cost and quality. The relative importance of
each objective will differ for different projects. As discussed before,
especially for product innovation and new product development projects,
time is often considered to be the number one performance objective.

3.2.2 Project scope

The second part of the definition of a project is its scope. The scope of a
project identifies its work content and its product or outcomes. The
statement of the project scope is a statement of what will and will not be
done during the project. It establishes the necessary boundaries such that the
customer knows what is expected when the project is completed.

3.2.3 Project strategy

The project strategy defines in a general way how the organisation is
going to achieve its project objectives and meet the various performance
measures. The major economic, technological, legal, geographic and social
factors that may affect a project have to be identified and examined. Once all
of these factors have been examined in detail, the project team can develop a
number of alternative strategies aimed at providing adequate answers to the
two fundamental questions: (a) what are we going to do? (for example, build
a ship), and (b) how are we going to do it? (for example, build the ship
upside down and turn it over once the assembly is complete up to the decks)
(Lewis (1995)).
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3.3 The planning phase

Once the project is properly defined, the planning phase may start. The
planning process involves the following crucial steps: identify the project
activities, estimate time and resources, identify relationships and
dependencies, and identify the schedule constraints.

Most projects are too complex to be planned and controlled effectively
unless they are first broken down into manageable portions on the basis of a
so-called Work Breakdown Structure (WBS). As will be seen in Chapter 2,
the WBS provides a visual display of the project scope. The objective is to
divide the project into major pieces, called work packages, and to identify
the specific activities that need to be performed for each work package in
order to accomplish the project objective. A summary view of the work
breakdown process is given in Figure 1.

Once the individual activities have been defined, they can be graphically
portrayed in the form of a project network. This network shows the
necessary interdependencies of the activities. Time estimates for how long it
will take to complete each activity must be made. It is also necessary to
determine which type of resources and how many of each resource type are
needed to complete the activities. Based on the type and quantities of
resources required, cost estimates can be made.
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3.4 The scheduling phase

Project scheduling involves the construction of a project base plan which
specifies for each activity the precedence and resource feasible start and
completion dates, the amounts of the various resource types that will be
needed during each time period, and as a result the budget. The development
of a well-thought-out base plan is critical to the successful accomplishment
of a project and is the central theme of Chapters 2-8 of this book. The
fundamental issue of creating a project base plan that is not only precedence
and resource feasible, but also robust, is discussed in Chapter 10.

3.5 The control phase

Once a baseline plan has been established, it must be implemented. This
involves performing the work according to the plan and controlling the work
so that the project scope is achieved within budget and on schedule, to the
satisfaction of the customer. Once the project starts, progress must be
monitored which involves the difficult task of measuring actual progress and
comparing it to planned progress. If this comparison reveals that the project
is on its way to run behind schedule, to overrun the budget, or to violate the
original technical specifications, corrective action must be taken to get the
project back on track.

Progress tracking is not an easy task. Projects are planned before they are
executed and therefore carry an element of risk. As mentioned earlier,
uncertainty is the nature of the project beast. The key to effective project
control is an adequate methodology for protecting a project against the laws
of uncertainty. Stochastic scheduling issues are covered in Chapter 9.

3.6 The termination phase

Termination is the last stage of the project. Project termination is as
important as its initiation. A project should not be allowed to violate
deadlines or budgets; neither should we allow for compromising its content.
The ultimate benefit of project management in general, and project
scheduling in particular, is having a satisfied customer.

4. EXERCISES

1. Review the ISO definition of a project. Use the basic characteristics of a
project to differentiate a project from a non-project. Try to search for
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project examples that do not satisfy all of the project characteristics
listed in this chapter.

2. Identify the three fundamental objectives of a project. Discuss the trade-
offs that may exist among these objectives.

3. Select a project found in your neighbourhood and discuss its objectives,
scope and strategy.

4. Identify the critical success/failure factors in projects. Confront your list
with the factors listed in Belassi and Icmeli-Tukel (1996).

5. Gather information about the Denver International Airport Project, one
of the most publicised recent projects with problems (Management
Review, July 1996, 24-29; Computerworld, August 22, 1994). Analyse
the type of problems that resulted in a delayed opening of the airport.

6. Some authors (e.g. Mantel et al. (2001)) make a distinction between S-
shaped and J-shaped project life cycles. Provide examples of projects for
which the life cycle follows these two different paths and discuss their
characteristics.
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Chapter 2

THE PROJECT SCHEDULING PROCESS

In this chapter we introduce the use of project network techniques in the
basic managerial functions of the planning, scheduling and control of
projects. The reader is made familiar with the concept of a project (activity)
network, the development of work breakdown and organisational breakdown
structures, the network representation of activities and events, the
representation of the various types of precedence relationships, the setting of
ready times, due dates and deadlines, the different types of project resources,
and the estimation of activity times, resource requirements and availability.

1. ACTIVITY NETWORKS

A project consists of a number of events (milestones) and activities or
tasks that have to be performed in accordance with a set of precedence
constraints. Each activity has a duration and normally requires resources
(except for the so-called dummy activities that consume neither). An event
(milestone) refers to a stage of accomplishment of activities associated with
a certain point in time. Resources may be of different types, including
financial resources, manpower, machinery, equipment, materials, energy,
space, etc. The best known type of precedence relationship is the finish-start
relationship with a zero time-lag: an activity can only start as soon as all its
predecessor activities have finished. As will be discussed later in this
chapter, other precedence relations do exist such as finish-start, start-start,
finish-finish, and start-finish relations, with various types of minimal and/or
maximal time-lags.

It is the representation of the precedence relationships that distinguishes a
project network from other ways of representing a project, such as Gantt
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charts (Clark (1954)), track planning (Herroelen (1998)) and line of balance
(Lumsden (1968)). An activity (project) network can be described as the
graphical representation of events, activities and precedence relationships. A
project network is a graph G = (N, A), consisting of a set of nodes N and a
set of arcs A. It should be mentioned at this point that a graph is often
denoted as G = (V, E), where V denotes the set of vertices (nodes) and E
denotes the set of edges (arcs).

There are two possible modes of representation of a project network: (a)
the activity-on-arc representation which uses the set of arcs A to represent
the activities and the set of nodes N to represent events, and (b) the activity -
on-node representation which uses the set of nodes N to denote the activities
or events and the set of arcs A to represent the precedence relations. Before
we elaborate on this issue we first explain how the work breakdown
structure can be used to structure a project as a set of activities.

1.1 Work breakdown structure (WBS) and
organisational breakdown structure (OBS)

Before the complex job of planning and executing a project can be
started, it is necessary that the project objectives, project scope and strategy
are defined as clearly as possible. As argued before, this definition must be
done in relation to the aimed project result (project deliverables or end items
of the project), i.e. the set of products and/or services to be delivered. The
further subdivision of the project result into its various components creates a
work breakdown structure which defines the project activities in relation to
the project result, which creates a framework for project control and which
provides the basis for obtaining a relevant insight in the time and cost status
of a project through the various management echelons.

Consider as an illustration a part of the WBS for a warehouse
construction project shown in Figure 2 (De Reyck and Herroelen (1999a)).
Not all the levels are fully explored in the figure. There are five WBS levels.
Each element of the WBS can be coded. The element “Warehouse project” is
situated at WBS level 0 with corresponding WBS code 0000. The element
“Warehouse” is located at WBS level 1 with code 2000. The WBS element
“Building” is located at level 2 and has code 2100. The element
“Foundations” is located at WBS level 3 with code 2110, while element
“Piles” is located at WBS level 4 with code 2111.

The decisions about the disaggregation/integration process of a project
are intimately entwined with the decision concerning the organisation of the
project as shown in the organisation chart, also called the Organisational
Breakdown Structure (OBS). The OBS (see Figure 3) shows the various
organisational units that are going to work for the project and allows these

Chapter 2
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responsibilities to be linked to the WBS. At the intersection of the lowest
WBS and OBS levels we find the so-called work packages in which a lowest
unit in the OBS is assigned a specific task in a corresponding lowest unit of
the WBS. In operational terms, a work package is the lowest unit of project
control. Work packages are further divided into sets of activities and
subtasks.

The precise definition of work packages is application dependent. Some
guidance was originally provided by the DOD and NASA Guide (1962, p.
27) which describes the organisation of work packages in the following
terms:

End Item Subdivisions. The development of the work breakdown
structure begins at the highest level of the program with the identification
of project end items (hardware, services, equipment or facilities). The
major end items are then divided into their component parts (for example
systems, subsystems, components), and the component parts are further
divided and subdivided into more detailed units.... The subdivision of the
work breakdown structure continues to successively lower levels,
reducing the dollar value and the complexity of the units at each level,
until it reaches the level where the end item subdivisions finally become
manageable units for planning and control purposes. The end item
subdivisions appearing at this last level in the work breakdown structure
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are then divided into major work packages (for example, engineering,
manufacturing, and testing). At this point also responsibility for the work
packages will be assigned to corresponding operating units in the
contractor’s organisation.

The configuration and content of the work breakdown structure and the
specific work packages to be identified will vary from project to project
and will depend on several considerations: the size and complexity of the
project, the structure of the organisations concerned, and the manager’s
judgement concerning the way he wishes to assign responsibility for the
work. These considerations will also determine the number of end item
subdivisions that will be created on the work breakdown structure before
the major work packages are identified and responsibility is assigned to
operating units in a contractor’s organisation.

Further Functional or Organisational Subdivisions. An organisational
unit will usually identify smaller work packages within the major work
packages assigned to it. This division of work may take the form of more
detailed functional (for example, engineering) identification, such as
systems engineering, electrical engineering, mechanical engineering, or it
may take the form of a more detailed end item identification within
engineering, such as instrumentation engineering, power cable
engineering, ... The form chosen for more detailed identification will
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again depend on the structure of the performing organisation and the
manager’s judgement as to the way he wishes to assign responsibility for
the work. The number of these smaller subdivisions will naturally depend
on the dollar value of the major work packages and the amount of detail
needed by the manager to plan and control his work. Normally, the
lowest level work packages will represent a value of no more than
$100,000 in cost and no more than 3 months in elapsed time.

In many cases things go already wrong during the construction of the
WBS. Quite often a complaint is heard that a large portion of the project lead
time is already “consumed” during the design phase of the project. The fact
that projects do not meet the pre-set deadlines often lies in a weak definition
of the WBS and the description of the tasks to be performed.

1.2 Activities and events

As mentioned above, two fundamental representation schemes are used
in project network techniques: the activity-on-arc notation (also called
activity-on-arrow notation and subsequently abbreviated as AoA) and the
activity-on-node notation (subsequently denoted as AoN).

1.2.1 Activity-on-arc representation (AoA)

In AoA networks each activity is represented by an arc and each event by
a node. The event (node) at the tail of the arc represents the start of the
activity and the event (node) at the head of the arc marks the completion of
the activity. The traditional finish-start precedence relation with zero
minimal time-lag between two activities a and b, commonly denoted as

denotes that activity b may start as soon as activity a is completed. It
is represented by having the terminal node of the arc representing activity a
coincide with the start node of the arc representing activity b. Activity a is
then called an immediate predecessor of activity b. Activity b is called the
immediate successor of activity a. Figure 4 shows a subnetwork representing
this strict precedence relation.

As can be seen from Figure 4, the result of the AoA precedence
representation is a directed graph (digraph) G=(N,A) in which the nodes
represent events and the arcs represent the activities. AoA networks form the
basis of the two best-known project network techniques, namely PERT
(Project Evaluation and Review Technique) and CPM (Critical Path
Method). The development of PERT started in 1958 as a means to plan and
accelerate the development of the Polaris ballistic missile (a nuclear missile
launched from beneath the ocean’s surface by a mobile submarine). PERT
was developed by a research team composed of representatives from
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Lockheed Aircraft Corporation, the Navy Special Projects Office and the
consulting firm Booz, Allen and Hamilton (Malcolm et al. (1959)). CPM
was developed in the period 1956-1959 by a research team of duPont
Company and Remington Rand Univac (Kelley (1961), Walker and Sayer
(1959)).

AoA networks share a number of characteristics (Elmaghraby (1977),
Moder et al.(1983)):
1. An activity can only start if all its predecessor activities are completed,

i.e. as soon as its starting node (event) is realised. Precedence is indeed
binary and transitive. If activity a must be completed before b can
be started. If and then

2. Arcs imply logical precedence only. Neither the length of the arc nor its
“compass” direction on the drawing have any significance.

3. Nodes are numbered such that no event numbers are duplicated. In order
to avoid circularity, the nodes are usually numbered such that an arc
always leads from a small number to a larger one. As a result, the
adjacency matrix representation of the AoA network is always upper
triangular with zero diagonal. The adjacency matrix is an n×n matrix,
where n = |N| is the number of nodes in the network. It has an entry of 1
for element (ij) if an arc leads from node i to node j, and of 0 otherwise.
The adjacency matrix for the AoA network shown in Figure 5 is given in
Figure 6.
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4. For computer computation an activity is defined by its start and end node.
Consequently, any two nodes (events) may be directly connected by no
more than one activity.

5. By construction, the network contains no cycles. If an AoA network
would contain a cycle, the transitivity property of precedence would lead
to the conclusion that an activity would have to precede itself, which is
an impossibility.

6. By construction, each AoA network may only have one initial node
(event) and only one terminal node (event). An initial event is the starting
node of all activities with no predecessor(s); a terminal event (node) is
the ending node of all activities having no successor(s).

The conditions (3)-(6) are also imposed by the internal logic of some
algorithms and heuristics to be discussed later. In order to preserve these
rules, sometimes dummy activities and dummy events are needed. Three
cases in which these dummies, which do not change the network logic, are
helpful are:
a) To preserve uniqueness of activities. As mentioned in condition 4 above,

for computer computation an activity is represented by its start and end
node. So, if several activities have to be executed simultaneously they
can be combined in one global activity, otherwise dummy activities can
be introduced as shown in Figure 7. Dummy activities, which are drawn
as dotted arcs, consume no time or resources.

The representation in Figure 7(a) does not allow for a unique
identification of activities a, b and c using their start and end node numbers.
In Figure 7(b), the activities a, b and c can be identified as 1-4, 2-4 and 3-4,
respectively.



20 Chapter 2

b) To satisfy the condition of a unique initial and terminal event. When this
is not the case in the original activity network, a dummy initial and/or
terminal event together with the corresponding dummy activities can be
introduced. The AoA network of Figure 8 represents four real activities a,
b, c and d. Both the activities a and b must be finished before the
activities c and d can be started. In order to guarantee that the network
contains one start and one end node, at least two dummies are needed, as
shown by the correct network representation given in Figure 9. Another
correct representation, which uses four dummy activities, is shown in
Figure 8. Clearly, different network representations that differ in the
number and placing of dummy activities may be used to represent the
same set of activity precedence relations in a correct manner. The
problem of minimising the number of dummy activities is discussed in
the next section.
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c) To correctly represent all required precedence constraints. This simply
means that precedence relations, that are not required, should not be
present in the graph. In Figure 10(a), for example, the activities a, b, c
and d, related by precedence as and are incorrectly
represented as this graph also implies the unspecified constraint
Figure 10(b) shows the correct representation by means of a dummy
activity.

1.2.1.1 Minimising the number of dummy activities

Several algorithms have been developed for constructing an AoA network
with a minimum number of dummy activities (Corneil et al. (1973), Cantor
and Dimsdale (1969), Dimsdale (1963), Fisher et al. (1968), Hayes (1969),
Michael et al. (1993), Mrozek (1984), Spinrad (1980), Sterboul and
Wertheimer (1980), Syslo (1981, 1984)). Krishnamoorty and Deo (1979)
have shown that the problem of minimising the number of dummy activities
in an AoA network is Before we sketch the proof we
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devote the next section to a brief discussion of the computational complexity
issue.

1.2.1.1.1 Computational complexity

It is well known that some computational problems are much easier to
solve than others. For some scheduling problems algorithms have been
known for decades that are capable of solving instances with thousands of
jobs, whereas for other problems, the best algorithms are only capable of
dealing with a handful of jobs. Complexity theory provides a mathematical
framework in which computational problems can be studied so that they can
be classified as ‘easy’ or ‘hard’ (Garey and Johnson (1979), Karp (1975),
Lenstra and Rinnooy Kan (1979), Shmoys and Tardos (1993), Stockmeyer
(1992)).

A computational problem can be viewed as a function f that maps each
input x in some given domain to an output f (x) in some given range.
Complexity theory is interested in studying the time required by an
algorithm to compute f (x) as a function of the length of the encoding of the
input x, denoted as Complexity theory actually uses a Turing machine as
a mathematical model of an algorithm, but for a good understanding it is
sufficient to think in terms of a computer program written in some standard
programming language as a model of an algorithm. The efficiency of an
algorithm that computes f (x) on input x is measured by an upper bound
T(n) on the number of steps that the algorithm takes on any input x with

In most cases it will be difficult to calculate the precise form of the

function T, so that one is interested in its asymptotic order. Therefore we say
that T(n) = O(p(n)) if there exist constants c> 0 and a nonnegative integer

such that for all integers               We will  consider  a

problem to be ‘easy’ if there exists an algorithm A for its solution which

has running time for some constant k; that is T(n) is bounded
by a polynomial function of n. In other words, a polynomial-time
(polynomial) algorithm is one whose time complexity function is O(p(n)),
where p is some polynomial and n is the input length of an instance. Each
algorithm whose time complexity function cannot be bounded in that way
will be called an exponential-time algorithm. Unfortunately, for a majority
of problems, no polynomial-time algorithm is known.

Any scheduling problem can be formulated as a decision problem, e.g.
‘Is there a feasible schedule that completes within the deadline Note
that the ‘yes’ answer can be certified by a small amount of information: the
schedule that meets the deadline. The ‘yes’ answer can typically be verified
in polynomial time. A decision problem is not computationally harder than

?’.
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the corresponding optimisation problem ‘Find the feasible schedule which
has the smallest schedule length’. That means that if one is able to solve an
optimisation problem in an efficient way (i.e. in polynomial time), then it
will also be possible to solve a corresponding decision problem efficiently
(just by comparing an optimal value of the objective function to a given
constant). On the other hand, if the decision problem is computationally
hard, then the corresponding optimisation problem will also be hard. Class
consists of all decision problems that may be solved by an abstract computer
(the Turing machine) in time bounded from above by a polynomial in the
input length. The class of decision problems consists of all decision
problems for which no polynomial time algorithms are known but for which
the ‘yes’ answer can be verified in polynomial time. It follows that
One of the many open problems of modern mathematics is whether equals

It is generally conjectured that this is not the case.
An problem is, roughly speaking, a hardest problem in

in that if it would be solvable in polynomial time, then each problem in
would be solvable in polynomial time, so that would equal Thus,

the of a particular problem is strong evidence that a
polynomial-time algorithm for its solution is very unlikely to exist. The
principal notion in defining is that of a reduction. For two
decision problems P and Q, we say that P reduces to Q (denoted if
there exists a polynomial-time computable function that transforms inputs
for P into inputs for Q such that x is a ‘yes’ input for P if and only if is a
‘yes’ input for Q. A decision problem is if it is in and every
other problem in reduces to it. An optimisation problem will be called

if the associated decision problem is
To prove that some optimisation problem is computationally hard, one

has to prove that the corresponding decision problem is On the
other hand, to prove that some optimisation problem is easy, it is sufficient
to construct an optimisation polynomial-time algorithm.

Despite the fact that all problems are computationally
hard, some of them may be solved quite efficiently in practice. This is
because the time complexity functions of algorithms that solve these
problems are bounded from above by polynomials in two variables: the input
length and the maximal number max(I) appearing in an instance I.
Since in practice max(I) is usually not very large, these algorithms have
good computational properties. However, such algorithms, called
pseudopolynomial, are not really of polynomial time complexity since in any
reasonable encoding scheme all numbers are encoded binary (or in another
integer base greater than 2). Pseudopolynomial algorithms may perhaps be
constructed for number problems, i.e. those problems for which there does
not exist a polynomial p such that              for each instance I of
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For a given decision problem and an arbitrary polynomial p, let denote
the subproblem of which is created by restricting to those instances for
which Thus is not a number problem. Decision problem

is in the strong sense (strongly if and
there exists a polynomial p defined for integers for which is
complete. It follows that if  is  and it is not a number problem,
then it is in the strong sense.

A heuristic may be defined as a logical sequence of steps, the execution
of which yields a solution, which is not necessarily optimal. However, the
solution is usually good enough to be used in practice for planning and
control purposes. One of the basic problems with heuristics is their
validation. The justification of the use of sequencing and scheduling
heuristics is normally established by investigating their average behaviour
on large, often randomly generated problem sets vis-à-vis known optimal
results. Average behaviour (i.e., how good is the solution offered by the
heuristic on the average) is, however, only one side of the coin as proven by
the conflicting conclusions reached in the literature with respect to the "best"
method, the other very important side being the worst-case behaviour. In
that respect, the performance measure we are interested in is the maximum
value achieved by the ratio where is the solution value obtained

by applying heuristic method x to any given problem example and
denotes the value of the corresponding optimal solution.

Another drawback of heuristics is the impossibility to absolutely
guarantee in advance which particular heuristic, or combination of heuristics,
will produce the best results for a given problem. In spite of these
drawbacks, heuristics are widely used in practice in order to cope with
complex, highly combinatorial sequencing and scheduling problems.

1.2.1.1.2 of the minimum dummy activity problem

Krishnamoorty and Deo (1979) have shown that the minimum dummy
activity problem is The decision version of the problem of finding
the minimum number of dummy activities may be formally stated as
follows:

MINIMUM DUMMY ACTIVITY

Given a set of activities, their precedence relations (finish-start with a
time-lag equal to zero) and a positive integer k, is there an AoA network
which satisfies the given precedence relations and which contains k or
fewer dummy activities?
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The authors establish the of the minimum dummy activity
problem by proving that the vertex (node) cover problem in graphs of degree
two or three is reducible to MINIMUM DUMMY ACTIVITY. The degree
of a graph is the maximum degree of any vertex. The degree of a vertex is
the number of edges connected to it. The vertex (node) cover problem for
graphs of degree two or three can be stated as follows:

VERTEX (NODE) COVER

Given a graph G = (V,E) of degree two or three and a positive integer
is there a vertex cover of size k or less for G, that is, a subset

with at most k elements such that for each edge at least
one of u and v belongs to C?

Garey, Johnson and Stockmeyer (1974) have shown that the problem of
finding the minimum vertex cover in graphs of degree at most three is
complete.

The proof for the minimum dummy activity problem now
goes as follows. Let G = (V,E) be a given simple graph (with no self-loops or
parallel edges between a pair of vertices) with degree two or three for which
we wish to find a minimum vertex cover. Let denote the number of
vertices in G and let denote the number of edges. From graph G, let
us construct a network H which contains (n+m+1) activities and as few
dummies as possible in the following way. Network H contains a set of
activities where For all

and if edge is incident on node in G. For all

precedes x. Figure 11(b) gives an example network H for the

graph G of degree three shown in Figure 11(a).
Two activities have the same initial (terminal) node if and only if they

have the same predecessors (successors). Network H has the following
properties. The initial node of every is the same, as no has any
predecessor. Likewise, all have the same terminal node as none of them
has any successor. All terminal nodes of activities have to be distinct for
otherwise two edges would be incident on the same pair of nodes in G,
which is in contradiction with our assumption that G does not have parallel
edges. For the same reason, all initial nodes of activities have to be
distinct.

Furthermore, there cannot be any dummy activity which starts from the
terminal node of an activity and ends in the terminal node of some other
activity for it would imply that activities that succeed succeed also,



26 Chapter 2

making and parallel. Similarly, there cannot be any dummy activity in
H starting from the initial node of an activity and terminating at an initial
node of any other activity In addition, as G is a graph with node degrees
two or three, the terminal node of any activity cannot be the initial node of
any other activity for it would imply that G has parallel edges.

In order to satisfy the 2m (out of the 3m) precedence relations, every
dummy activity in H starts from the terminal node of some activity and
ends in the initial node of some activity Thus in network H, each terminal
node of an activity will have two outgoing dummy activities, and each
initial node of activity will have two or three incoming dummy activities.
We have to provide dummy activities to satisfy the remaining m precedence
relations involving activity x. One way to achieve this would be to provide m
dummy activities starting from the terminal node of every activity to the
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initial node of activity x. However, as done in Figure 11(b), the number of
dummies can be reduced by having the dummy activities starting from the
initial node of every activity to the initial node of activity x, replacing
thereby m dummy activities with n dummy activities. Even this number is
not minimum, as there is no need to provide dummy activities from the
initial node of every activity In fact, the minimum number of dummy
activities from the initial node of the is precisely the number of nodes
that cover all edges in the original graph G. So if we have an algorithm for
finding the minimum number of dummy activities in H, we can use it to
solve the minimum vertex cover problem for graph G. The transformation
from G to H takes only polynomial time.

The above proof also shows that the minimum dummy activity problem
remains intractable in the class of all AoA networks having the minimum
number of nodes. As already mentioned, several heuristic algorithms have
been proposed to solve the minimum dummy arc problem (Corneil et al.
(1973), Dimsdale (1963), Fisher et al. (1968), Hayes (1969), Spinrad (1980),
and Syslo (1981, 1984)). Mrozek (1984) gives an algorithm to verify if
heuristically produced solutions are optimal. Hayes (1969) observes that the
number of dummy arcs and nodes in the AoA network cannot be minimised
simultaneously. The algorithms of Cantor and Dimsdale (1969) and Sterboul
and Wertheimer (1980) minimise the number of nodes, but introduce
transitive dummy arcs. Only Corneil et al. (1973) claimed to have an optimal
algorithm, but Syslo (1981) disproved this.

Kamburowski et al. (1992) show how an instance of the minimum
dummy arc problem can be reduced in polynomial time to an instance of the
set cover problem. This allows the problem to be solved, either optimally or
heuristically, using well established set cover algorithms and heuristics. Such
algorithms are reviewed by Christofides and Korman (1975), while
heuristics are reviewed by Vasko and Wilson (1986). Grossman and Wool
(1997) evaluate several approximation algorithms.

1.2.1.2 Characterising a network by its reduction complexity

The criterion of minimising the number of dummy activities is appealing
in constructing AoA networks, because the standard procedure to compute
the critical path can be implemented (as will be discussed later) in time
linear in the number of arcs (activities). Recently, Bein et al. (1992)
introduced a new characterisation of two-terminal acyclic networks, called
reduction complexity, which essentially measures how series-parallel a
network is. They define the reduction complexity of a two-terminal
activity network G in AoA format as the minimum number of node



28 Chapter 2

reductions sufficient (along with series and parallel reductions) to reduce G
to a single edge. A parallel reduction at nodes v and w replaces two or more
edges  joining v to w by a single edge g = (v,w). A series reduction at
node v is possible when e = (u,v) is the unique edge into v and f = (v,w) is the
unique edge out of v. In that case, edges e and f are replaced by g = (u,w). A
node reduction at v can occur when node v has in-degree or out-degree 1 (a
node reduction is a generalisation of a series reduction). Suppose v has in-
degree 1 and let e = (u,v) be the unique edge into v. Let
be the edges out of v. Replace by where The
case where i has out-degree 1 is symmetric (e=(v,w),

If we let denote the result of a node reduction with respect to node v,
and if we let [G] denote the graph that results when all possible series and
parallel reductions have been applied to G, the reduction complexity
can be defined more precisely as the smallest c for which there exists a
sequence such that is a single edge. Such a
sequence is called a reduction sequence.

Computational experiments, performed in order to validate exact and
suboptimal project scheduling procedure discussed later in this text, indicate
that the reduction complexity plays an important role in the measurement of
the impact of the structure of a project network on the computational effort
required to solve many associated project scheduling problems (De Reyck
and Herroelen (1996a), Herroelen and De Reyck (1999)).

1.2.1.2.1 The reduction complexity

Let G = (V,E) be a two-terminal AoA network, where V  = (1,2,...,n) is the
set of nodes representing the project events and E is the set of arcs
representing both real and dummy activities. We assume, without loss of
generality, that there is a single start node 1 and a single terminal node n,

Since G is acyclic, we assume that its nodes are topologically
numbered, i.e. v < w whenever there exists an arc joining v to w. The
resulting graph will be referred to as an 1,n-dag (directed acyclic graph).

Bein et al. (1992) show that the reduction complexity of G, is equal
to the number of vertices (nodes) in a minimum vertex (node) cover of its
complexity graph C(G). The complexity graph of an 1,n-dag G, C(G), is
defined by i.e. (v,w) is an arc of C(G), if and only if there exists
a path such that for every u neither dominates w nor
reverse-dominates v (more precisely, does not dominate w
and does not reverse-dominate v). We say that a vertex v
dominates another vertex w if every path from 1 to w includes v. Conversely,
if every path from v to n includes w, we say that w reverse-dominates v. Bein
et al. (1992) show that this definition of the complexity graph is equivalent
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to defining C(G) by if and only if paths
and exist such that and
Note that the paths and may be the same. The definition
implies that neither 1 nor n appears as a node in C(G).

It should be clear that C(G) is a transitive graph. Suppose (u,v) and (v,w)
are edges of C(G). Let and be the paths satisfying the first
definition given above. Then = also satisfies the
definition. Any vertex of that dominates w must also dominate v, and
any vertex of that reverse-dominates u must also reverse-dominate v.

The details of the proof that the reduction complexity of G, is
indeed equal to the number of nodes in a minimum node cover of its
complexity graph C(G) is beyond the scope of this text. We refer the reader
to the paper by Bein et al. (1992). In the sequel we focus on the construction
of the complexity graph and the computation of its minimum node cover.

1.2.1.2.2 Constructing the complexity graph

Bein et al. (1992) have developed an algorithm for constructing the
complexity graph in time where M(n) is the time for computing
the transitive closure of a graph of n vertices (a recent upper bound for M(n)
is In the subsequent discussion our main concern is the clarity of
exposition rather than issues of computational efficiency (see also De Reyck
and Herroelen (1996a)).

1.2.1.2.2.1 Constructing the dominator trees

In constructing the complexity graph, the first step is to construct the
dominator tree and the reverse dominator tree Consider a dag
G = (V,E) with root (initial) node 1; i.e., there exists a path from 1 to every
node in V. Node (vertex) v is a dominator of node w if every path from node
1 to w contains v. Every node is a dominator of itself, and node 1 dominates
every node (Aho et al. (1975)). Node v is a reverse dominator of node w if
every path from w to the end node contains v. The set of dominators of a
node w can be linearly ordered by their order of occurrence on a shortest
path from the root to w. The dominator of w closest to w (other than w itself)
is called the immediate dominator of w. Since the dominators of each node
are linearly ordered, the relation "v dominates w" can be represented by a
tree with root 1. This tree is called the dominator tree, for G. The
reverse dominator tree is obtained by reversing all the arcs in G and
constructing the dominator tree of the resulting graph. A dag is series-
parallel reducible (s-p) if and only if for every arc (v,w) either v dominates w
or w reverse-dominates v.
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Aho et al. (1975) describe a polynomial procedure to compute the
dominator tree for a rooted dag with m edges. Harel (1985) presents a
procedure for computing the dominator tree T(G) in time O(m+n), where m
is the number of edges in G. For our purposes, we rely on the procedure of
De Reyck and Herroelen (1996a), which though less efficient, can be easily
incorporated in a computer code. In the description of the procedure we
assume that each node w = 2,...,n is considered in sequence and that on
considering node w, the immediate dominator for any node v < w has already
been determined.

The following observations (given here without proof) form the
underlying basis of the computer code developed by De Reyck and
Herroelen (1996a) for transforming G into its dominator tree T(G).

OBSERVATION 1. Let G = (V,E). For each node w = 2,...,n, the number of
different paths is equal to the number of immediate predecessors of
node w.

OBSERVATION 2. Let G = (V,E) be a dag. Let node have only one
incoming arc (v,w). Then v is an immediate dominator of node w.

OBSERVATION 3. Let G = (V,E) be a dag. Let node have more
than one incoming arc and let v be the highest numbered immediate
predecessor of w. Then replacing (v,w) by arc (a,w), where a is the
immediate dominator of node v, does not change the dominators of any node
in G.

OBSERVATION 4. Let G = (V,E) be a dag. Let there be an arc (1,w). Then
node 1 is the immediate dominator of node w.

The repeated use of these observations will transform G into its
dominator tree T(G). The data structure which allows to efficiently find the
arcs to which to apply the observations uses the upper diagonal part of the
incidence matrix for the dag G. The dominator tree is constructed by
scanning the columns of the incidence matrix. There is no need to explicitly
consider column 1 and n (node 1 and n will not appear in the complexity
graph). There is no need to consider the second column: since we assume a
1-n dag, node 1 is always an immediate dominator of node 2 (Observation 2,
Observation 4). Each node w = 3,...,n-1 is checked for the number of
incoming arcs. If node w has only one incoming arc (v,w), then v is its
immediate dominator (Observation 2), and the (v,w) entry is left unchanged
in the incidence matrix. If node w has more than one incoming arc, we
consecutively replace (v,w), where v is the highest numbered predecessor
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node, by arc (a,w), where a is the immediate dominator of node v
(Observation 3). The corresponding entries in the incidence matrix are
updated.

Figure 12(a) represents a 9-node, 14-arc network (De Reyck and
Herroelen (1996a)). The incidence matrix is represented in Figure 12(b). The
first step is to create the dominator tree and the reverse-dominator tree.

In order to create the dominator tree we scan the columns of the
incidence matrix. There is no need to explicitly consider the second column:
since we assume a 1-n dag, node 1 is always an immediate dominator of
node 2 (Observation 2, Observation 4). Neither is there a need to explicitly
consider the last column since node 9 will never appear in the complexity
graph. In column 3 of the incidence matrix, a single 1 is found; i.e.,
Node 1 is an immediate dominator of node 3 (Observations 2 and 4).
Column 4 shows Again, node 1 is an immediate dominator of node 4
(Observations 2 and 4). The single 1 in column 5 of the incidence matrix
occurs for According to Observation 2, node 2 is an immediate
dominator of node 5. In column 6 we find and Set
and set as node 2 is the dominator of node 5. Set and set
Node 1 is an immediate dominator of node 6 (Observation 4). In column 7
we have and Set and let Node 1 is an immediate



32 Chapter 2

dominator of node 7 (Observation 4). For column 8, set and let
Node 1 is an immediate dominator of node 8 (Observation 4). The dominator
tree is represented in Figure 13(a).

The construction of the reverse-dominator tree is symmetric. It is easy to
verify that node 9 is the immediate reverse-dominator of node 8
(Observations 2 and 4). Node 8 is the immediate reverse-dominator of node
7 (Observation 2). Node 9 is the immediate reverse-dominator of node 6
(Observations 2 and 4). Node 9 is the immediate reverse-dominator of node
5 (Observation 4). Node 8 is the immediate reverse-dominator of node 4
(Observations 3 and 2). Node 9 is the immediate reverse-dominator of node
3 (Observations 3 and 4). Node 9 is the immediate reverse-dominator of
node 2 (Observations 3 and 4). The reverse-dominator tree is represented in
Figure 13(b).

1.2.1.2.2.2 Constructing the complexity graph

The data structure for the algorithm is the upper diagonal part of the
incidence matrix of the dag G with if node i directly or indirectly
precedes node j and otherwise. For every node w with immediate
dominator b, set for all arcs (v,w), For every node v with
immediate reverse-dominator c, set all  for all arcs (v,w),            As
already mentioned above, the complexity graph can be computed in time

(Bein et al. (1992)).
In order to construct the complexity graph for the problem example, we

need to update the incidence matrix of Figure 12(b) such that it also contains
the indirect arcs. The resulting matrix is represented in Figure 14.
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Eliminating all arcs (v,w) with v smaller than or equal to the immediate
dominator of node w, yields the matrix in Figure 15. Eliminating all the arcs
(v,w) with w greater than or equal to the immediate reverse-dominator of
node v, yields the matrix in Figure 16. The resulting complexity graph is
depicted in Figure 17.
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1.2.1.2.2.3   The minimum node cover of C(G)

Having constructed the complexity graph C(G), the next step is to
determine its minimum node cover V’. Because C(G) is a transitive dag, V’
can be computed by reducing the problem to finding the maximum matching
(maximum collection of non-intersecting edges) in a bipartite graph (an
undirected graph where vertices can be divided into two sets such that no
edge connects vertices in the same set), since the complement of a minimum
node cover is a maximum independent set (maximum subset of the set of
vertices such that no two vertices are joined by an edge), which in a
transitive dag corresponds to a Dilworth chain decomposition (a minimal
chain decomposition described below) (Ford and Fulkerson (1962)).
Hopcroft and Karp (1973) offer an algorithm for maximum
matchings in bipartite graphs. In the sequel, we follow the original
arguments of Ford and Fulkerson (1962) who offer a simple procedure that
requires O(nm) steps, where n is the number of vertices and m the number of
edges.

Following Ford and Fulkerson’s notation, let P be a finite partially
ordered set with elements 1,2,...,n and order relation ">". A chain in P is a
set of one or more elements with If we associate a
directed graph with P by taking nodes 1,2,...,n and arcs (i,j) corresponding to

this notion of a chain coincides with the notion of a chain in the graph,
except that now we allow a single node to be a chain. A decomposition of P
is a partition of P into chains. Thus P always has the trivial decomposition
into n 1-element chains. A decomposition with the smallest number of chains
is minimal.

Two distinct members i,j of P are unrelated if neither i>j nor j>i. The
maximal number of mutually unrelated elements of P is less than or equal to
the number of chains in a minimal decomposition of P, since two members
of a set of mutually unrelated elements cannot belong to the same chain.
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Ford and Fulkerson (1962) establish the proof that the problem of
constructing a minimal decomposition can be solved by their labelling
algorithm for constructing a maximal independent set of admissible cells in
an array. In the context of the minimum node cover problem on hand, the
array to be considered is the (n×n) incidence matrix for the complexity
graph C(G), in which a cell is admissible if the corresponding arc appears in
C(G).

The algorithm proceeds as follows. Let i = 1,...,n index the rows of the
array, j = 1,...,n the columns. The maximal flow problem becomes that of
placing as many 1’s as possible in admissible cells, with the proviso that at
most one 1 can be placed in any row and column.

Initialise:
For rows i=1,...,n

For columns j=1,...,n
If cell[i,j] is admissible then place a 1

Delete row i and column j;
Label with dashes:

For rows i=1,...,n
If no 1 placed in row i then

labelled_set = labelled_set + {row i};
Label row i with ’-’;

Labelling:
While do

Choose labelled row i;
Labelled_set = labelled_set - {row i};
For columns j=1,...,n

If cell[i,j] is admissible and column j not labelled then
label column j with row number i;
If column j contains no 1

then
BREAKTHROUGH:

Place a 1 in cell [i,j];
While row label do
j = row label i;
Remove 1 from cell[column label,row label];
i = column label j;
Place a 1 in cell[i,j];

Erase labels and go to Label with dashes
else
Label row with j;
labelled_set = labelled_set + {row i}
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NON-BREAKTHROUGH:
Minimal covering set = {unlabeled rows} + {labelled columns};
Figure 18 represents the array corresponding with the complexity graph

C(G) depicted in Figure 17. Admissible cells (corresponding to an arc of
C(G)) are blank and inadmissible cells are crossed out. The 1’s shown
constitute an initial placement using the Initialise procedure. Rows 2 and 3
contain 1’s. The procedure Label with dashes labels the other rows with ’-’.
Labelled row 4 has admissible cell[4,7]. Column 7 is labelled with 4.
Scanning column 7, we find a 1 in row 3. Row 3 is labelled with 7. Labelled
row 5 has admissible cell[5,6]. Column 6 is labelled with 5. Scanning
column 6, we find a 1 in row 2. Row 2 is labelled with 6. Labelled row 3 has
an admissible cell[3,8]. Column 8 has no 1. We have a breakthrough. The
arrows in Figure 18 indicate the resulting sequence of changes in the
placement of 1’s.

After making the indicated changes and relabelling, we obtain the array
depicted in Figure 19. The rows 1,5,6,7,8,9 are labelled with ’-’. Scanning
labelled row 5, we find admissible cell[5,6]. Label column 6 with 5.
Scanning column 6, we find a 1 in cell[2,6]. Label row 2 with 6. No further
labelling is possible, and we have a non-breakthrough. A minimal cover is
found to consist of unlabeled rows 3 and 4 and labelled column 6. The nodes
to be reduced in the network of Figure 12(a) are nodes 3, 4 and 6. Hence,
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1.2.1.3 Cuts in 1,n-dags

Consider again a two-terminal AoA network G = (V,E), where V =
(1,2,...,n) is the set of nodes and E = (1,2,...,m) is the set of arcs. Following
our definition given in Section 1.2.1.2.1, we assume that G is a 1,n-dag with
a single start node 1 and a single end node n. A powerful concept is that of a
cut. Partition the set of nodes V into two sets X and such that for

. The set of edges and is called a

(1,n) cut if and (Ford and Fulkerson (1962)). Clearly
separates the source node 1 from the sink node n, in the sense that any
“commodity” flowing from node 1 into node n must pass through one (or
more) of the arcs of The term cut stems from the fact that if one

imagines all the arcs of actually “destroyed”, it would be impossible
to transmit any commodity from 1 to n; hence, the connection between 1 and
n is “cut”.

A (1,n) cut is called a uniform directed cut (UDC) if is
empty. Sigal (1977) studies several properties of UDCs. It is clear that a
(1,n) cut is uniformly directed if and only if no two arcs in the cut belong to
the same path in the network (Kulkarni and Adlakha (1986)).

Elmaghraby (2000b) describes a procedure for enumerating all uniformly
directed cutsets (UDCs) in an AoA network which proceeds iteratively from
the start node 1 or from the terminal node n. Assume we proceed from the
start node. The procedure initialises the set X to the subset of nodes without
predecessors and defines The associated UDC is then the set of
arcs joining X to The UDCs are ranked in order of ascending activity
number and within the UDCs containing activity a, the ranking is in
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increasing size of the set X. The earliest cutset of an activity is defined as the
UDC of smallest index that contains the activity. Figure 20 gives an example
AoA and its UDCs.

The procedure generates the following UDCs:

The earliest UDC for each activity is as follows:

The UDC concept can be used in procedures for solving interesting
problems which arise in project scheduling. Elmaghraby (2000b), for
example, uses UDCs to describe a new state space for a dynamic

Activity:
Earliest UDC:
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programming algorithm for solving multi-mode resource
allocation/budgeting problems with renewable resources and stochastic work
content which we discuss in Section 5 of Chapter 9.

1.2.2 Activity-on-node representation (AoN)

In the activity-on-node representation each activity is represented by a
node and each directed arc is the symbolic representation of a precedence
requirement between two activities. The AoN representation of the AoA
network example given in Figure 5 is represented in Figure 21.

The corresponding adjacency matrix is shown in Figure 22. If the project
has n activities, the adjacency matrix in this mode of representation is an n×n
matrix with entry 1 if activity v precedes activity w, and 0 otherwise. As a
result, a proper numbering of the activities results in an upper triangular
matrix. Dummy activities (nodes) are only needed to satisfy the requirement
that the network possesses only one initial and one terminal node. In Figure
21, we added the dummy start node s and dummy end node t.
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The AoN representation allows for the representation of other than finish-
start precedence relations. This resulted in the development of the so-called
precedence diagramming procedure (Fondahl (1962), Crandall (1973), Wiest
(1981)), the Metra Potential Method (MPM) (Dibon (1970), Roy (1970))
and the study of generalised precedence relations (Elmaghraby and
Kamburowski (1989, 1992)).

1.2.3 Generalised precedence relations

In practice it is often necessary to specify other than the finish-start
precedence relations with zero time-lag used in PERT and CPM. In
accordance with Elmaghraby and Kamburowski (1992), we denote them as
generalised precedence relations (GPRs). We distinguish between four types
of GPRs: start-start (SS), start-finish (SF), finish-start (FS) and finish-finish
(FF).

GPRs represent a minimal or maximal time-lag between a pair of
activities. A minimal time-lag

specifies that activity j can only start (finish) when its predecessor i has
already started (finished) for a certain time period (x time units). A maximal
time-lag specifies that activity j

should be started (finished) at the latest x time periods beyond the start
(finish) of activity i.

1.2.3.1 Minimal time-lags

1.2.3.1.1 Finish-start relation

The relation requires no further explanation: an activity j (for

example the installation of a crane on a site) can start immediately after
activity i (for example the preparation of the site) has been finished. This
strict finish-start relation is the traditional PERT/CPM precedence relation (it
is the only one possible in an AoA representation). If a certain number of
time units must elapse between the end of activity i and the start of activity j
(to allow for a lead time for example), the finish-start relation receives a
positive lead-lag factor. As such means that the start of activity j

cannot be sooner than 5 days after activity i finishes (see Figure 23).
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1.2.3.1.2 Start-start relation

Start-start relations denote that a certain time-lag must occur between the
start of two activities or that a successor activity can start as soon as a
particular part of another activity is finished. The relationship for

example, denotes that the start of activity j (for example place pipe) must lag
3 time units behind the start of activity i (level ground). denotes

that activity j (levelling concrete) can start as soon as activity i (pouring
concrete) has started. A ready time for activity i can then easily be modelled
by imposing a minimal start-start relation between activity 1 (the dummy

start node in the project network) and activity i. relations are

generally represented as in Figure 24.

1.2.3.1.3 Finish-finish relation

Finish-finish relations are used quite often. represents the

requirement that the finish of an activity j (for example finish walls) must lag
the finish of activity i (for example install electricity) by x time units,
because x time units of the activity j are needed to cope with the output of
one time unit of the activity i. relations are generally represented

as in Figure 25.

1.2.3.1.4 Start-finish relation

Start-finish relations with minimal time-lags are used less frequently. The
following example (Moder et al. (1983)) illustrates a possible use.

denotes that a time-lag of 45 time units must occur between the

start of activity i (design transmission) and the end of activity j (design
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chassis) because the last 20 time units of the activity j (which has a duration
of 30 days) depends on the results of the first 25 days of work of activity i

which has a duration of 40 days. relations are generally

represented as in Figure 26.

1.2.3.1.5 Combined relations

The reader should realise that the precedence relations discussed above
can be used in combination. Consider the example of activity i (erect wall
frames) and activity j (install electricity). Both activities have a

relationship (the electricians can only start installing electricity when
sufficient wall frame surface is in place), but since the electricians need
some time to cope with the output of the carpenters who are responsible for
erecting the walls), both activities also have an relation.

Combined relations are represented as in Figure 27.

Hajdu (1997) feels the need to use a fifth type of GPR, namely a

precedence relation, to represent this combined use of start-start

and finish-finish relations. It should be clear that such a precedence relation
indicates that there should be at least a time-lag of x units between activity i
and j at any stage of the execution of i and j.

1.2.3.2 Maximal time-lags

Generalised precedence relations with maximal time-lags have very
interesting applications. A maximal time-lag for example,

prescribes that there may be a maximum of x time units between the start of
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activity i and that of activity j. This is very useful to ensure a maximal delay
between the start of two activities. Assume for example that a deadline is
placed on the start of foundation work: the foundation work must start for
example before day 50 of the project. This can be represented by a maximal
start-start relation between the start of the project represented by

dummy activity 1 and the corresponding activity j (lay foundation).
A maximal start-finish relationship prescribes that there may be a

maximum of x time units between the start of an activity and the end of
another activity. For example, a deadline for activity i can be represented by
a maximal start-finish relation between activities 1 and i. If, as a similar
example, the delivery and assembly of a prefabricated steel structure must be
finished by the same subcontractor, who – due to his own commitments –
has at most 100 days to do this, this relationship can be denoted by a

relation between activity i (delivery of fabricated steel) and

activity j (assembly of fabricated steel).
Naturally, combined maximal time-lags can be imposed. As such a

maximal time-lag (using the terminology of Hajdu (1997))

corresponds to a combination of an time-lag and an

time-lag, indicating that the time-lag between activities i and j at any stage of
their execution should never exceed x time units.

The GPRs specifying a maximal time-lag can be represented by a
minimal time-lag in the opposite direction. A minimal finish-start
relationship, between an activity i and an activity j, for example,

boils down to the condition where denotes the start time of

activity j and denotes the finish time of activity i. On the other hand, a

maximal finish-start relationship, between an activity i and an

activity j boils down to the condition To turn a maximal type of

relationship into a minimal one, we simply have to multiply the condition by
–1, which leads to the condition or This is

precisely a minimal type of start-finish relation leading from activity j to
activity i with a negative time-lag – x. As an example, a maximal finish-
start time-lag of 10 time units between activities i and j is equivalent to a
minimal start-finish time-lag of -10 between activity j and i, as shown in
Figure 28.

1.2.3.3 Cycles



1.2.4 Transforming an AoN network into an AoA network with
minimal reduction complexity

Kamburowski et al. (1992, 2000) present two algorithms for generating
an AoA network from a given AoN network. One algorithm, already
mentioned earlier in Section 1.2.1.1.2, generates an AoA network with a
minimum number of dummy arcs. As was mentioned there, the minimum
dummy arc problem reduces to the minimum set covering problem, so that
one can rely on minimum set covering algorithms to do the job. Of interest
here is the other polynomial algorithm which generates an AoA network with
minimal reduction complexity from a given AoN network (Kamburowski et
al. (1992, 2000)).

If G = (V,E) is the AoN representation of an activity network (with V
denoting the vertices (activities) and E the edges or precedence
relationships), then the problem consists of finding D = (N,A) (with N
representing the nodes or events and A the arcs or activities), which is an
equivalent AoA representation of the activity network with minimum

by an arc
In order for the two formats to be equivalent, the following conditions

should hold:

and

The equivalence between maximal and minimal time-lags is shown in
Table 1. The result of the equivalence between maximal and minimal time-
lags is that project networks with GPRs can be represented as cyclic
networks.

Chapter 244

reduction complexity. Each activity has to be represented in AoA format



and The minimum set of nodes is defined by the set of

distinct pairs of activity sets, i.e. the set of distinct pairs

and represents the minimum set of nodes N = {1,2,...,n}. By

construction, we have if and if
so that all activities (except the dummy activities) are defined. If there are
precedence relations in the AoN notation which are not yet represented in the
AoA notation (that is if for a dummy path should be
introduced connecting and

arc (i,j) is feasible if and or equivalently
For each node pair for which the following condition holds:

and (i,k) is feasible and (l, j) is feasible}= Ø (which

is equivalent to and a dummy arc (i,j) should be
introduced into the AoA network. In this way, an equivalent AoA network
with minimal complexity is obtained.

The algorithm can be illustrated on the small example given in Figure 29
(for simplicity the network is shown without dummy start and end nodes).

For each activity v we determine and where
and denote the starting and ending node of activity v. The results are

shown in Figure 30.

provided that the intersection over an empty set is equal to the set of all
activities, and

P(v) = the set of immediate predecessors of node
S(v) = the set of immediate successors of node
P*(v) = the set of predecessors of node
S*(v) = the set of successors of node

Let be the set of distinct pairs
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and

So, and such that and defines the

set of node pairs that still have to be connected by a dummy path. A dummy
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The set of distinct pairs of the pairs

and is:

node  1: (Ø,{A,B,C,D,E,F,G,H})
node 2: ({A,B,C},{E})
node 3: ({B},{E,F,G})
node 4: ({B,C},{E,G})
node 5: ({D},{G,H})
node 6: ({B,C,D},{G})
node 7: ({A,B,C,D,E,F,G,H},Ø)
For each activity, we now determine the starting and ending node or

event. If then and if then
activity A:
activity B:
activity C:
activity D:
activity E:
activity F:
activity G:
activity H:



This results in the AoA network that is represented in Figure 31. The
precedence relations between activities (B,E), (B,G), (C,E), (C,G) and (D,G)
are not yet represented. Therefore, R = {(3,2),(3,6), (4,2),(4,6),(5,6)}. There
does not exist a node k for which one of the following conditions is true:

and
and
and
and
and

Therefore, we should add all five dummy arcs. The resulting AoA
network is given in Figure 32.
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As far as the resource categories are concerned, a common distinction is
made between renewable resources, nonrenewable resources and doubly-
constrained resources (Blazewicz et al. (1986)). Each category may consist
of different types.

Renewable resources are available on a period-by-period basis, that is the
amount is renewable from period to period. Only the total resource use at
every time instant is constrained. The set of renewable resources will be
denoted as Typical examples of resource types include
manpower, machines, tools, equipment, space. Consider the case of skilled
labour: the number of skilled labourers available to work on the project each
day is limited, although no constraint is placed on the number of days skilled
labour may be used. Thus the resource labour is renewed each period to a
predetermined level, where the level may be constant or may differ from one
period to the next. We will use to denote the availability (units) of
renewable resource type k in period t. A constant availability of renewable
resource type will be denoted as Also the per period required
renewable resource units of type k by activity i may be a constant number

(e.g. five workers during each of the three days of the execution of an

activity) or a variable (e.g. five workers during the first day, six workers
during the second day, and three workers during the third day of execution).

Nonrenewable resources are available on a total project basis, with a
limited consumption availability for the entire project. Money is perhaps the
best example of a nonrenewable resource: overall project costs are
frequently limited to a fixed predetermined contract price. Other examples
include raw materials and energy. The set of nonrenewable resources is
denoted as The availability of nonrenewable resource type is

denoted as
Doubly-constrained resources are constrained per period as well as for

the overall project. Capital with restricted period cash flow and limited total
cash amount is a typical example. Man-hours per day in combination with a

Project activities require resources for their execution (the exception
being the dummy activities as discussed in Section 1.2.1). Project
management must decide which resource categories are going to be used for
the execution of a project, must decide on the capacity of the various
resource types within the various categories and must estimate the resource
requirements for the project activities.

Chapter 248

2. RESOURCES

2.1 Basic resource categories
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2.2 Other resource categories

2.2.1 Partially renewable resources

constraint on the total number of man-hours for the project is another.
Doubly-constrained resources can be incorporated by a combination of a

renewable and a nonrenewable resource. Resources are doubly-
constrained. As doubly-constrained resources need not be considered

explicitly, it is often assumed that in order to ease the
description.

Recently, researchers (Böttcher et al. (1996), Schirmer and Drexl (1996),
Drexl (1997)) have introduced the concept of partially (non)renewable
resources, referring to resources the availability of which is defined for a
specific time interval (subset of periods). For each resource type there are a
number of subsets of periods, each characterised by a specific availability of
the resource type. Consider for example an employee who may work on
every day from Monday through Friday and either on Saturday or on Sunday
but not both. It is not specified on which of the latter the employee may
work. The use of the renewable resource concept does not allow for a
suitable representation of this situation. In this example, we could model the
resource availability restriction by having separate capacities for weekdays

and weekends. We denote the set of partially renewable resources as

For each partially renewable resource there is a set of period

subsets, where each period subset is a set of periods. Each is

associated with a capacity denoting that the availability of resource k is

for the period subset The request of activity i for partially renewable

resource k is denoted as

Partially (non)renewable resources can be viewed as a generic resource
concept in project scheduling, as they include both renewable and
nonrenewable (and, hence, also doubly-constrained) resources. A partially
renewable resource with a specified availability for a time interval equal to
the unit duration period is essentially a renewable resource. A partially
renewable resource with a specified availability for a time interval equal to
the project duration is essentially a nonrenewable resource. Partially
renewable resources with a specified availability on both a unit duration and
a total project horizon basis can be interpreted as doubly-constrained
resources.



Neumann and Schwindt (1999) recently introduced the concept of a
cumulative resource within the context of production (inventory) systems. In
the process industry, for example, resources such as containers, tanks or
other stock-keeping facilities can store (initial, intermediate or final)
products and may be depleted and replenished over time. They distinguish
between single-item storage units, where a single product is stocked, and
heterogeneous stock-keeping facilities, where several different goods are
stored. A single-item stock-keeping facility corresponds to a single
cumulative resource where is the safety stock and equals

the capacity of the storage facility. A heterogeneous storage facility which
can store s different products numbered 1,...,s can then be modelled by s+1

2.2.4 Cumulative resources

Dedicated resources (Bianco et al. (1998)) are resources that can be
assigned to only one activity at a time. Obviously, dedicated resources can
be expressed by a renewable resource with an availability of one unit per
period.

2.2.3 Dedicated resources

Resource categories can also be distinguished from the viewpoint of
resource divisibility: continuous (i.e. continuously divisible) and discrete
(i.e. discretely divisible). Continuous resource requests concern continuously
divisible resources such as electric current (or power), energy, fuel flow, etc.
Given the planning horizon T, the (constant) resource availability in each
(real-valued) time instant t with may not be exceeded (Weglarz
(1981a)). Weglarz (1981b) considers a continuously divisible variant of the
doubly-constrained resources, where both the resource availability in each
(again real-valued) time instant and the capacity for the entire
project are limited.

Resources may be preemptible or nonpreemptible (Blazewicz et al.
(1986)). A resource is called preemptible if each of its units may be
preempted, i.e. withdrawn from the currently processed tasks, allotted to
another task and then returned to the previous task whose processing may be
continued as though resource preemption had not occurred. Resources which
do not possess the above property are called nonpreemptible. A typical
example of a preemptible resource is (except for very particular cases)
computer main memory, while a line printer is an example of a
nonpreemptible resource.

2.2.2 Resource divisibility and preemption
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cumulative resources Resource corresponds to product
Resource ensures that the capacity of the storage facility is

not exceeded: its inventory level equals the sum of the inventories of

products 1,...,s. Obviously, if there is no safety stock and

equals the capacity of the storage facility

Neumann and Schwindt (1999) now argue that a production process can
be modelled as an AoA project, where a project activity corresponds to the
production of some product. At the completion of an activity, marked by the
realisation of its end node in the AoA network, a certain amount of the
manufactured product is stored in a stock-keeping facility or cumulative
resource. At the realisation time of the start node of an activity, units of
some cumulative resource are withdrawn or consumed to manufacture the
product. In such a context renewable and nonrenewable resources can be

modelled as cumulative resources. A renewable resource for

example, corresponds to a cumulative resource k’ with and

A renewable resource requirement for activity h of units of a renewable

resource can now be modelled as follows. If there is a prescribed

minimum time-lag between the occurrence of two different events i

and j in the AoA network, the authors introduce an arc (i,j) with weight

On the other hand, if there is a prescribed maximum time-lag between

the occurrence of events i and j, they introduce an arc (j,i) with weight

Representing activity h in AoA format with initial node i and

terminal node j , both a minimal time-lag and a maximal time-lag

are introduced between the occurrence of the events i and j,j, with

the duration of activity h. Assume that activity h uses

units of a renewable resource k. We now have where

denotes the consumption of cumulative resource k’ by event i and

where denotes the resource replenishment of cumulative resource k’ at

terminal event j.
Cumulative resources may also be used to model activities, the duration

of which is bounded from above and below, i.e. In order to

do so, the authors set and As before,

and for a renewable resource k and the corresponding cumulative

resource k’.



Realistic estimates of the time required to perform each of the project
activities are a prerequisite for a meaningful analysis. Basically, the whole
idea of planning and scheduling a project depends upon time estimates
which are based upon human judgement, i.e. the judgement of the most
knowledgeable supervisory person. The objective in obtaining time estimates
should be to get the most realistic estimates possible. It is common practice
to have meetings of all supervisory personnel at the time-estimating stage in
order to obtain realistic estimates for each activity for which they are
responsible.

The problems with time estimates are twofold: (a) the most
knowledgeable person is not always the most objective, and (b) as
mentioned in Chapter 1, projects have to be planned before they are executed
and therefore carry an element of uncertainty and risk; the exact duration of
activities is seldom known with certainty. It is human nature to try to provide
time estimates that will be accepted as reasonable but will not likely cause
embarrassment later. Quite often knowledgeable persons give time estimates
that are based on their worst experience from the past, the result being
inflated estimates. Often also time estimates are inflated by adding extra
safety time as a protection against future time-cuts imposed by management.
As observed by Goldratt (1997), the effect of overestimating task duration
may be amplified when more management levels are involved in the
estimation process: each level may add safety time. In certain sectors the

3.          ESTIMATING TASK TIMES

de Boer (1998) introduces the concept of a spatial resource that is not
required by a single activity, as is the case with renewable resources, but by
a group of activities, called a spatial resource activity group (or just activity
group). The spatial resource is occupied from the first moment an activity
from such a group starts until the last activity in the group finishes. As long
as other resources and precedence constraints permit, all activities in the
same group can be scheduled simultaneously. However, if two activity
groups require the same spatial resource unit, at most one group can be in
progress at a time.

Examples of spatial resources are dry docks in a ship yard, shop floor

space, rooms, pallets, etc. The set of spatial resources is denoted as The

availability of spatial resource in period t is denoted as The
requirement of activity group g for spatial resource k in period t is denoted as

Chapter 2
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project execution goes together with a certain degree of repetitivity such that
project management may rely on past experience for making realistic time
estimates. This is the case, for example, when stable technology and
standard materials whose properties are well known are used for the
execution of activities which are pretty similar to activities performed in the
past. Research and development projects on the other hand are contracted,
planned and scheduled before all technological problems have been solved.
Quite often, any experience with similar activities from the past is missing,
creating considerable uncertainty about the specific activities, about the
times required for their execution, and sometimes about the configuration of
the end product itself.

3.1 Deterministic task durations

Deterministic project planning models assume that activity durations can
be estimated with certainty. Most models studied in subsequent chapters will
assume that the activity duration is obtained as the result of a single-time
estimation process which obtains for each activity the mean or average time
the activity should take. Other models assume that alternative scenarios are
available for the execution of the network activities based on time/cost,
time/resource and resource/resource trade-offs.

3.1.1 Single-time estimates

In this case, the time estimate made for each activity is the mean or
average time the activity should take. The activity duration is expressed in
units such as working days, hours or weeks, rather than a measure of effort
expressed in units such as person-days.

Estimates of activity duration should not include uncontrollable
contingencies such as fires, strikes, etc. In estimating the duration of an
activity, the activity should be considered independently of its predecessors
or successors. For example (Moder et al. (1983)), the duration estimate of an
activity should not be inflated to cope with the fact that the material needed
for the activity is expected to be delivered late. The delivery should be a
separate activity, for which the time estimate should reflect the realistic
delivery time.

It should be well understood that the use of a single duration estimate
assumes an implicit choice of a particular execution mode for the activity
corresponding with a particular allocation of resources. The activity
specification “ reinforced concrete”, for example, can be turned into
an estimated work content of 48 person-hours under the assumption that
concrete takes 18 minutes or 0.3 hours (0.3 × 160 = 48). Assuming an
execution scenario (execution mode) of 6 workers, an activity duration



The use of single-time estimates of the average activity duration
completely ignores the chance element associated with the conduct of the
project activities. For example, an activity which is expected to take 10 days
to perform, but might vary from 9 to 11 days would be treated no differently
than an activity which is also expected to take 10 days to perform, but might
vary from 3 to 17 days. The originators of PERT (Project Evaluation and
Review Technique) proposed a stochastic approach to cope with

3.2 Dealing with uncertainty

Instead of working with single-time estimates, i.e. assuming that an
activity can only be executed in a single mode determined by a fixed
duration and a fixed resource allocation, several possible execution scenarios
(multiple execution modes) may be defined, each mode reflecting a feasible
way to combine an activity duration and a resource allocation. The selection
of the mode of execution (and the resulting activity duration) is then left for
the scheduling phase.

Several trade-off types may be involved. Referring to the example given
earlier, a work content of 48 person-hours may not only be translated in an
activity duration estimate of 8 hours using a resource allocation of 6 workers
for the activity. Possibly the activity can also be carried out by only 1 worker
in 48 hours, or 2 workers in 24 hours, or 4 workers in 12 hours, etc. This
case reflects a so-called time/resource trade-off. A resource/resource trade-
off occurs if resource substitution is assumed. For example, an activity can
be performed in 4 hours by two experienced workers, or alternatively, by
one experienced worker and two apprentices within the same duration. Often
a change in the method of operation involves time/cost trade-offs. The
activity “Mail package from city A to city B” may require 3 days and $20 if
sent first class by rail, or one day and $36 if airmailed by the jetliner owned
by a fast mail delivery provider.

As will be seen later in this text, the concept of multiple execution modes
results in powerful models that are capable of mapping many important real-
world situations occurring within a project.

3.1.2 Execution scenarios and trade-offs

estimate of 8 hours (or 1 day) is obtained. Other assumptions, for example
the use of 12 workers, yields a different duration estimate.

It should also be clear that time estimates should be made without
accounting for potential resource conflicts caused by activities in parallel
that may compete for the same resources. These conflicts may not be
anticipated in the activity duration estimates, but should be dealt with later,
during the scheduling phase.
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probabilistic activity durations. Malcolm et al. (1959) proposed to use three
estimates for each activity duration (the optimistic, the most likely and the
pessimistic estimate). They modelled each activity duration as a stochastic
variable with an appropriate beta distribution and they proposed a simple
approximate method to calculate the expectation and the variance of the
network event times. Since the pioneering work of Zadeh (1965), authors
have started to reject the stochastic approach and recommend the use of
fuzzy models for the activity durations.

3.2.1 Stochastic activity durations: the PERT model

The activities of the project are independent. This assumes that duration
estimates should be made independently of what may occur in other
activities in the project, which may in turn affect the availability of
resources planned for the activity in question.
The probability density function (PDF) of the random variable
denoting the duration of activity u, can be approximated by the beta
distribution; that is,

where a and b are location parameters, and are shape parameters and
is a constant.

The mean of the beta density function (DF) can be approximated by

1.

2.

3.

With respect to the activity durations, the PERT model makes a number
of fundamental assumptions:

and the variance by

where is the optimistic duration estimate, the pessimistic duration

estimate and the most likely duration estimate, i.e. the mode of the

DF of
As such, the reader should realise that PERT is not asking project

management to provide the PDF of for all activities or to provide

educated guesses for all activities u about the mean or the variance

PERT only asks knowledgeable persons to provide the three time
estimates and The assumption of a beta DF was a matter of
convenience that allowed the derivation of nice approximations for the mean
activity duration and the variance It should be realised that
these approximations are based on a number of assumptions which are not



Littlefield and Randolph (1987) report that for each value of m this cubic
equation can be solved for a value of and this pair can then be substituted
into [2.8] to obtain a corresponding value for They also report that these
solutions are highly correlated with the values of m and that the PERT
originators used the whole number approximation of a linear regression line,
given by Approx[Mean]=(1+4m)/6.

To obtain the general form of the beta distribution from the standardised
beta [2.3], the linear transformation z=a+(b-a)x is used, where the random

which can be substituted into [2.7] to obtain the following cubic equation in

From the formula for the mode [2.6] it can be seen that

The early workers in PERT (Clark (1962), Navy (1958)) reasoned that
the standard deviation is about one-sixth of the range (statisticians, by
analogy to the three-sigma rule, frequently estimate the standard deviation of
a unimodal distribution as roughly one-sixth of the range of the distribution),
so that the variance can be written as Var(x) = 1/36, giving

or

It is well known that the mean, variance and mode of x are, respectively

always understood nor satisfied (Donaldson (1965), Gallagher (1987),
Grubbs (1962), Healey (1961), Kamburowski (1997), Littlefield and
Randolph (1987), MacCrimmon and Ryavec (1964), Moder and Rodgers
(1968), Sasieni (1986, 1989), Troutt (1989), Williams (1995)).

The standardised beta density with parameters and for the
random variable x is given by:
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and

It is well known that for the uniform distribution

3.2.2 Stochastic activity durations: other forms of DF

Elmaghraby (1977) shortly discusses the use of the uniform and
triangular DFs for the activity duration. For example, if a and b represent the
range of the possible durations of an activity, with all intermediate values d

equally probable, a uniform distribution over the closed interval
[a,b] might be adequate as shown in Figure 33.

If we denote the mode of the general form of the beta by M, then the
linear transformation gives

M = a + (b–a)m.
Solving now for m and substituting into [2.10] gives the answer

(a+4M+b)/6.
Various authors have tried to provide additional validation for the use of

the three time estimates in computing the mean and variance of the random
activity time. Most of the arguments are nicely summarised in Kamburowski
(1997). Many authors, however, question the use of the beta distribution in
the first place and claim that in some instances it would be logical to assume
other forms of density functions or to reject the use of probability
distributions from the outset.

variable z is distributed as beta between the least possible value, a, and the
greatest possible value, b. It is well known for linear transformations that
E(z)=a+(b-a)E(x). Substituting the approximation Approx[Mean] for E(x),
this expected value of z becomes

572. THE PROJECT SCHEDULING PROCESS



The author argues that the expected duration should not be below the
most likely estimate, i.e. E(d) > m. He also sees no reason why the
expectation should be above the most likely estimate, while mostly
b – m >>m – a, where b denotes the most pessimistic duration estimate.
Hence

Moreover, the mean activity duration is

where d denotes the stochastic activity duration and a denotes the most
optimistic duration estimate which would almost always (in roughly 99% of
all cases) be exceeded. The shape parameter and the scale parameter
must be positive. If the duration d has a unique mode, which is set
equal to m, the most likely duration estimate, so that

Lootsma (1966, 1969) recommended the use of a gamma distribution
with density function

and variance

The same author argues that if one insists on the use of three time
estimates, maybe the simple triangular distribution of Figure 34 is adequate,
with mean
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Lootsma introduces the most pessimistic duration estimate b, which
would almost never (in roughly 1% of all cases) be exceeded, in the formula
for the expected duration

The variance of the activity duration is then simply computed as

3.2.3        Fuzzy activity durations

Due to the uniqueness of some types of projects, historical data about
activity durations are often not available. As a result, probability
distributions for the activity durations are unknown. As activity durations are
estimated by human experts, sometimes under unique circumstances, project
management is often confronted with judgmental statements that are vague
and imprecise. For example: ‘The duration of an activity is clearly more than
2 days and less than 5 days; about 3 days is usual”. In those situations, which
involve imprecision rather than uncertainty, the advocates of a fuzzy set
approach reject the use of probability estimates and recommend the use of
fuzzy numbers for modelling activity durations. Fuzzy numbers (Dubois and
Prade (1987, 1989)) are fuzzy sets defined on the set of real numbers and can
be applied to handle imprecise information.

3.2.3.1 Fuzzy sets and fuzzy numbers

A fuzzy set (Cox (1994)) is a function which measures the degree of
membership to a set. Set A in a base set X (a collection of objects denoted by
x) can be described by a membership function with

if and if If it is uncertain, whether or not element x
belongs to set A, the above model can be extended such that the membership
function maps into the interval [0,1]. A high value of this membership
function implies a high possibility, while a low value implies a poor

possibility. This leads to the definition of a  fuzzy set Ã in X as a set of
ordered pairs:



with the [b,c] interval being the most likely values for Ã  and values below a
and above d being totally impossible.

3.2.3.2 Creating a membership function for the activity duration

Many different membership functions can be defined based on the above
definition. Two popular types are the triangular and trapezoidal fuzzy

numbers. A trapezoidal fuzzy number Ã = (a,b,c,d) is defined as (see
Figure 35):

where and

A fuzzy number Ã is defined as a fuzzy set that is convex and normal. Its
membership function is a real mapping of to a closed interval [0,1], which
can be described by the following:

A fuzzy set Ã is convex if and only if:

A fuzzy set Ã is normal, if and only if:

This means that the highest value of is equal to 1.

where is called the membership junction or grade of

membership of x in  Ã.
If the membership of a certain set can only be zero or one, we have to do

with the classical case or the crisp case. The or the set is the
set which contains all the domain values whose membership is at least the

value of Let Ã  be a fuzzy set in X and then the is the set
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Subtraction

Addition

Equation [2.29] shows that the on a general arithmetic operation on
two fuzzy numbers is equivalent to the arithmetic operation on the respective

of the two fuzzy numbers. Both and are interval

quantities the operations on which can make use of classical interval analysis

(Ross (1995)). As a result, if and

are fuzzy numbers, then the arithmetic operations can be listed as
follows:

In the case of arithmetic operations on fuzzy numbers in piece-wise
linear representation, the equation [2.28] corresponds to

A triangular fuzzy number is a specialised trapezoidal fuzzy number with
b=c and is usually denoted as Ã = (a,b,b,d) or Ã = (a,b,d).

The advantage of using trapezoidal or triangular fuzzy numbers, is that
the arithmetic operations can be simplified. Working with fuzzy numbers
indeed requires operators that are different from the ones we use in the
classical crisp case. Zadeh’s extension principle (Zadeh (1978)) is

fundamental in this respect. Let Ã and be fuzzy numbers of the universe
X and Y. Let * denote any basic arithmetic operation (+,–,×,/). Then an
operation on fuzzy numbers can be defined by Zadeh’s extension
principle:
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As already mentioned, both PERT and CPM assume the presence of only
finish-start precedence relations with a minimal time-lag of zero. This
assumption implies that activities can only start as soon as all the
predecessor activities have finished. As discussed in Section 1.2.3, activities
may be subject to other types of minimal and/or maximal precedence
relations. In that case attention should not only be given to the specification
of the correct type of precedence relation, but also to the estimation of the
corresponding time-lag itself.

In specifying precedence relationships among project activities care
should be taken not to adhere too much to common practices and working
procedures which have grown over the past. One of the common mistakes is
that “bad working practices” are institutionalised into a project network, and
hence into the associated project itself, through the introduction of “false”
precedence relations which should better be avoided. One should realise
indeed that the construction of a baseline project schedule basically involves
the generation of a schedule which satisfies the specified constraints! One of
the important lessons learned from the recent insights in business process
reengineering is that questioning common practices often paves the way for
improvement.

Special care should be taken in the specification of activity overlaps that
are usually introduced through the use of SS- and FF-relations between
activities. Minimal SS-relations represent the minimum time period that must
elapse between the start of two possibly overlapping activities. The
corresponding time-lag denotes the amount of work that must be completed
for the first activity before the overlapping activity can start. Let us illustrate
what seems to be common practice in the construction industry (Herroelen
(1998)) by taking the two activities “Place concrete forms” and “Install
reinforcement steel”. Assume that a surface of the concrete slab is

4. SPECIFYING THE TIME-LAGS

Minimum (approximation)

Maximum (approximation)

Division

Multiplication
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approximately (13 by 34 meter) and that the activity “Place concrete
forms” has an estimated duration of 8 days. Assume that steel rods with a
length of 14 meters are used for the steel reinforcement. A total of 6,800 kg
of steel is used and the duration of the activity “Install reinforcement steel”
takes 4 days. Given the rod length of 14 meters, the placing of the concrete
forms must be underway for at least 14 meters before the steel reinforcement
can start. Given a width of 13 meters this boils down to the completion of

(14×13) of forms. The time-lag for the SS-relationship is then equal
to days. Upon completing the concrete forms,
the workers are at least ahead. The amount of steel to be placed (with
a surface of and a total amount of steel equal to 6,800 kg) is 6,800

This yields a time-lag of 4 days×(2800
kg/6800 kg) days for the FF-relationship. The precedence relations
entered in this way into the network are clearly the result of a reasoning
pattern that has definite consequences for the generation of a base schedule,
especially if various types of uncertainty have to be taken into account!

Sometimes the nature of the precedence relations and the length of the
associated time-lags are the result of assumptions made about common
working practice and the use of resources. Staying within the same
construction industry environment, assume a project that involves laying
cement slabs for the construction of condominium units in three sites A, B
and C (this example has been inspired by a similar example offered by Wiest
and Levy (1977)). Part of the project involves five activities to be performed
at each site: “Clear lot and grade for slab”, “Place concrete forms”, “Lay
sewer lines”, “Install reinforcement steel”, “Pour concrete and smooth”.
Project management has decided that 5 crews are going to be used: a crew
responsible for clearing and grading, a crew for placing the concrete forms, a
crew responsible for laying the sewer lines, a crew for installing the
reinforcement steel and a crew for pouring the concrete and smoothing.

Management may specify that the crew for the clear and grade activities
must complete their work at one site before moving on to the next and that
the same is true for the installation of the reinforcement steel. If these
resource dependencies are introduced in the network by linking the activities
at each of the three sites by means of minimal finish-start relationships with
zero time-lag, this institutionalises at the same time a moving pattern from
one site to the other as shown in Figure 36. A better alternative in terms of
project duration might consist of dropping the precedence constraints and
having the algorithm used for establishing the base schedule resolve resource
conflicts, which in turn (as only one crew is available) will establish the
move pattern of the crew from site to site.



The fundamental objective of the project planning and scheduling phase,
and at the same time the main topic of this text, is the creation of a feasible
and workable base schedule that establishes the planned start and finish
times of the individual activities. This base schedule should satisfy the
specified precedence and resource constraints and meet as much as possible
the objectives set forward by project management.

5. CREATING A FEASIBLE BASE SCHEDULE

Management may be tempted to specify for example that the placement-
of-concrete-form activities, each having a duration of 14 time periods, may
overlap up to 2 time periods from site to site, because during the first two
and last two time units of the activity duration only half a crew is needed at a
site. This could be done by specifying minimal SS-relations with a time-lag
of 12 units as shown in Figure 37.

The precedence relations in Figure 37 are the mere result of assumed
resource allocations. Different assumptions will lead to different values of
the time-lags. We do not advocate the use of precedence relationships and
associated time-lags which are the result of resource allocation assumptions
or anticipations on resource conflicts. Resolving resource contentions should
better be left to the scheduling logic used during the construction of a
feasible base schedule.
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In many real-world situations the time-oriented objectives are replaced
by resource-based objectives. An important example of a resource-based
objective occurs in the so-called resource availability cost problem, where
the capacities of the renewable resources are to be determined such that a
given project deadline is met and the resource availability costs are to be
minimised (Demeulemeester (1995), Franck and Schwindt (1995), Kimms
(1998), Möhring (1984), Zimmermann (1997)). Another example is the
resource levelling problem which involves the generation of a time-feasible
schedule for which the resource profiles for the various resources are as level

5.1.2 Resource-based objectives

One of the most common objectives is the minimisation of the project
duration, that is the minimisation of the project’s makespan. Minimising the
duration of a project is important in many practical situations: it leads to a
timely release of resource capacities for future projects; it reduces the risk of
violating a deadline; it generates timely incoming cash flows, etc. This
objective has recently received a renewed interest (Goldratt (1997)).

Naturally, other time-based objectives have been suggested. Anthonisse
et al. (1988), for example, suggested an international exercise in decision
support systems for resource-constrained project scheduling in which the
quality of a schedule was to be measured by comparing the completion time
of each task with its due date. The lateness of a task i is defined as the
difference between the completion time of the task and its due date. The
lateness can be zero (if the task finishes exactly on time), positive (if the task
finishes late) or negative (if the task finishes early). The tardiness of a

task i is defined as while its earliness equals

Earliness and tardiness can be multiplied by weights which express its
relative importance. More in particular, the decision support systems to be
developed should be able to handle any weighted sum of four natural basic
criteria: maximum earliness (i.e. the maximum weighted earliness over all
tasks), maximum tardiness, total earliness (i.e., the sum of the weighted
earlinesses over all tasks), and total tardiness. Alternatively, the earliness
and tardiness criteria may also be related to the due date imposed on the
completion of the global project.

Motivated by real-world situations, a wide variety of objectives for
project scheduling have been studied in the literature.
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5.1 Project scheduling objectives

5.1.1 Time-based objectives
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as possible, without violating the project deadline. The degree to which the
resource use is levelled can be expressed in various ways. A typical
objective involves the minimisation of the sum of the squared deviations of
the resource requirements around the average resource requirement for each
time period, which is equivalent to minimising the sum of squares of the
resource requirements for each period as such (Burgess and Killebrew
(1962)). In situations where the renewable resources are workers for which
additional hiring and laying off should be minimised, a suitable objective
might be to minimise the jumps in resource use for each resource type
(Brinkman and Neumann (1996)).

In multi-mode problems the objective might involve the minimisation of
the amount of nonrenewable resources needed to complete the project, i.e.
the minimisation of the mode-dependent project costs.

5.1.3        Financial objectives

An important objective is related to the incoming and outgoing cash
flows which are generated during the execution of a project. From a
contractor’s viewpoint, cash outflows are typically induced by the execution
of project activities and the use of resources. Cash inflows then typically
result from payments upon completion of certain project parts. This results
in models that aim at maximising the net present value (npv) of the project
(Herroelen et al. (1997)).

5.1.4 Quality oriented objectives

Maximising quality is gaining importance as an objective in project
scheduling. A crucial issue in this respect is the use of a proper measure of
project quality. Icmeli-Tukel and Rom (1997), for example, base their
measure on the assumption that the need to rework project activities causes
delays and costs. In their view, quality is maximised by minimising both
estimated rework times and costs.

5.1.5 Regular and nonregular objectives

An important distinction should be made between regular and nonregular
objective functions (or measures of performance). A regular measure of
performance (which is to be minimised) is a non-decreasing function of the
activity completion times, i.e. when the activity completion times increase,
the objective function value does not decrease. Regular measures of
performance are also referred to as early completion measures. Obviously,
minimising the project makespan is a regular performance measure. A
nonregular measure of performance is a measure of performance for which



Use an example of a project you are familiar with or are interested in
(constructing a new home, developing your own fancy website, ...).
Define the scope of the project and identify the deliverables. Develop a
work breakdown structure for the project.
The DOD and NASA Guide (1962) offers a description of the
fundamental characteristics of a work package. Use these characteristics
to identify typical work packages for a pipeline construction project.
Describe the work breakdown process for a typical house construction
project.
Assume that your firm has rented empty new office-space in another
town. Produce a WBS for setting up a new office in this office-space.
Assume that you will need to change the lighting, wiring, plumbing and
heating.

1.

2.

3.

4.

6. EXERCISES

In practice, it is quite possible that not only one but several dependent
projects have to be scheduled simultaneously. If resources are shared among
the projects, difficult scheduling problems may result if the projects are to be
scheduled in parallel. In certain cases, all project networks can be combined
in one super-network by adding a super-dummy start and a super-dummy
end node. Due dates and/or deadlines may then be imposed on the end
activities of the respective single projects. Similarly, ready times may be
imposed on the start nodes of the individual projects.

5.2 Multiple project scheduling

It should be clear that the construction of a base schedule should
eventually be done under multiple objectives. In the multi-objective case (see
Nabrzyski and Weglarz (1994)) the analysis involves the use of different
objectives which are weighted or combined, A multi-criteria approach
allows the simultaneous consideration of several objectives and the search
for a “good compromise” between the different criteria in order to reach
Pareto-optimal solutions (Hapke et al. (1998)).

5.1.6       Multiple objectives

the just stated condition does not hold. This implies that delaying activities
may improve the performance of the schedule, even if such a delay is not
required due to resource or other (temporal or precedence) constraints.
Nonregular performance measures are sometimes referred to as free
completion measures. Maximising the npv of a project is a typical example.
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Study the paper by Kamburowski et al. (1992) and use the algorithm
described in the paper for constructing an AoA network with the smallest

Draw the corresponding AoA network. Try to minimise the number of
dummy activities used. Draw the corresponding AoN network.
Consider the following AoN network (Kamburowski et al. (1992)):

Draw the corresponding AoA network. Try to minimise the number of
dummy activities used. Draw the corresponding AoN network.
Consider the following set of activities with their immediate predeces-
sors. The precedence relations are of the finish-start type with zero time-
lag:

Activity
A
B
C
D
E
F

Activity
A
B
C
D
E

Consider the project of developing a decision support system to be used
in a purchasing department involving system design, hardware and
software acquisition and installation. Assume the responsible system
engineering parties involved are hardware acquisition, software
acquisition, training, systems engineers). Develop a WBS and an OBS.
Consider the following set of activities with their immediate predeces-
sors, assuming finish-start precedence relations with zero time-lag:

5.

6.
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8.

7.

Immediate predecessors

A,B
B,C

Immediate predecessors

A,B
A,C
A,B,C

-
-
-

-
-
-



Construct the complexity graph and determine the reduction complexity
of the AoN network.
Consider the network shown in problem 4 above. Apply the procedure
described in Section 1.2.4 to generate an AoA network with the smallest
reduction complexity.
Consider the AoN network of problem 5. Generate all uniform directed
cutsets and determine for each activity its earliest UDC.
Consider the following three activities which have to be performed
during the execution of a pipeline construction project:
A – Excavation (duration 5 days)
B – Laying pipe (duration 5 days)
C– Backfilling (duration 5 days)
The following precedence relations have to be specified among the
activities: Draw the corres-
ponding AoA network. Give the rationale for specifying the type of
precedence relations used.
Consider the following construction project activities:
A  - Ordering of materials
B - Delivery of prefabricated steel
C - Preparatory work
Activity B (delivery of prefabricated steel) can start as soon as activity C
(preparatory work) has started and after the ordering of materials
(activity A ). Draw the corresponding AoN network and indicate the type
of precedence relation used alongside each arc.

10.

11.

12.

13.

number of dummies (apply a set cover problem solution procedure of
your own choice).

9. Consider the AoA network given below:

2. THE PROJECT SCHEDULING PROCESS 69
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Assume that the activities Delivery of prefabricated steel (A) and
Assemble prefabricated steel (B) are to be carried out by the same
subcontractor who can spend 50 days on the project. What type of
precedence relation would you impose on these two activities? Explain.
Given the PERT assumptions listed in Section 3.2.1, derive equation
[2.1] for the mean duration of a project activity and equation [2.2] for
the variance of a project activity.
Consider the following data:

14.

15.

16.

Draw the corresponding AoN and AoA network. Develop a spreadsheet
which allows to compute for each activity the expected duration and the
corresponding duration variance.
Consider project activity a with an optimistic duration equal to 5 days, a
most probable duration equal to 8 days and a pessimistic duration equal
to 17 days. Also consider project activity b with an optimistic duration
equal to 8 days, a most probable duration equal to 9 days and a
pessimistic duration equal to 10 days. Compute for both activities the
mean duration and the duration variance. What are your conclusions?
Read the paper by Laviolette and Seaman (1994) and comment on their
statement “...we do not claim that FST is never applicable to real
problems, but that probability theory provides a complete and uniquely
optimal means for solving problems and managing uncertainty”. (Hint:
consult the General Introduction in Dubois and Prade (2000)).
Several authors (Herroelen and Leus (2000), Newbold (1998)) refer to
the minimisation of work-in-process inventory (WIP) as a suitable
objective in project scheduling. Discuss.

17.

18.

19.



The growing research efforts in the area of project scheduling have led to
a wide and ever growing variety of problem types. This motivated the
introduction of a classification scheme. Inspired by discussions held at the
Workshop on Scheduling and Heuristic Search held on May 8, 1997 at the
A. Gary Anderson Graduate School of Management, University of
California, Riverside, USA, a classification scheme was developed which, as
the result of intensive interactions among various members of the project
scheduling community1, went to a series of modifications which emerged
into the publication of the scheme in the Handbook of Recent Advances in
Project Scheduling (Herroelen et al. (1998c)) and the presentation of updated
versions at several workshops and conferences (Herroelen et al. (1998b,d)).

The scheme was built in order to serve a variety of objectives. First, the
scheme should be flexible and workable in order to facilitate the presentation
and discussion of both deterministic and stochastic project scheduling
problems. Avoiding the use of lengthy, confusing and often ambiguous
character concatenations (such as MRCPSP for the multi-mode resource-
constrained project scheduling problem and RCPSP-GPR for the resource-
constrained project scheduling problem with generalised precedence
relations) the scheme should possess sufficient rigour allowing it to reveal

Chapter 3

CLASSIFICATION OF PROJECT SCHEDULING
PROBLEMS

1
The following people have collaborated in the development of the classification scheme of

Herroelen et al. (1998b,c,d): Richard Deckro (Air Force Institute of Technology, USA),
Erik Demeulemeester (K.U.Leuven, Belgium), Bert De Reyck (London Business School,
UK), Bajis Dodin (University of California at Riverside, USA), Salah Elmaghraby (North
Carolina State University at Raleigh, USA), Willy Herroelen (K.U.Leuven, Belgium),
Concepcion Maroto (Universidad Politécnica de Valencia, Spain), Jim Patterson (Indiana

University, USA) and Jan Weglarz (Poznan University of Technology, Poland).
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the fundamental characteristics of the classified problems. Second, the
scheme should allow for the immediate identification of viable areas of
research through the identification of interesting open problems, the
identification of common project scheduling problem characteristics and the
detection of the fact that certain problems are in fact subproblems of more
generic ones. Third, the scheme should simplify the assessment of problem
complexity through the use of reduction graphs which show the various
interrelations among the different values of the particular classification
parameters. Last but not least, the scheme should facilitate the match of
solution procedures to problem settings and as such facilitate the preparation
of literature reviews and problem surveys.

Brucker et al. (1999) deemed it necessary to provide their own
classification scheme. Herroelen et al. (2000), however, revealed serious
shortcomings of the Brucker et al. scheme and turned their own original
scheme into a unified classification scheme for resource scheduling
(Herroelen et al. (1999)). The latter scheme will be used in this chapter. We
will only be specific about those specifications that will be needed in
subsequent chapters to classify the problems studied in this book. It should
be understood from the outset that our objective is not to present an
extremely rigid classification which attempts to create futile classification
holes to accommodate any possible project scheduling problem. The
proposed scheme tries to combine rigidity with flexibility. It provides
sufficient detail to allow for a concise taxonomy of the project scheduling
field which covers the project scheduling problems discussed in this book
and at the same time offers sufficient degrees of freedom to the user in the
specification of the various parameters involved.

1. CLASSIFICATION OF PROJECT SCHEDULING
PROBLEMS

The extensive scheme we propose in this chapter resembles the standard
scheme for machine scheduling problems in that it is also composed of three
fields In machine scheduling problems (Blazewicz et al. (1983),
Graham et al. (1979)) the first field  describes the machine environment.
This field allows for the identification of single machine problems, various
types of parallel machine problems, flow shops, job shops, general shops,
open shops, mixed shops and multiprocessor task systems. The second field

is used to describe the task and resource characteristics. This field includes
parameter settings for characterising the possibility of preemption, the
precedence constraints, ready times, deadlines, task processing times,
batching and additional resources. The characterisation of the additional
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resources (Blazewicz et al. (1986)) is done using a field parameter which
takes the value of the empty symbol to denote the absence of additional
resources and to specify the resource constraints.
respectively denote the number of additional resource types, resource limits
and resource requests. If then the number of additional resource
types, resource limits and resource requests are arbitrary, and if
then the number of additional resource types is equal to k, each resource is
available in the system in the amount of k units and the resource requests of
each task are at most equal to k units. The third field denotes an optimality
criterion (performance measure).

The extension used in machine scheduling, however, does not
allow to capture the classification requirements of both machine and project
scheduling problems. The scheme described in the subsequent sections does
not share this disadvantage.

1.1 Field resource characteristics

The resource characteristics are specified in the which contains at
most four elements In specifying the resource characteristics
of a resource scheduling problem, we must allow to distinguish between the
structural resources (machines) which essentially define the single and
multi-stage structure of the production process (single machine, parallel
machine, flow shop, job shop, etc.) and those which do not. The structure of
the machining process is specified by the parameter

no structural resources (machines) are specified in the
scheduling problem. This is specified by using the empty
symbol Of course, the problem may involve other
resources than machines (these have to be specified in the
resource parameter explained below).

the processing of the jobs must be done on a single
(dedicated) machine. Each job requires a single operation to
be performed on the single machine.
the processing of the jobs must be done on a number of
parallel identical machines. Job i requires a single operation
and may be processed on any one of the identical parallel
machines. The number of parallel machines is a variable, the
value of which is specified as part of the problem instance.
there are m identical machines in parallel. Job i requires a
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single operation and may be processed on any one of the m
machines. Now m is a constant, specified as part of the
problem type.
there are a variable number of uniform machines in parallel
with different speeds. The processing time of job j on
machine i, where is the processing

requirement of job j (usually measured on the slowest
machine) and is the speed of machine i. The number of
machines is a variable, the value of which is specified as part
of the problem instance.
there are m uniform machines in parallel with different
speeds. The processing time of job j on machine i,

where is the processing requirement of job j

(usually measured on the slowest machine) and is the
speed of machine i. The number of machines m is a constant,
the value of which is specified as part of the problem
type.
the processing of the jobs must be done on a number of

unrelated parallel machines, i.e. for job-

dependent speeds of machine i. The number of unrelated

parallel machines is a variable, the value of which is
specified as part of the problem instance.
there are m unrelated parallel machines, i.e.

for job-dependent speeds of machine i. The number of

machines m is a constant, the value of which is specified as
part of the problem type.
the jobs have to be processed in a flow shop, i.e. on each of
a number of machines in series. All jobs have the same
routing, that is they have to be processed first on machine 1,
then on machine 2, and so on. The number of machines in
series is a variable, the value of which is specified as part of
the problem instance.
there are m machines in series (flow shop) and each job has
to be processed on each of the m machines. All jobs
have the same routing, that is, they have to be processed first
on machine 1, then on machine 2, and so on. The number of
machines m in the flow shop is a constant, the value of
which is specified as part of the problem type.
the jobs have to be processed in an open shop consisting of a
variable number of machines. Each job has to be processed
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on each of the machines. However, some of these processing
times may be zero. There is no restriction with regard to the
routing of each job through the machine environment. The
scheduler is allowed to determine the route for each job, and
different jobs may have different routes. The number of
machines in the open shop is a variable, the value of which
is specified as part of the problem instance.
there are m machines in an open shop. Each job has to be
processed on each of the m machines. However, some of
these processing times may be zero. There is no restriction
with regard to the routing of each job through the machine
environment. The scheduler is allowed to determine the
route for each job, and different jobs may have different
routes. The value of m is a constant, specified as part of the
problem type.
the jobs have to be processed in a job shop. Each job has its
own route to follow. The number of machines in the job
shop is a variable, the value of which is specified as part of
the problem instance.
there are m machines in a job shop. Each job has its own
route to follow. The number of machines m is a constant, the
value of which is to be specified as part of the problem type.

The machine scheduling literature uses so-called reduction graphs to
represent polynomial reductions between scheduling problems. As already
mentioned in Section 1.2.1.1.1 of Chapter 2, we say for two decision
problems P and Q, that P reduces to Q (denoted if there exists a
polynomial-time computable function that transforms inputs for P into
inputs for Q such that is a ‘yes’ input for P if and only if is a ‘yes’
input for Q. The problems represented in the graphs differ by one parameter
(e.g. by problem type and number of machines) and the arrows indicate the
direction of the polynomial reduction. Figure 38 shows the reductions
defined on the parameter

It should be clear from the above that if we are dealing with a pure
project scheduling problem then the specification of structural resources is
irrelevant. The characteristics of the resources in a project scheduling
problem are specified in the remaining parameters of the The
number of the resources of a project scheduling problem (other than
machines) is specified by parameter

no resource types are considered in the scheduling problem, i.e.
the scheduling of the project has to be done in the absence of
resources.
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one resource type is considered.

the number of resource types is equal to m.

Figure 39 shows the corresponding reduction graph. If we replace by 1
in the specification for parameter we get a simple reduction because the
problem without any resource constraints is a special case of the problem
with one single resource type. In a similar fashion, replacing 1 by m yields a
simple reduction as we move from a problem with a single resource type to a
problem which uses m resource types.

Parameter denotes the specific resource types
used. As mentioned in Section 2 of the previous chapter, in the project
scheduling literature a common distinction is made (Blazewicz et al. (1986))
between various types of resources:
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absence of any resource type specification.

renewable resources, the availability of which is specified for
the unit duration period (e.g. hour, shift, day, week, month, ...).
nonrenewable resources, the availability of which is specified
for the entire project horizon T.
both renewable and nonrenewable resources (doubly-
constrained resources), the availability of which is specified on
both a unit duration period and a total project horizon basis.
partially (non)renewable resources, the availability of which is
renewed in specific time periods, i.e. they are renewable in
variable time intervals.
cumulative resources (see Section 2.2.4 of Chapter 2).

spatial resources (see Section 2.2.5 of Chapter 2).

Figure 40 gives the corresponding reduction graph. Replacing by 1 or T
yields a simple reduction because we move from a problem without any
resource specification to a problem which involves either renewable or
nonrenewable resources. 1 reduces to because a renewable resource is a
special case of a spatial resource. Both 1 and T reduce to 1T, since both the
renewable and nonrenewable resources are a special case of a doubly-
constrained resource. Doubly-constrained resources are special cases of
partially renewable resources, which are special cases of cumulative
resources.

Parameter describes the resource availability
characteristics of the project scheduling problem. Some scheduling problems
assume that renewable resource availabilities are a given constant while
others assume that resource availability varies over time. We assume that the
availability of partially renewable resources may vary over the various time
intervals. The following parameter specifications are used in our
classification scheme:

renewable resources are available in an arbitrary constant
amount.
renewable resources are available in a constant amount of at
most k units over time.
(partially) renewable resources are available in variable
amounts over time.
a stochastic resource availability which remains constant over
time.
a fuzzy resource availability which remains constant over time.

a stochastic resource availability which varies over time.
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a fuzzy resource availability which varies over time.

Figure 41 shows the corresponding reduction graph for the resource
availability.

1.2 Field activity characteristics

The second field specifies the activity characteristics of a project
scheduling problem. It contains at most nine elements

and Parameter indicates the possibility
of activity preemption:
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no preemption is allowed.

preemptions of the preempt-resume type are allowed.

preemptions of the preempt-repeat type are allowed.
Preemption (activity splitting) implies that the processing of an activity

may be interrupted and resumed at a later time (preempt-resume). The
situation where activities may be interrupted but cannot be resumed at the
point of interruption, i.e., must be completely redone (preempt-repeat), can
be accommodated by setting

The corresponding reduction graph is shown in Figure 42.

The second parameter reflects the
precedence constraints:

no precedence constraints are specified (the activities are
unordered).
strict finish-start precedence constraints with zero time-lag,
as used in the basic PERT/CPM model.
precedence diagramming constraints of the type start-start,
finish-start, start-finish, and finish-finish with minimal time-
lags.
generalised precedence relations of the type start-start,
finish-start, start-finish and finish-finish with both minimal
and maximal time-lags.
the activity network is of the probabilistic type where the
evolution of the corresponding project is not uniquely
determined in advance but stochastic (projects with
stochastic evolution structure (Neumann (1998))). This
category encompasses generalised activity networks
(Elmaghraby (1977)) such as GERT (Neumann and
Steinhardt (1979)). As compared to PERT and CPM
networks, GERT networks use the activity-on-arc network
representation but possess more general arc weights
(including the execution probabilities of the activities) and
cycles to represent feedback. GERT networks allow for six
different node types, resulting from the combination of three
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possible entrance sides and two possible exit sides of a node.
A node has an AND entrance if (during project execution)
the corresponding project event occurs (or, equivalently, the
node is activated) when all incoming activities have been
terminated for the first time. A node has an inclusive-or or
IOR entrance if it is activated when one of the incoming
activities has been terminated for the first time. A node has
an exclusive-or or EOR entrance if it is activated every time
when an incoming activity has been terminated. The exit of a
node is deterministic if all outgoing activities are carried out
when the node has been activated. If exactly one outgoing
activity is carried out when the node has been activated, we
have a stochastic exit.

This field leaves the user the freedom to be very specific
about the precise type of probabilistic network in use. As
such, the can be set to gert to specify a GERT-
network, acyclicgert to specify an acyclic GERT network,
eor to specify GERT networks all of whose nodes have an
EOR entrance, etc.. The temporal analysis of GERT
networks as well as the scheduling of projects with
stochastic evolution structure is beyond the scope of this
text. We refer the reader to Neumann (1984, 1990, 1998)
and Zimmermann (1995).
the time-lags of the precedence relations are fuzzy. Özdamar
and Alanya (2000), for example, discuss the use of fuzzy
start-start relationships. The time-lag is a fuzzy percentage
of the fuzzy duration of a predecessor activity.

Figure 43 gives the reduction graph which shows the simple reduction
from a problem with unordered activities to a problem with finish-start
precedence constraints with zero time-lag, to a problem with precedence
constraints with minimal time-lags, to a problem with generalised
minimal and maximal time-lags. The latter reduces to the case where the
network is probabilistic and the case of fuzzy precedence relations.
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The third parameter describes the ready times:

all ready times are zero.

deterministic ready times.

stochastic ready times.

fuzzy ready times.

The corresponding reduction graph is shown in Figure 44.

Parameter describes the duration of the project

activities. The settings have the following meaning:
activities have arbitrary integer durations.

activities have arbitrary continuous durations.
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all activities have a duration equal to d units.

the activity durations are stochastic.

the activity durations are fuzzy.

The simple reductions in reduction graph of Figure 45 are for the
duration parameters in the discrete and continuous case. A scheduling
problem in which all activity durations are equal to 1 reduces to a scheduling
problem with all activities having equal durations. This problem in turn
reduces to a problem in which the given discrete or continuous activity

durations are bounded from below and above, i.e, which

can be reduced to a problem with arbitrary integer or continuous durations,
respectively. The latter can be reduced to the case of stochastic and fuzzy
durations.

Parameter describes the deadlines. The following settings

are used in our classification scheme:
no deadlines are assumed in the project.
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deterministic deadlines are imposed on activities.

a deterministic project deadline is imposed.
The corresponding reduction graph is shown in Figure 46. The reductions

indicate that a problem without activity deadlines is a subproblem of a
problem in which a deadline on the last activity (maximal project duration)
is imposed. The latter problem in turn reduces to a problem with individual
activity deadlines.

We do not deem it very realistic to impose stochastic or fuzzy deadlines.
It should be noted that the specifications also allow deadlines to be imposed
on events in the network. Events are identified as the initial or terminal point
of one or several activities and can easily be accommodated by the network
logic. Moreover, we have opted not to specify the use of activity (event) or
project due dates in the A deadline indicates that activities (events)
or projects must finish not later than the deadline and may not be violated.
The eventual use of due dates which may be violated at a specific cost
should be apparent from the specification of the corresponding due-date
based performance criterion in the of the classification scheme.

Parameter denotes the nature of the resource
requirements of the project activities. As we already mentioned in the
previous chapter, a common assumption is that activities request their
resources in constant amounts or in variable amounts over their periods of
execution. Some models (see e.g. Weglarz (1980)) assume that the resource
requests of the tasks are continuous, i.e. concern resource amounts which are
arbitrary elements of given intervals. For example, if a resource request of a
task is characterised by the interval (0,N], it means that an arbitrary amount
of this resource greater than 0 and not greater than N can be used for
processing the task at any moment. Such resource requests concern
continuously-divisible resources like electric current (or power), fuel flow,
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etc. Other models study the simultaneous requirement of discrete and
continuous resources (e.g. Jozefowska and Weglarz (1994), Weglarz and
Jozefowska (1997)). Still other models (Hackman and Leachman (1989),
Leachman (1983), Leachman et al. (1990)) assume that there is a feasible
range of intensity of resource assignments to each activity, resulting in a
range of possible durations. These models assume that all the different types
of resources which are required by an activity are applied proportionally
throughout the activity execution, i.e. each activity utilises a constant mix of
resources as it progresses exactly proportional to the mix of total resource
requirements to complete the activity. The rates of applications of different
types of resources to an activity can be indexed in terms of one rate which is
called the intensity of the activity. The activity intensity is assumed to be
continuously variable within given upper and lower limits. The rate of
progress of an activity is assumed to be proportional to its intensity. Both
types of models essentially boil down to similar problem environments in
which the resource requirement of an activity is a function of time. Our
classification scheme uses the following specifications for the resource
requirements:

activities require resources in an arbitrary constant discrete
amount (e.g. number of units for every time period of activity
execution).
activities require a maximum of resource units. This
specification is particularly useful in specifying the maximum
amount of additional resources needed by activities to be
processed on machines in the machine environment specified
in the
activities require the resources in variable discrete amounts

(e.g. a number of units which varies over the periods of activity
execution).

For those cases where the activity durations have to be determined by the
solution procedure on the basis of a resource requirement function, the
following settings are used:

the activity resource requirements are a discrete function of
the activity duration.
the activity resource requirements are a continuous function
of the activity duration.
the activity resource requirements are expressed as an
intensity or rate function.

We leave it up to the user to be more specific in the specification of the
resource requirement function. If so desired, the setting can be

made more specific: can be used to specify that activity resource
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requirements are a linear function of the activity duration, the setting
can be used to specify that the activity resource requirements are

a concave function of the activity duration, and may denote the
fact that resource requirements are a convex function of the activity duration.

The reduction graph (Figure 47) describes the interrelations between
the resource requirement characteristics. Problems in which activities require
a maximum of k resource units reduce to problems in which activities have
constant discrete resource requirements. These problems in turn are
subproblems of problems in which activities require the resources in variable
discrete amounts. Problems with linear resource requirement functions are
subproblems of problems in which the resource requirement functions are
concave or convex. These in turn are subproblems of problems in which
general resource functions are used.

The type and number of possible execution modes for the project
activities is described by parameter As discussed in Section
3 of the previous chapter, most problems assume a single execution mode
per activity. Various problems assume time/cost, time/resource and/or
resource/resource trade-offs which give rise to various possible execution
modes for the activities of the project. Recently, researchers (Salewski
(1996), Salewski and Lieberam-Schmidt (1996), Salewski et al. (1997)) have
started to study project scheduling problems which generalise multiple
activity modes to so-called mode identity constraints in which the set of
activities is partitioned into disjoint subsets. All activities in a subset must
then be executed in the same mode. Both the time and cost incurred by
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processing a subset of activities depend on the resources assigned to it. The
following parameter settings are used throughout this paper:

activities must be performed in a single execution mode.

activities have multiple prespecified execution modes.

the activities are subject to mode identity constraints.
The reduction graph (Figure 48) explains the reductions between the

execution mode parameters. Single mode problems are subproblems of
multi-mode problems, which reduce to mode identity constrained problems.

Parameter is

used to describe the financial implications of the project activities. In most
models with cash flows, the cash flow amounts are assumed to be known
and are either associated with network activities or network events. Both
situations can be represented by associating the cash flows with the nodes in
an activity-on-the-node network. Other models assume that the cash flows
are periodic in that they occur at regular time intervals or with a known
frequency. Still other models assume that both the amount and the timing of
the cash flows have to be determined (Herroelen et al. (1997)). The
following settings are used in the classification scheme:

no cash flows are specified in the project scheduling
problem.
activities have an associated arbitrary deterministic cash

flow.

activities have an associated deterministic positive cash

flow.
cash flows are stochastic.

activities have an associated stochastic positive cash flow.
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cash flows are fuzzy.

cash flows are positive but fuzzy.

periodic cash flows are specified for the project (e.g.
payments at regular intervals).
stochastic periodic cash flows are specified for the
project.
fuzzy periodic cash flows are specified for the project.

both the amount and the timing of the cash flows have to
be determined (payment scheduling problem).
the payment scheduling problem with stochastic cash

flows.
the payment scheduling problem with fuzzy cash flows.

The corresponding reduction graph is shown in Figure 49. A project
network in which no cash flows are specified for the activities (nodes of the
network) reduces to a problem where activities have positive cash flows
associated with the activities and a problem in which cash flows are
specified on a periodic basis. The former reduces to the problem with
arbitrary cash flows associated with the activities, which reduces to the
stochastic and fuzzy case. Both the periodic cash flow problem and the
payment scheduling problem reduce to their stochastic and fuzzy
counterparts.

Parameter is used to denote change-over times:

no change-over (transportation) times.

sequence-dependent change-over times.
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stochastic sequence-dependent change-over times.

fuzzy sequence-dependent change-over times.

The reduction graph is shown in Figure 50. A project with no or
sequence-independent change-over times reduces to a problem where the
change-over times are sequence dependent. The latter problem reduces to its
stochastic and fuzzy counterpart.

1.3 Field performance measures

The third field is reserved to denote optimality criteria (performance
measures). The performance measures are either early completion measures
or free completion measures (see Section 5.1.5 in Chapter 2). Early
completion measures (commonly denoted in the scheduling literature as
regular performance measures) involve penalty functions which are
nondecreasing in activity completion times (Conway et al. (1967)). Common
examples of early completion criteria often used in project scheduling are the
minimisation of the project duration (makespan), the minimisation of the
project lateness or tardiness, the minimisation of the sum of the direct and
indirect project costs, and the minimisation of the resource availability costs.
A less common example used in project scheduling with discounted cash
flows is the maximisation of the project net present value under the
assumption that only positive cash flows are considered (see Herroelen et al.
(1997)). There are, however, many applications in which free completion
measures (commonly denoted in the scheduling literature as nonregular
performance measures) are appropriate. A typical example is the
maximisation of the net present value of a project characterised by arbitrary
cash flow values or the minimisation of the weighted earliness-tardiness.
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The following settings are used in this book to describe the objective
functions (see also Section 5.1.5 of Chapter 2):

the performance measure is any early completion
(regular) measure.
the performance measure is any free completion
(nonregular) measure.

Obviously the list of possible performance measures is almost endless.
We provide the user with sufficient degrees of freedom to introduce suitable
measures through a proper setting of the parameter value or through the
specification of the mathematical expression of the objective function(s).
The following is a nonexhaustive list of example settings used in this book:

makespan:
minimise the project makespan.

flow time:
minimise the average flow time over all subprojects
or activities.

due date performance:
minimise the project lateness (i.e. the maximum
lateness of the subprojects or activities).
minimise the project tardiness (i.e. the maximum
tardiness of the subprojects or activities).
minimise the weighted earliness-tardiness of the
project.
minimise the number of tardy activities.

levelling:
minimise the sum of the squared deviations of the

resource requirements from the average.

minimise the weighted jumps in resource usage for

all resource types over all time periods.

minimise the sum of the absolute deviations of the

resource requirements from the average.
minimise the resource availability in order to meet
the project deadline.
minimise the resource availability costs, i.e. the
weighted availability of each resource type.
determine the complete time/cost trade-off curve.

financial:
maximise the net present value of the project.
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stochastic:
optimise the expected value of a performance
measure.
determine the cumulative density function of the
project realisation date.
determine the path criticality index, i.e. the
probability that a path will be critical.
determine the activity criticality index, i.e. the

probability that the activity will be on the critical
path.
determine the k most critical paths.

determine the k most critical activities.
Other stochastic objective functions will be discussed in Chapter 9.

The above examples refer to the use of single objective functions.
Obviously multiple objectives may be used (see for example Weglarz (1990),
Nabrzyski and Weglarz (1994), Slowinski et al. (1994)). We suggest the
setting to specify the multi-objective case where different
objectives are weighted or combined and the setting to specify
multicriteria functions. Again we leave it up to the user to be more specific
in the specification of the multiple objectives used.

In the above examples no distinction is made between single and multi-
project scheduling. Multi-project scheduling problem settings can easily be
accommodated. As mentioned in Section 5.2 of Chapter 2, the network logic
allows for the combination of the activity networks of the various projects
into a single network and the user is given the freedom to specify the proper
performance measures used.

2. USE OF THE CLASSIFICATION SCHEME

The classification scheme described in the previous section will be used
throughout the remainder of this text to classify the various project
scheduling problems under study. As mentioned earlier, the scheme is
actually an integrated scheme for the classification of resource scheduling
problems. The appealing examples of Table 2 may be used to clarify this
issue.

Let us first focus on “pure” machine scheduling problems, i.e. scheduling
problems which only involve machines and no additional resources. The
one-to-one correspondence between the machine scheduling scheme and the
scheme described in the previous section is readily established. The problem
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of minimising the makespan on a single machine where the jobs are subject
to precedence constraints and have individual ready times is traditionally
classified as Our integrated scheme classifies it as

The parallel machine scheduling problem involving two
identical parallel machines, an arbitrary number of precedence-related jobs
with unit durations and individual ready times under the objective of
minimising the makespan is traditionally classified as
The integrated scheme classifies it as The two-
machine flow shop problem which involves scheduling an arbitrary number
of jobs which are simultaneously available, may be preempted, and are
subject to tree-structured precedence relations under the objective of
minimising the mean flow time is traditionally classified as

The integrated scheme classifies the same problem in an
identical manner, i.e., as The minimisation of the
maximum lateness in a two-machine job shop with identical processing
times and individual ready times is traditionally classified as

We would now classify it as

Let us now turn to resource scheduling problems, i.e. problems involving
machines and additional resources. Problem denotes the
problem of minimising the makespan on two parallel identical machines
where the operations which have identical processing times require an
arbitrary number of one additional resource type with arbitrary availability.
The integrated scheme classifies this problem as The P2
in the refers to the two parallel identical machines. The first 1 in the

specifies that one additional resource type is used. The second 1 in
the specifies that the additional resource type is a renewable
resource. It should be noted that, contrary to what is done in the machine
scheduling scheme, all the resource characteristics are now described in the

which now captures not only information about the parallel



92 Chapter 3

machining process itself, but also the information about the additional
resource type. The settings in the and are self evident.

The machine scheduling notation refers to
the problem of minimising the makespan on two parallel identical machines
where the operations have identical processing times, are precedence related
in a chain structure and require at most one unit of one additional resource
with unit availability. The integrated scheme classifies the problem as

The P2 in the refers to the two parallel
identical machines while the three 1s now refer to the one additional
renewable resource with unit availability. Again, the captures all
relevant information about the machines and the additional resource used in
the production process. The first two settings in the are evident. The
third setting refers to the activity requirements of at most one additional
resource unit. Contrary to what is done in the machine scheduling scheme,
the specification of resource availabilities (a characteristic of the production
process) is now clearly separated from the specification of the resource
requirements (a characteristic of the activities).

Problem refers to the minimisation of the
makespan in a two-machine flow shop where the unit duration operations
may be preempted and need an arbitrary amount of two additional resources
with arbitrary availability. The resource scheduling scheme classifies this
problem as The prefix F2 in the refers to the
two-machine flow shop, the 2 refers to the two additional resources,
identified to be of the renewable resource type by the 1. The setting pmtn in
the denotes the preempt-resume case while specifies the
identical processing times. The requires no further explanation.

Problem involves the minimisation of the
makespan in a two-machine flow shop in which the operations have identical
processing times, are subject to precedence relations which are described by
a chain structure, and require at most one additional unit of an additional
resource which is available in one unit. The integrated scheme classifies this
problem as The settings in the should
be clear: F2 denotes the two-machine flow shop and the three 1s refer to the
unit availability of one additional renewable resource. The first two settings
in the are evident; the third setting refers to the additional resource
requirement of at most one unit.

The machine scheduling classification refers to the
minimisation of the makespan in a two-machine job shop where the
operations have identical processing times and require at most one unit of an
additional resource which has unit availability. The resource scheduling
classification is now specified as The J2 setting in the

refers to the two-machine job shop structure, while the three 1s refer
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to the additional renewal resource with unit availability. The second setting
in the again refers to the maximal additional resource requirement of
at most one unit.

3. EXERCISES

1. Consider the following classifications for machine scheduling problems:

Classify each problem using the integrated classification scheme
described in this chapter.

2. Consider the following classifications for machine scheduling problems
with additional resources classifications:

Classify each problem using the integrated classification scheme.
3. Consider the problem of maximising the net present value of a project

under the assumptions that the precedence relations between the
activities are of the finish-start type with zero-time lag and that there are
no resource constraints. The cash flow of an activity, however, is not a
constant but a linear non-increasing function of its completion time, i.e.

where the nonnegative integer denotes the

completion time of activity i, and Use the degrees of
freedom provided by the integrated classification scheme to derive a
classification code for this problem. Show how the reduction graph
shown in Figure 49 should be updated to accommodate the linear time-
dependent cash flows.
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Chapter 4

TEMPORAL ANALYSIS: THE BASIC
DETERMINISTIC CASE

By temporal analysis we refer to the multitude of questions of analysis
that are concerned with the timing of activities and events. In this chapter we
seek answers to important questions such as: (a) how long the project (or
portions of the project) will take, i.e. the computation of the minimum
makespan, (b) how early a particular activity may be started, and (c) how far
an activity can be delayed without causing a delay in the total project
duration. It should be well understood that the analysis in this chapter is
made without consideration of resource requirements and availabilities. The
only type of constraints taken into account are the precedence constraints
among the activities of the project network. In addition, we assume that all
data are known with certainty.

1. TEMPORAL ANALYSIS IN NETWORKS WITH
STRICT FINISH-START PRECEDENCE
RELATIONS

As mentioned earlier, a basic assumption of PERT/CPM is that the
precedence relations between the activities are of the finish-start type with
time-lag equal to zero. This implies that an activity can only start as soon as
all its predecessor activities have finished. In the sequel we make a
distinction between networks in activity-on-arc notation (AoA networks) and
networks in activity-on-node notation (AoN networks).
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1.1 Critical path analysis in AoN networks: problem

In this section we assume networks in AoN format, deterministic activity
durations and finish-start precedence relations with zero time-lag. The
problem under study is the computation and the analysis of the critical path.
Using the classification scheme of the previous chapter, this problem is
denoted as problem

1.1.1 Forward and backward pass calculations

Assume an AoN network represented by the graph G=(V,E) with V as the
set of vertices (nodes) and E as the set of edges (arcs). We assume a dummy
start node 1 and a dummy sink node . We also assume that the nodes

are topologically numbered such that an arc always leads from a smaller to a
higher node number. Let us use to denote the earliest possible start

time and to denote the earliest possible finish time of activity j,

. Also assume that denotes the set of immediate predecessor

activities of activity j and let denote the fixed activity duration of activity

j. We can now write the pseudocode for the forward pass recursion for the
computation of and as follows:

During the initialisation step the earliest start (finish) time of the dummy
start activity is set equal to (the end of period) 0. The earliest start and finish
times of the remaining n-1 activities are computed in the order given by the
activity numbers. The earliest start time of activity j is computed as the
maximum of the earliest finish times of all the predecessors of activity j. The
earliest finish time of activity j is equal to the sum of its earliest start time
and its duration.

The forward pass calculation can be illustrated on the AoN network
example of Figure 51. Activity 1 is the dummy start activity and activity 8 is
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the dummy end activity. Both activities have zero duration. The application
of the forward pass yields:

The forward pass calculations indicate that the project has a minimum
duration of 11 time periods. This project duration is determined by the length
of the path <1,4,7,8> in the AoN network of Figure 51. The corresponding
path is indicated in bold in the figure.

Figure 52 gives a Gantt chart with all activities scheduled at their earliest
possible start time, the so-called early start schedule. As can be seen, the
precedence dependent chain of activities 4-7 determines the schedule length.
Any delay along this chain leads to an increase in the length of the schedule.
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Given an upper bound T on the latest allowable project completion time,
the backward pass recursion yields the latest allowable start and finish times
for the project activities. Denoting the latest allowable start (finish) time of
activity j as and denoting the set of immediate successor
activities of activity j as the backward pass recursion can be written as:

At the initialisation step the latest allowable start and finish times of the
unique dummy end activity of the project are set equal to T. The latest
allowable start times of the remaining n-1 activities are computed in
decreasing order of the activity numbers. The latest allowable finish time of
activity j is set equal to the minimal latest allowable start time of its
immediate successors. Subsequently, the latest allowable start time of
activity j is computed as its latest allowable finish time minus its duration.

Application of the backward pass recursion on the example of Figure 51
with T=11 yields (see Figure 53):
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Figure 54 gives the Gantt chart with all activities scheduled at their latest
allowable start times, the so-called late start schedule.

It can easily be verified that the overall time complexity of the forward
and backward pass calculations is
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1.1.2 Activity float

The results of the forward and backward pass computations allow for the
calculation of various float values for the network activities. Table 3 gives
for each activity of the network example of Figure 51, the values of the so-
called total float, free float and safety float. How these float values have to
be calculated is explained in the subsequent sections.

1.1.2.1 Total float
The total float (total slack) of activity j, is defined as:

Assuming that the earliest possible and latest allowable start time of the
single end node of the network are equal, the total float denotes the time an
activity can be delayed without causing a delay in the project. If T differs
from the earliest possible finish time of the end activity, the total float
denotes the allowed activity delay without violating the project deadline.

A critical activity is an activity that has a total float equal to zero (using
the convention A chain of critical activities leading from the
start node to the end node in the network is a longest path through the
network. This path is called a critical path. Each delay caused to a critical
activity yields a delay in the global project. A possible reduction in the
project duration can only be achieved by reducing the duration of a critical
activity on each critical path. It is indeed possible that the network contains
more than one critical path.

In the example of Figure 53, the activities 1, 4, 7 and 8 are critical, as
indicated in the last column of Table 3. Figure 53 shows the critical path
<1,4,7,8> in bold. A delay of any of the critical path activities causes a delay
of the project. Activity 5, for example, is not critical. The total float of
activity 5 can be computed as  Activity 5 may
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be delayed 6 time periods beyond its earliest possible start time without
violating the project deadline

1.1.2.2 Free float
The free float (free slack) of activity j, can be computed as:

The free float defines the allowable delay in the activity finish time
without affecting the possible start time of its immediate successors. In the
example of Figure 53, the free float of activity 2 equals
While the activity has a total float of 6 time periods, it has no free float. A
delay in its earliest finish time immediately affects the earliest possible start
time of its immediate successor activity 5. The free float of activity 5 equals

1.1.2.3 Safety float
The safety float (safety slack) of activity j, is computed as:

The safety float of an activity j represents the number of periods by
which the duration of the activity may be prolonged when all its
predecessors start as late as possible without increasing the smallest possible
completion time. In the example of Figure 53, activity 5 has
While this activity has a total float of 6 periods and a free float of 1 period, it
has no safety float.

1.2 Critical path analysis in AoA networks: problem

In this section we study the calculations for solving problem
under the assumption that a project is represented by a network in activity-
on-arc (AoA) format.

1.2.1 Standard forward and backward pass calculations

The standard CPM calculations (Kelley and Walker (1959)) for
computing the critical path in AoA networks depart from the observation that
a node (event) cannot be realised unless all nodes (events) and arcs
(activities) of the subnetwork preceding that node have been realised. Let
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and denote the earliest and latest realisation time of node (event) j,
respectively. The standard CPM algorithm proceeds iteratively to find the
earliest and latest event realisation times as follows:

where now represents the set of nodes that immediately precede node j,
represents the set of nodes that immediately succeeds node j and denotes
the length of arc (ij). As each node has at most n predecessor nodes, the time
complexity of the CPM algorithm is easily verified to be

Figure 55 shows the AoA representation of the network given in Figure
53. Activities 2, 3 and 4 are now represented by arc (1,2), (1,4) and (1,3),
respectively. Activity 5 is now shown as arc (2,4). Activity 6 is represented
by arc (4,5). Arc (3,5) is used to represent activity 7. The dummy arc (3,4) is
needed in order to obtain a correct representation of the precedence relations.
The numbers adjacent to the arcs indicate the activity durations. The
bracketed numbers adjacent to the nodes indicate the earliest possible and
latest allowable node realisation times.

The forward pass calculations yield and
Now The earliest

realisation time of the final event occurs at time instant
hence, the minimal project duration equals 11 time periods. The
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backward pass calculations yield

The node (event) slack of a node j, is given by the difference

In the network of Figure 55, nodes 1, 3 and 5 have zero node slack. The
corresponding events are critical. The node slack of node 2 equals 6 time
periods, indicating that the realisation time of node 2 may be delayed by at
most 6 time periods beyond its earliest realisation time without delaying the
project beyond its minimal duration. The node slack of node 4 equals 5 time
periods: the realisation time of node 4 may be delayed by at most 5 periods
beyond its earliest realisation time without delaying the project beyond its
minimal duration.

1.2.2 Activity floats

1.2.2.1 Total float

The standard CPM algorithm computes the total float (total slack) of
activity (ij) as

For the network of Figure 55, and
Activities (1,3) and (3,5) have zero

total float. Hence, they are the critical activities in the network. The longest
path <1,3,5> constitutes the critical path which is indicated in bold in Figure
55. The total float for the other activities is readily obtained as

and
Computing float values for dummy activities is rather meaningless.

1.2.2.2 Free float

The free float of activity (ij) is computed as
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In the network example of Figure 55, we have

1.2.2.3 Safety float

The safety float of activity (ij) is computed as

In the network example of Figure 55 we have

and
It should be well understood that node slack and activity slack are

different concepts. Let us illustrate this subtle point on the project example
given in AoA format in Figure 56. The numbers adjacent to the arcs denote
the corresponding activity durations. The three bracketed numbers adjacent
to a node denote the earliest realisation time, latest realisation time and node
slack for that node. It is easy to verify that arcs (1,2), (2,3) and (3,4) have
zero float (all float values are equal in this example). The activities
(1,3),(1,4) and (2,4) possess positive float equal to 3, 9 and 12 time periods
respectively. Three activities possess positive float, even though all nodes of
the network have zero slack!

1.2.3 The dependence of activity floats on project representation

Activity floats are uniquely determined in the AoN mode of
representation because there is but a unique dag G=(V,E) that represents the
project. The earliest and latest start and finish times of the activities are

and
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uniquely defined and so are the activity floats, since all of them are based
solely on the activity durations and the precedence relations among the
activities.

Unfortunately, however, for a given project there may exist several
correct AoA representations which differ in their number of nodes (events)
and number of dummies. As a result, there may exist several floats for the
same activity, depending on the network model adopted. Herein lies the
possibility of ambiguity, and even error (Elmaghraby and Kamburowski
(1990)).

Consider the project described by its AoN representation given in Figure
57 (Elmaghraby and Kamburowski (1990)). The activity durations are given
next to the corresponding nodes.

Table 4 gives for each activity its earliest possible start (EST) and finish
times (EFT), its latest allowable start (LST) and finish times (LFT) and the
computed float values (total float (TF), free float (FF) and safety float (SF)).
Activities c and i are on the critical path which has a duration of 30 time
periods.
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Consider now the two different AoA representations of the project given
in Figure 58 and 59. The calculated earliest and latest event realisation times
as well as the activity floats are exhibited in Table 5. It is seen (shaded
values) that there is a difference between the free floats of activity f and
between the safety floats of activity j. Moreover, the free float and safety
float values of Table 5 that are indicated in bold differ from the correct ones
computed for the AoN network!

Consider, for example, the free float for activities d and e which are
correctly computed in the AoN representation as 3 and 12 time periods
respectively. The AoA networks of Figure 58 and 59 yield zero float values
for both activities, a most disconcerting result!
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Clearly, different AoA representations of the same AoN network may
yield different values for the free float and safety float, while none of them
coincides with the corresponding float values defined on the (unique) AoN
representation.

Elmaghraby (1995) argues that only the total float values in AoA
networks are representation-invariant, i.e. the same in both the AoN and all
AoA representations of the same project. The other floats depend on the
structure of the AoA network. Elmaghraby and Kamburowski (1990) have
revealed that the culprit for such representation-dependent behaviour of the
floats in the AoA mode of representation are the in-dummy nodes (i.e., nodes
with all incoming arcs dummy) and the out-dummy nodes (i.e., nodes with
all outgoing arcs dummy).
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As shown in Eq. (4.9), the total float of an activity (ij) is dependent on its
duration, the earliest realisation time of its start node, and the latest

realisation time of its end node, is defined as the maximum of the
earliest completion times of the activities terminating in node i, while is
defined as the minimum of the latest allowable start times of the activities
initiating at node j (see Figure 60). The total float is the only float that
depends solely on and (and the activity duration, but that is
constant). As shown in Eq. (4.10), the free float of an activity (ij) depends on

and the constant activity duration, but also on while Eq. (4.11)
indicates that the safety float of an activity (ij) depends on and the
constant activity duration, but also on

To illustrate, let us consider activity f, i.e. activity 2-7 in the networks of
Figures 58 and 59. The total float of activity 2-7 is computed in both
networks as Apparently, is
representation-invariant. It takes the same value of 3 in both networks and
corresponds to the earliest start time of activity 2-7. In the network of Figure
58, is obtained as the minimum of the latest start times of dummy
activity 7-8 (which precedes real activity h) and real activity i, i.e.

In the network of Figure 59, node 7 is an out-
dummy node. Nodes 8 and 9 are in-dummy nodes. Now is obtained as
the minimum of the latest start times of dummy activity 7-8 (which precedes
real activity h) and dummy activity 7-9 (which precedes real activity i), i.e.

Apparently, is also representation-
invariant. The fact that node 7 is out-dummy does not prevent to
correspond with the correct latest finish time of activity 2-7.

Let us now consider the computation of the free float of activity 2-7. It is
computed in Figure 58 as In
Figure 59, the computation yields the incorrect value

While is representation-invariant, this is not the
case for the earliest realisation time of node 7. Computing as the
maximum of the earliest finish times of the activities entering node 7, we
obtain in Figure 58 and
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(14 + 0, 3 + 12) = 15 in Figure 59. Apparently, the value of for out-
dummy node 7 is not representation-invariant.

If we are to avoid the pitfall of representation-dependent floats, in-
dummy nodes and out-dummy nodes should be eliminated. Nodes whose
input arcs and output arcs are all dummies can be deleted with no loss in the
precedence relations but with a possible gain in the number of dummies.
Eliminating all in-dummy and out-dummy nodes from the network,
however, cannot be achieved in general. In order to give a faithful
representation of the precedence relations of some projects, the terminal
nodes of some activities must be out-dummy, and the start nodes of some

other activities must be in-dummy. Let denote the set of all

predecessors of activity w and let denote the set of all successors of
activity w. P(w) and S(w) respectively denote the set of immediate
predecessors and successors of activity w. The following theorem (easily
deduced from Theorem 1.2 of Cantor and Dimsdale (1969)), written under
the assumption that parallel arcs are allowed in AoA representations,
specifies when out-dummy and in-dummy nodes are necessary:

Theorem. In every AoA representation of a project,
(a) an activity v will end at an out-dummy node if

for every

(b) an activity v will begin at an in-dummy node if

for every
For instance, activity e in our problem example must result in an out-

dummy node in all AoA representations of the project since

and

differs from and

Fortunately, we can (a) either avoid the use of AoA representations, or (b)
if it is inconvenient to switch to AoN representation, correct the forward and
backward pass calculations for the presence of in-dummy and out-dummy
nodes (Elmaghraby and Kamburowski (1990)).

Elmaghraby and Kamburowski (1990) suggest to change the notions of
the earliest and latest realisation times as follows:
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The differences between the CPM event realisation times and the
modified ones are rather subtle:

the earliest time at which all activities preceding j can be

completed,

the earliest time at which at least one activity succeeding j can

start,

the latest time at which at least one activity succeeding j must

start,

the latest time by which all activities preceding j must be

completed.
The new definitions allow for a correct calculation of the activity floats

for an activity v represented by an arc (ij) in an AoA network:

Consider again the project described in AoN representation of Figure 57.
Figure 61 exhibits the network of Figure 58 with the results concerning the
modified earliest and latest event realisation times. The activity floats
calculated from Eqs. [4.13]-[4.15] now coincide with the ones given in Table
4. The same slack results would be derived for the network of Figure 59.
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Note that the modified procedure can be applied to AoA networks with
minimum number of nodes and minimum number of in-dummy and out-
dummy nodes. The procedure requires three scans of the network instead of
two. Hence, it is more time-consuming than the standard algorithm, but it is
still of time complexity

1.2.4 Multiple critical paths and k longest paths

It has been emphasised already that a project network may exhibit
multiple critical paths. Consider the simple AoA network example given in
Figure 62.

The three paths <1,2,4>, <1,2,3,4> and <1,3,4> clearly have the same
length of 5 time periods. In this case all node slacks and all activity slacks
are zero. Remember, as discussed in Section 1.2.2.3 that zero node slacks not
always result in all activities being critical!

We also alert the reader for the fact that there may be different paths
through the network of approximately the same length. The analyst may be
interested in determining the longest, second longest,..., critical path; where
the critical path is defined as the path(s) from node 1 to node n of the
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(ordered) kth longest duration. The advantages of determining k longest paths
(see e.g. Minieka (1975)) will become evident from our discussion of
uncertainty in Chapter 9.

1.3 A flow network interpretation of the determination
of the critical path

The project networks of concern to us here do not have any “flow” of a
uniform commodity through them. For the purpose of computing the critical
path, however, it is possible to view the network as a flow network in which
a unit of flow enters at the origin node 1 and exits at the terminal node n.
The duration of an activity (ij) in an AoA network can then be interpreted
as the time to traverse the arc from node i to node j. The intermediate nodes
act as transhipment centers. Determining the critical path then boils down to
the determination of the path from source to sink which takes the longest
time to traverse.

If A denotes the set of activities, denotes the constant duration of
activity (ij), denotes the predecessor nodes of node j, denotes the
successor nodes of node j, and denotes the quantity of the commodity
flowing in arc (ij) in the direction the primal linear programming
problem for determining the critical path in AoA networks can then be
written as follows:

The objective function Eq. [4.16] is to maximise the path which has the
maximum transportation time to transport the commodity from 1 to n. We
adopt the convention that flow into a node is a negative flow and flow out of
a node is a positive flow. The first and third constraint (Eq. [4.17] and Eq.
[4.19]) then guarantee that one unit of flow leaves the source node 1 and
enters the sink node n. The third set of constraints (Eqs. [4.18]) are the flow
conservation constraints which guarantee the conservation of flow at the
intermediate nodes. The last set of constraints (Eqs. [4.20]) are the
traditional non-negativity constraints.

subject to
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An example is given in Figure 63. The LP-formulation can be written as
follows:

subject to

In this primal LP we can replace each equality constraint by two
corresponding constraints of the type as follows:
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The dual variables corresponding to each primal constraint are shown in
the shaded area. We can now easily write the dual problem as follows:

Denoting the dual variables by the dual of the problem
example can now be written as follows (again, the primal variables
corresponding to the dual constraints are indicated in the shaded area):

Because the primal constraints are equality constraints, the corresponding
dual variables are unrestricted in sign. As can be seen, each dual constraint
contains only two variables. If an arbitrary value (usually 0) is assigned to
(or the minimisation can be achieved by inspection. The optimal
solution to the primal is derived from the optimal solution of the dual by
invoking the complementary slackness conditions. These conditions state
that each inequality constraint in the dual, satisfied as a strict inequality,
must have its corresponding variable equal to zero, while the others may
be positive.

In order to apply the complementary slackness conditions to the dual
formulation of the problem example, we can rewrite the dual constraints as
follows:

In general, the dual problem can be written as follows:

subject to

all unrestricted in sign
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Arbitrarily setting we immediately obtain the optimal solution by

inspection (since the objective function is min and hence the
should be given the largest possible value) as follows:

Substituting these values in the dual model and applying the
complementary slackness conditions, yields the primal optimal solution in
the following way. The second dual constraint and the fifth
dual constraint are both satisfied as a strict inequality, while
all other dual constraints are satisfied as a strict equality. According to the
second dual constraint we have and according to the fifth dual

constraint we have From the first primal constraint

we obtain the third primal constraint then

yields

The second primal constraint yields the

fourth primal constraint yields and the fifth

primal constraint yields As a result, the
critical path is <1,2,4,5,6>, which is indicated in bold in Figure 63.

2. TEMPORAL ANALYSIS IN NETWORKS WITH
GENERALISED PRECEDENCE RELATIONS

Generalised precedence relations (GPRs) with minimal and maximal
time-lags have been introduced in Section 1.2.3 of Chapter 2. The GPRs
between two activities i and j have the form:
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where represents a minimum time-lag between the start time of

activity i and the start time of activity j (similar definitions apply for

denotes the start time and denotes the finish time of activity

i.

2.1 GPRs in standardised form

The GPRs can be represented in standardised form by transforming them
to, for instance, minimal start-start precedence relations, using the following
transformation rules (Bartusch et al. (1988)):

The interval is called the time window of relative to

(Bartusch et al. (1988)). Let us borrow from De Reyck (1998) the example
activity network given in Figure 64. The numbers above the nodes
(activities) denote the activity durations The labels associated with the
arcs indicate the GPRs. The bold edges indicate the critical paths (cf. infra).
Applying the transformations to this network example results in the activity
network in standardised form given in Figure 65. Now the labels associated
with the arcs indicate the time-lags If there is more than one time-lag
between two activities i and j, only the maximal time-lag is retained. The
resulting network is called the constraint digraph, which is short for digraph
of temporal constraints (Bartusch et al. (1988)).

It should be noted that activity networks with GPRs may contain cycles.
A path is called a cycle if s = t. ‘Path’ refers to a directed
path; ‘cycle’ refers to a directed cycle. The length of a path (cycle) in a
standardised project network is defined as the sum of all the lags associated
with the arcs belonging to that path (cycle). To ensure that the dummy start
and finish activities correspond to the start and the completion of the project,
we assume that there exists at least one path with nonnegative length from
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node 1 to every other node and at least one path from every node i to node n
which is equal to or larger than If there are no such paths, we can insert
arcs (1,i) or (i,n) with weight zero or respectively.

is the set of immediate predecessors of node i in graph
G=(V,E), is the set of all its immediate successors. If there
exists a path from i to j, then we call i a predecessor of j and j a successor of

i. and denote the set of (not necessarily immediate)
predecessors and successors of node i respectively. If the length of the
longest path from i to j is nonnegative, i is called a real predecessor of j, and
j is called a real successor of i. Otherwise it is a fictitious one.
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2.2 Computing the earliest start schedule

A schedule is called time-feasible, if the activity start
times satisfy the following conditions:

where Eqs. [4.24] ensure that no activity starts before the current time (time
zero) and Eqs. [4.25] denote the GPRs in standardised form.

The resource-unconstrained project scheduling problem with GPRs under
the minimum makespan objective (classified as problem following
the conventions of Chapter 3) can be mathematically formulated as follows:

The objective is to minimise the project duration (makespan). As shown
in Eq. [4.26], this corresponds to minimising the completion time (or start
time, since of the dummy end activity n. Constraints [4.27] represent
the GPRs. Constraints [4.28] ensure that all activity start times assume
nonnegative integer values. Solving problem can be accomplished
by computing a time-feasible earliest start schedule (ESS), i.e. the minimum
start times satisfying both Eqs. [4.27] and [4.28]. For the
example of Figure 65, ESS = (0, 0, 2, 2, 8, 3, 9, 10, 11, 16).

The earliest start of an activity i can be calculated by finding the longest
path from node 1 to node i. The calculation of an earliest start schedule
(ESS) can be related to the test for existence of a time-feasible schedule. A
time-feasible schedule for G exists iff G has no cycle of positive length
(Bartusch et al. (1988)). Such cycles would unable us to compute start times
for the activities which satisfy conditions [4.27] and [4.28]. Therefore, if we
compute the longest path matrix where denotes the longest path
length from node i to node j, a positive path length from node i to itself
indicates the existence of a cycle of positive length, and consequently, the
non-existence of a time-feasible schedule. In the literature (Bartusch et al.
(1988)), the matrix is often referred to as the distance matrix.

The computation of the matrix can be performed by standard graph
algorithms for computing longest paths in networks. The Floyd-Warshall
algorithm, for example, is of time complexity (see e.g. Lawler (1976)).

The possible existence of cycles should be taken into account. Let

subject to
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represent the length of a longest path from node i to node j subject to the
condition that this path uses only the nodes 1, 2, ..., k-1 as internal nodes.

Clearly, represents the actual longest path distance from node i to

node j. If we start with the matrix with

we can compute the matrix according to the updating formula
for all i=1,2,...,n (the numbers in the

diagonal of ), there exists a time-feasible schedule. The ESS is given by the
numbers in the upper row of The matrix for
the problem example is found to be the following:

A value equal to represents the non-existence of a path from
activity i to activity j. The zeroes in the diagonal indicate the existence of a
time-feasible schedule.

The ESS can be computed more efficiently by using the Modified Label
Correcting Algorithm (Ahuja et al. (1989)), which is of time complexity

A label correcting algorithm is iterative and assigns tentative
distance labels to nodes at each step. The distance labels are estimates of (i.e.
lower bounds on) the longest path distances and are considered as temporary
until the final step where is the longest path length from the source node

1 to node j. The algorithm maintains a LIST of nodes with the property that if
there is an arc for which then LIST must contain node i. The

algorithm runs as follows:
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Step 1. Set the distance labels for the nodes as follows:

for j = 2,3,...,n. Initialise the list of nodes LIST= [1].
Step 2. If LIST is empty, go to Step 5. Select the first node i from LIST.

Delete i from LIST.
Step 3. If i has no uncorrected successors (successors for which the

distance label has not been corrected), go to Step 2. Otherwise, select an
arbitrary uncorrected successor j of i.

Step 4. If the distance label has changed and

add node j to the end of LIST and go to Step 3.
Step 5. Stop.
The algorithm assumes the presence of a single starting node to start the

calculations in Step 1. In general, this poses no problem given our
assumption that the network contains a single dummy start and end node.

Let us illustrate the algorithm on the simple constraint digraph of Figure
66.

Step 1.
Step 2.
Step 3.
Step 4.
Step 3.
Step 4.
Step 3.
Step 2.
Step 3.
Step 4.
Step 3.
Step 2.
Step 3.

for i = 2,3,4; LIST=[1].
Select node 1 from LIST; LIST=[].
Select node 2 as a successor node of node 1.

Select node 3 as a successor of node 1.

No uncorrected successors left.
Select node 2 from LIST; LIST=[3].
Select node 4 as a successor node of node 2.

No uncorrected successors left.
Select node 3 from LIST; LIST=[4].
Select node 1 as a successor node of node 3.
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Step 4.
Step 3.
Step 4.
Step 3.
Step 2.
Step 3.
Step 2.
Step 5.

Select node 4 as a successor of node 3.

No uncorrected successors left.
Select node 4 from LIST; LIST=[].
No uncorrected successors left.
LIST is empty.
Stop.

The corresponding early start schedule is obtained as ESS=(0, 2, 4, 7). We
leave it as an exercise for the reader to apply the algorithm to the constraint
digraph of Figure 65.

A latest allowable start schedule (LSS) can be computed by a similar
method, based on the network with all arcs reversed and with the condition
that Note that for calculating the LSS, the maximal time-lags
between activities have to be taken into account.

2.3 Activity criticality in activity networks with GPRs

The notions of critical paths and activity floats studied earlier have to be
modified when used for activity networks with GPRs. A critical path is still
the longest path from node 1 to node n. All the activities on this longest path
are called critical. For the standardised example of Figure 65, there are four
critical paths (indicated in bold), namely <1-3-5-8-10>, <1-3-5-8-9-10>, <1-
3-5-7-8-10> and <1-3-5-7-8-9-10>. The length of each of these critical paths
equals 16.

2.3.1 Cycles and tree structures

In a standardised project network with GPRs, a critical path may contain
cycles, provided they are of length zero. When determining the critical
path(s) in nonstandardised networks with GPRs, the maximal time-lags
require special attention. A critical path may not be a path in the strict sense,
but rather be a tree structure, because it may include an activity connected
with a minimal and maximal time-lag in the same direction, ensuring that the
start or completion of the activity should be exactly equal to the start or
finish of a predecessor plus a certain time-lag. The critical path will always
contain a chain from the start to the end activity, but it can contain several
branches connected to this chain. De Reyck (1998) provides the example of
Figure 67 to illustrate this point.
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Figure 68 shows the standardised version of the network in Figure 67,
with the critical paths indicated in bold. The longest path from source to sink
in the network of Figure 68 has a length of 50, being the critical path length.
There are, however, several different critical paths, amongst others
<1,3,6,8>, <1,3,2,3,6,8>, <1,3,4,3,6,8> and <1,3,4,7,4,3,6,8>. The last three
paths contain a cycle. Only activity 5 is non-critical. The critical path in the
non-standardised project network of Figure 67 contains several branches and
has the shape of a tree rather than a path.

However, transforming the maximal time-lags into minimal ones (while
still distinguishing between the four types of precedence relations), yields
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multiple critical paths which do not exhibit a tree structure, as shown in
Figure 69. We alert the reader for the fact that criticality analysis should be
performed with extreme care when GPRs with maximal time-lags come into
play. Therefore, we agree with the argument of De Reyck (1998) who
advises that a temporal analysis should be performed on project networks in
which the maximal time-lags are transformed into minimal ones in the
opposite direction. The constraint digraph should not be used for criticality
analysis since it does not correctly represent the impact of altering activity
durations on the earliest start schedule or on the total project duration.

2.3.2 Types of criticality

In traditional CPM terminology, an activity is considered to be critical if
delaying that activity causes a project delay. This implies that an increase of
the duration of a critical activity results in an increase of the project duration
with the same amount. This is not always the case when the project network
contains GPRs. In such networks, delaying a critical activity will always
result in an equal increase in the project duration, but a duration increase of
a critical activity will not always lead to an increase in the duration of the
project. In the example of Figure 69, delaying critical activity 3 with one
time unit will result in a unit increase in the duration of the project.
However, a unit increase in the duration of activity 3 will not cause a project
delay at all. This is due to the fact that the (minimal) time-lags of the critical
path(s) containing activity 3 are of the SS- and FS-type for its (immediate)
predecessors, and are of the SS- or SF-type for its (immediate) successors.
Therefore, only the start of activity 3 really matters and should not be
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delayed in order to avoid a project delay, whereas the finish of activity 3 has
some float. Actually, as we will explain below, activity 3 is start-critical:
increasing its duration does not affect the project duration, delaying its start
leads to a project duration increase.

Elmaghraby and Kamburowski (1992) distinguish between different
criticality types. The following definitions apply. An activity is labelled:

Critical when it is located on a critical path;
Start-critical if (a) it is critical, and (b) if the project duration
increases when the start time of the activity is delayed;
Finish-critical if (a) it is critical, and (b) if the project duration
increases when the finish time of the activity is delayed;
Forward-critical (described as normal-critical by Hajdu (1997)) if (a)
it is start-critical, and (b) when the project duration increases when
the activity’s duration is increased;
Backward-critical (described as reverse-critical by Hajdu (1997)) if
(a) it is finish-critical, and (b) when the project duration increases
when the activity’s duration is decreased;
Bi-critical if (a) it is start- and finish-critical, and (b) when the
project duration increases when the activity’s duration is either
increased or decreased.

The criticality type of an activity can be determined by looking at the
precedence relations originating from all critical activities leading to the
activity in question and originating from the activity to all other critical
activities. Table 6 relates the criticality type of a critical activity to the time-
lag between the activity and its (immediate) predecessors and (immediate)
successors. The second column of Table 7 shows the criticality type for the
critical activities of the project network of Figure 64.
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2.4 Activity flexibility in activity networks with GPRs

As mentioned by Elmaghraby and Kamburowski (1992), the concept of
criticality of an activity has been wedded to that of project duration.
However, increasing or decreasing the duration of an activity in the presence
of GPRs may not be permissible since the resulting project may become
time-infeasible. The criticality of an activity says nothing about the effect of
shortening or extending the duration of an activity on the time-feasibility of
the project. It determines the effect on the total project duration, given that
the change is feasible with respect to the temporal constraints. In the
presence of GPRs one may be interested in varying an activity duration in
order to achieve network feasibility, rather than affect the project duration.
This novel consideration inspired Elmaghraby and Kamburowski (1992) to
introduce the concept of flexibility to denote the freedom to manipulate the
activity duration to achieve feasibility. The absence of such flexibility results
in denoting the activity as inflexible.

An activity is said to be forward-inflexible (backward-inflexible) if
extending (shortening) the activity duration by a small amount (or in the
discrete case, 1) results in a time-infeasible project or a project completion
time exceeding the shortest project duration of the original project. An
activity is bi-inflexible if it is forward- and backward-inflexible.
Consequently, if an activity is forward-critical (backward-critical) (bi-
critical), then it is also forward-inflexible (backward-inflexible) (bi-
inflexible). If an activity is start- or finish-critical, then it is also bi-
inflexible. The last column of Table 7 denotes the flexibility type for each
activity in the network example of Figure 64.

If one aims at shortening the project duration by acting on the activity
durations, one should focus on those activities that are backward-flexible and
forward-critical (such as activity 9 in the network of Figure 64), or forward-
flexible and backward-critical (such as activity 5 in the network of Figure
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64). The duration of the former should be reduced, the duration of the latter
should be extended. Obviously, in order to reduce the duration of a project,
(backward-flexible and forward-critical or forward-flexible and backward-
critical) activities in every critical path should be tackled.

2.5 Activity floats in activity networks with GPRs

The notion of activity floats for activity networks with GPRs are similar
to those of standard CPM networks. The total float of an activity is nothing
else than the maximal amount of time that an activity can be delayed without
causing a project delay. An activity is critical if its total float equals zero.
However, in CPM networks an activity may be delayed by the late start or a
duration increase of a predecessor activity. In activity networks with GPRs,
only late starts are used for computing activity floats, since activity duration
increases may not lead to a project delay or may not be permissible at all
because of time-infeasibilities.

3. EXERCISES

1. Consider the following project activities with corresponding data:

All precedence relations are of the finish-start type with zero time-lag.
Draw the network in AoN format. Perform the forward and backward
critical path calculations. Derive for each activity the total, free and
safety float values.

2. Consider the following data for a project with five activities:
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Assuming finish-start precedence relations with zero time-lag, draw the
network in AoA format and in AoN format. Perform the forward and
backward critical path calculations and determine the critical path(s).

3. Consider the AoN network shown below. The number next to each node
represents the fixed duration of the corresponding activity. The directed
arcs represent finish-start precedence relations with zero time-lag.
Perform the forward and backward critical path calculations and identify
the critical path. Compute for each activity the total, free and safety float
values.

Now, study the AoA representation of the network.

Perform the classical forward and backward critical path calculations on
the AoA network using Eqs. [4.6]-[4.7]. Compute for each activity the
total float, free float and safety float values using Eqs. [4.9]-[4.11]. What
are your conclusions?
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4. Apply the Elmaghraby—Kamburowski procedure for calculating the
earliest and latest event realisation times to the AoA network of the
previous question. Compute the float values for each activity using Eqs.
[4.13]-[4.15].

5. Consider the project described in Exercise 1. Give the primal network
flow formulation for determining the critical path. Derive the dual
formulation and use the complementary slackness conditions to solve the
dual LP by inspection.

6. Consider the following AoN network with GPRs with minimal time-lags:

The duration of each activity is indicated next to the corresponding node.
Compute the early start schedule. Determine the criticality of each
activity. What will happen to the project duration if the duration of
activity 2 is increased to 10 periods?

7. Consider the following constraint digraph:

Compute the distance matrix using the Floyd-Warshall algorithm. Derive
the early start schedule.

8. Apply the modified label correcting algorithm to the network of Exercise
7 and derive the early start schedule. Impose the condition and
derive the late start schedule using the same algorithm.

9. Consider the following project with GPRs:
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Derive the constraint digraph. Apply the modified label correcting
algorithm to compute the early and late start schedule. Identify the
critical path(s). Determine for each activity its criticality.

10. Consider the network with GPRs shown below (Hajdu (1997)). Compute
the standardised project network. Compute the critical paths. What are
your conclusions with respect to the shape of the critical paths?
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Chapter 5

TEMPORAL ANALYSIS: ADVANCED TOPICS

In the previous chapter we discussed the temporal analysis for the basic
deterministic case, in the absence of resource considerations and under the
objective of minimising the project duration in the notation of
Chapter 3). As discussed in Chapter 2, minimising the project duration is
undoubtedly the most popular time-based objective function discussed in the
project scheduling literature. Most often it is recognised as the most relevant
objective (Goldratt (1997), Kolisch (1996a)). Minimising the project
duration implies that the resources tied up in the project activities are
released as soon as possible, thereby making them available for other
projects in the future which are yet unknown and surrounded with
uncertainty. Minimising the project makespan also releases tied-up capital
because quite often the majority of incoming payments do occur at the end
of the project. Also the quality of forecasts and other information used for
managing projects deteriorates with the length of the timespan for which
they are made. Minimising the project makespan minimises this timespan
and thus reduces the uncertainty of the provided data.

Minimising the project duration is the most typical example of what we
described in Chapter 2 as a regular measure of performance. A regular
measure of performance (also referred to as an early completion measure),

is monotone with respect to all activity completion time variables,
i.e. it is a nondecreasing (in the case of a minimisation problem) or a
nonincreasing (in the case of a maximisation problem) function of the
activity completion times. Some typical examples, already mentioned in
Chapter 3, are and The value of a
regular objective function is not improved by delaying activities beyond
their earliest precedence-feasible completion times.
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Nonregular measures of performance do not satisfy the just mentioned
condition. The value of a nonregular measure of performance (also referred
to as free completion measures), can be improved by delaying
activities, even if such a delay is not imposed by problem specific
constraints. A popular nonregular performance measure is the financial
objective i.e. the maximisation of the net present value of the

project cash flows. The minimisation of the sum of the weighted earliness-
tardiness costs of the project activities is another example. If an activity i is
subject to a due date its earliness is defined as where

denotes its completion time. The tardiness of activity i is defined as

The earliness-tardiness cost is then defined as

where denote the per unit earliness (tardiness) cost of

activity i. Before we start the discussion of procedures for maximising the
net present value of a project and minimising weighted earliness-tardiness
costs, we focus in the next section on the general problem of scheduling
projects with start-time dependent costs. The objective of minimising
irregular starting time costs generalises many popular (regular and
nonregular) objective functions.

1. PROJECT SCHEDULING WITH START-TIME
DEPENDENT COSTS

Assume an AoN network represented by the graph with V as the
set of vertices (nodes) and E as the set of edges (arcs). We assume a dummy
start node 1 and a dummy sink node n = |V|. We also assume that the nodes

are topologically numbered such that an arc always leads from a smaller to a
higher node number. The fixed integral duration of an activity i is denoted
by and every activity i incurs a cost if it starts at time It is
assumed that an upper bound T on the project duration is given (time
horizon) such that Activities are subject to generalised
precedence relations (GPRs) which are represented in standardised form, i.e.
transformed into minimal start-start precedence relations with time-lag

between the start of activity i and the start of activity j. In this way all GPRs
are consolidated in the expression Obviously, finish-

start precedence constraints with zero time-lag can be represented by letting
if activity i must precede activity j. The objective is to schedule the

activities such that the start-time dependent costs are minimised. If the zero-
one variable equals 1 when activity i starts at time t, the start-time
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dependent costs can be denoted as In the remainder of this

section, it is assumed that a time-feasible schedule does exist.
The objective function generalises the maximisation of the net present

value, where a cash flow of is associated with activity i, a discount rate of

is used and (see our subsequent discussion in Section 2).
Another special case is given by linear earliness-tardiness costs (Section 3),
or more general, by (piecewise) linear convex cost functions

Whereas it has been assumed that the computational complexity of the
problem was open (Maniezzo and Mingozzi (1999) developed a branch-and-
bound procedure), Möhring et al. (2000a,b), inspired by results which co-
existed in the literature (Cavalcante et al. (1998), Chang and Edmonds
(1985), de Souza and Wolsey (1997), Gröflin et al. (1982), Juang (1994),
Margot et al. (1990), Roundy et al. (1991), Sankaran et al. (1999)), have
shown that the problem is solvable in polynomial time.

Inspired by Pritsker et al. (1969), Möhring et al. (2000a,b) use the
variables to denote that activity i is started at time t and
otherwise in the following integer programming formulation:

subject to

The objective function in Eq. [5.1] is to minimise the start-time
dependent costs. The constraints in Eqs. [5.2] enforce a unique start time for
each activity. Eqs. [5.3] denote the GPRs. The GPRs and the upper bound T
allow for the computation of earliest possible and latest allowable activity
start times. For ease of notation, it is assumed here that all variables with
time indices outside these boundaries are fixed at values which ensure that
no activity is started before its earliest or after its latest start time. Due to the
equalities in Eqs. [5.2], it can be assumed without loss of generality that

for all i and t, since any additive transformation of the weights only
affects the solution value, but not the solution itself.

We alert the reader to the fact that Eqs. [5.3] are often replaced by the
weaker formulation

1.1 Integer programming formulations
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This is indeed a weaker formulation: inequalities [5.3] together with [5.2]
imply [5.5], even if the variables are allowed to take on fractional values.

The opposite, however, is not true. Eqs. [5.4] define the as 0-1 variables.
Chaudhuri et al. (1994) showed that the linear programming relaxation of

this integer programming formulation is integral. The LP relaxation of [5.1],
[5.2], [5.5], and [5.4], however, is in general not integral (Sankaran et al.
(1999)).

Inspired by Pritsker and Watters (1968), Möhring et al. (2000a,b)
describe another integer programming formulation using the variables

if activity i is started at time t or earlier and otherwise. The problem
reads as follows:

subject to

Here, for all and t = 0,1,..., T – 1, and

The reader will observe that the relation and
allows to transform one formulation into the other.

Gröflin et al. (1982), while studying pipeline scheduling with out-tree
precedence constraints, observed that the constraint matrix of [5.8]-[5.9] is
the arc-node incidence matrix of a digraph and is unimodular. This implies
that the corresponding polytope is integral, so that the linear programming
relaxation of the integer program is integral. Hence, the problem is solvable
in polynomial time. Gröflin et al. (1982) developed a network flow
algorithm which solves their pipeline scheduling problem with tree-like
precedence constraints in time O(nT). Their algorithm is based on the dual of
the formulation [5.6]-[5.10], and can be applied to project scheduling
problems with start-time dependent costs, out-tree (or out-forest) precedence
constraints and zero time-lags

Roundy et al. (1991) used the same problem formulation in the context of
job shop scheduling where the precedence constraints are independent chains
representing the order of operations for each job. Maniezzo and Mingozzi
(1999) present a dynamic programming algorithm with time complexity
O(nT) for the special case of out-forests.
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Chang and Edmonds (1985) restrict their analysis to the case
and reduce the project scheduling problem with irregular

starting time costs to a minimum cut problem. They actually transform the
problem to the so-called minimum weight closure problem which has been
shown to be equivalent to the minimum cut problem (Balinski (1970), Picard
(1976), Rhys (1970)).

The minimum weight closure problem finds an important application in
open pit mining for determining open pit mining contours. Given a node
weighted digraph (V,E), the problem is to find a subset C of nodes (the
closure) of minimum weight such that any arc (i,j) with implies

i.e. if a node is in the closure, then all its successors are in the

closure. Using binary variables if otherwise, the
problem can be formulated as follows:

subject to

The relation to the second integer programming formulation discussed in
the previous section, should now be apparent. Rhys (1970) has observed that
the constraint matrix is unimodular.

Möhring et al. (2000a,b) reduce the problem [5.l]-[5.4] to a minimum cut
problem in the following way. They use an underlying digraph D=(V,A)
defined in the following way:

Vertices. The authors define a vertex for every activity i and

every time instant In addition, they use a source
node a and a sink node b.
Arcs. So-called assignment arcs are defined for all i and t.

This results in direct chains for all i.

So-called temporal arcs are defined for all given time-

lags and for all t. A set of dummy arcs connects the source and the
sink vertices a and b with the remaining network: and

for all i.

Arc capacities. The (upper) capacity of each assignment arc
is set to The temporal arcs and dummy arcs have

infinite capacity. All lower capacities are 0.

1.2 Reduction to a minimum cut problem
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In order to illustrate the construction of the digraph D, we borrow the
example from Möhring et al. (2000b), shown in Figure 70. The network is
shown in AoN representation. The duration of each activity is indicated next
to its corresponding node. The time-lags are indicated along the arcs. The
upper bound on the project duration is T=6. The earliest start times for the
activities are 0, 1, 0, 0 and 3. The latest start times of the activities are 3, 4,
3, 2 and 5, respectively. To avoid excessive notation, these earliest possible,
latest allowable start time considerations have been omitted from the above
definition.

The digraph of Figure 71 exactly corresponds to the digraph defined by
the arc-vertex incidence matrix given by [5.8] and [5.9], except for the
orientation of the temporal arcs and the dummy arcs connecting the source
and the sink node.
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An a-b-cut in the transformed digraph D (see Chapter 2, Section 1.2.1.3)
is an ordered pair of disjoint sets with and

An arc (u,v) is said to be a forward arc of the cut if and

The capacity of a cut is the sum of the capacities of

the forward arcs in the cut, i.e.

Möhring et al. (2000b) now show that there is a one-to-one
correspondence between minimum a-b-cuts of the transformed
digraph D with exactly n forward arcs and the optimal solutions x of the
integer programming formulation [5.1]-[5.4] by virtue of

The value w(x) of an optimal solution of [5.1]-[5.4] equals the capacity of
any minimum cut of the transformed digraph.

A minimum cut in D can be computed using the labelling algorithm of
Ford and Fulkerson (1962) (see also Chapter 8) which runs in
pseudopolynomial time. It is possible to do better, however. Since the
digraph D has O(nT) vertices and O((n+m)T) arcs (remember that n = |V| and

m = |E|), a minimum cut in D can be computed in with the

classical push-relabel algorithm for maximal flows developed by Goldberg
and Tarjan (1988).

Möhring et al. (2000b) show their important result using the following
three Lemmas.

Lemma 1. For each feasible solution x of integer program [5.1]-[5.4], there
exists an a-b-cut in D with exactly n forward arcs such that

Proof (see Möhring et al. (2000b)). Assume a feasible solution x of integer
program [5.1]-[5.4] with cost w(x). Due to [5.2], there exists for each activity
i only one for some Define a cut in digraph D by

By construction of D, all arcs

are forward arcs of cut The sum of the capacities of these arcs is
exactly w(x). Suppose that there exists another forward arc in the cut. This
must be a temporal arc Thus, there is a constraint

between activities i and j. Since there
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is a contradiction to the assumption that x was feasible. Hence,

Lemma 2. Let be a minimum a-b-cut of the digraph D. Then there
exists a cut with the same capacity such that for each activity i exactly one
assignment arc belongs to the cut.

Proof (see Möhring et al. (2000b)). We have assumed that problem [5.1]-
[5.4] has a feasible solution. By Lemma 1 there exists an a-b-cut in digraph
D which has finite capacity. Hence, the minimum cut has finite
capacity. The dummy arcs have infinite capacity, so it follows that for each
activity i at least one assignment arc is a forward arc of the cut

Now suppose that contains more than one assignment arc

for some activity i. We then construct another cut with the same
capacity which only contains one assignment arc for each activity i. For
activity i, let be the smallest time index such that

Let Now and the set of

assignment arcs of is a proper subset of the corresponding set of

assignment arcs of We assumed all weights to be non-negative.

To show that has no larger capacity than it now suffices

to show that does not contain any of the temporal arcs as forward
arc. To this end, assume that there exists such a temporal arc

Define and as the feasible start time

intervals for activities i and j, respectively. Since is an arc of D,

also is an arc of D for all such that and

Now define and observe that both

and otherwise Since we have

Moreover, and by definition of we have Thus

we have identified a temporal arc Since temporal

arcs have infinite capacity, this is a contradiction to the assumption that
is a minimum cut.
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Lemma 3. For each minimum cut in D with exactly n forward arcs,
the assignment [5.14] defines a feasible solution x of integer program [5.1]-
[5.4], such that

Proof (Möhring et al. (2000b)). Since the cut must contain exactly one
assignment for each activity i, the solution x defined by [5.14] fulfils Eq.
[5.2]. The validity of the GPRs [5.3] can be shown by contradiction.
Optimality of the so-defined solution also follows by contradiction, using
Lemma 1.

2. TEMPORAL ANALYSIS UNDER THE MAX NPV
OBJECTIVE

In recent years a number of publications have dealt with the project
scheduling problem under the objective of maximising the net present value
(npv) of the project. The majority of the contributions (for a review, we refer
the reader to Herroelen et al. (1997)) assume a completely deterministic
problem setting, in which all relevant problem data, including the various
cash flows, are assumed to be known from the outset. Research efforts have
led to the development of exact solution procedures for the so-called
“unconstrained” project scheduling problem, where activities are only
subject to precedence constraints. In the next section we focus on the
temporal analysis of the max-npv problem under strict finish-start
precedence constraints. The case of generalised precedence relations is
discussed in a subsequent section.

2.1 Strict finish-start precedence relations with zero
time-lags: problem

In this section we assume networks in AoN format, deterministic activity
durations and finish-start precedence relations with zero time-lag. The
problem under study is the computation of the set of activity completion
(start) times which maximises the npv objective. Using the notation of
Chapter 3, this problem is denoted as problem

2.1.1 The deterministic max-npv problem

The deterministic max-npv problem can be modelled as a nonlinear,
nonconcave mathematical program. This is discussed in the next section.
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2.1.1.1 Problem formulation
Assume an AoN network represented by the graph with V as the

set of vertices (nodes) and E as the set of edges (arcs). We assume a dummy
start node 1 and a dummy sink node n = |V|  . We also assume that the nodes

are topologically numbered such that an arc always leads from a smaller to a
higher node number. The fixed duration of an activity i is denoted by and
the performance of each activity involves a series of cash flow payments and
receipts throughout the activity duration. A terminal value of each activity
upon completion can be calculated by compounding the associated cash flow
to the end of the activity as follows:

where denotes the terminal value of all cash flows occurring during the

execution of activity denotes the cash flow occurring for activity i in

period and is the discount factor. The discount
factor denotes the present value of a Euro to be received at the end of period
1 using a discount rate r (r is also called the hurdle rate or opportunity cost
of capital which represents the return foregone by investing in the project
rather than in securities).

Conceptually, the deterministic max-npv problem (problem
can then be formulated as a nonlinear problem (P):

subject to

where the decision variable denotes the start time of activity i. The
objective function [5.16] maximises the net present value of the project by
discounting the cash flows associated with the activities to the start of the
project (time zero). Eqs. [5.17] denote the zero-lag finish-start precedence
constraints. Eq. [5.18] forces the dummy start activity to begin at time zero.
Eq. [5.19] enforces the project deadline to be met. Although the
negotiated project deadline can be incorporated in Eqs. [5.17], it is explicitly
stated in the problem formulation because it is an essential part of the max-
npv problem. When the objective is to maximise the npv of a project, it is
quite possible that in the optimal schedule part of the project (with a global
negative npv) is delayed up to the project deadline. If such a deadline is
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absent that part of the project will be delayed up to infinity and
will never be completed! Eq. [5.20] ensures the activity start times to assume
non-negative integer values. A schedule is called feasible
if it satisfies constraints [5.17] to [5.20]. The set of all feasible schedules S,
i.e. the feasible region, represents a polytope with integer vertices. Since the
coefficient matrix of constraints [5.17] to [5.20] is totally unimodular and all
activity durations are assumed to be integers, each vertex of S is integer. The
objective function [5.16] is nonlinear, nonconcave, componentwise
monotonic and differentiable. When the differ in sign, local maxima
might exist.

We know from our discussion in Section 1 of this chapter, that the
problem is a special case of the start-time dependent cost problem and as a
result can be transformed into a minimum cut problem which can be
efficiently solved in polynomial time. Over the years, however, a number of
highly efficient dedicated solution procedures have been developed. They
are the subject of our subsequent discussion.

Grinold (1972) made a very important contribution. Taking an event-
oriented view, i.e. viewing the cash flows associated with the events in an
AoA network – he has shown that the problem can be transformed into a
linear programming problem. The transformation of the max-npv problem
into a linear programming problem is the subject of the next section.

2.1.1.2 Transformation into a linear programming problem
In this section it is demonstrated that problem P can be transformed into

a linear program P’. As already discussed in Section 1.2.3.2 of Chapter 1, a
convenient way to describe the project deadline is the introduction of a

maximum time-lag between the start of the project (dummy
start node 1) and the end of the project (dummy end node n). Accordingly,
the arc (n,1) is weighted by

Let be the factor used to discount the cash flow which

is generated if activity i starts at time Obviously, As

we have The constants are defined

by For an arc we have For arc

(n,l) we have
The equivalent linear program P’ can then be stated as follows:

subject to
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It can easily be shown that Eq. [5.22] is identical to which

incorporates [5.17] and [5.19].
The structure of problem P’ is that of the weighted distribution problem

(Dantzig (1963)). Let S’ denote the feasible region of problem P’. Grinold
(1972) has shown that if and only if Schedule S satisfies the
constraints of problem P only if

The first of these constraints corresponds to as given in Eq. [5.23].
The last two constraints can be rearranged to say

Given the fact that the natural logarithm is a strictly monotone
transformation (if and are positive numbers, then if and

only if the constraints are equivalent to

These can readily be transformed into the constraints shown in Eq.
[5.22]. We are now ready to establish the following theorem.

THEOREM. Each local maximiser on S is a global maximiser on S.

Proof. It has been shown above that if and only if Since

equals the objective function values of

optimal solutions to P and P’ coincide. Let be a local maximiser of f

on S. Since is continuous, y represents a local maximiser of f’ on
S’. P’ being a linear program, y then represents an optimal solution to P’
which implies that S maximises f on S.
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2.1.1.3 Characteristics of the optimal solution
A tree in the project graph (V,E) is a subgraph of n-1 arcs and no loops.

Let T be the arcs in the tree and T’=E/T the arcs deleted from E to form the
tree. A tree is feasible if we can associate a schedule S with the tree so that

and

where It is well-known that the relations and for

uniquely determine the schedule S. Every extreme point of
is equivalent to a feasible tree.

It can easily be shown that if is a feasible schedule and y is the
corresponding point in S’, then inequality is binding exactly if

the corresponding inequality is binding. Indeed, the following

equivalencies are due to the strong monotonicity and the positivity of
exponentials:

It follows that problem P can be solved optimally by an algorithm which
is based on the enumeration of trees T of project network G=(V,E) which
correspond to vertices of polytope S. If there is always an optimal
schedule representing a vertex of S. We have just shown that each vertex S
of S corresponds to a vertex y of S’. If S’ is nonempty, there is an optimal
solution y to P’ which represents a vertex of S’.

Realising that the search for optimal schedules can be restricted to
feasible trees in the project graph, Grinold (1972) derives an optimal
procedure for AoA networks which does just that, while following the logic
of the simplex method applied to problem P’. In addition, he shows how to
solve problem P parametrically in the deadline constraint to measure the
exact trade-off between present value and project completion time.
Unfortunately, Grinold (1972) does not offer any computational results.

Recently, an efficient recursive procedure for AoN networks has been
developed (Herroelen et al. (1996), Vanhoucke et al. (2001c)) which consists
of three basic steps: the construction of an early tree, the construction of a
current tree and a recursive search on the current tree. This algorithm is
described in the next section.
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2.1.2 An exact recursive procedure for the max-npv problem

The exact recursive procedure starts with a first step in which the earliest
completion time for each activity is computed based on traditional forward
pass critical path calculations which allows for the construction of the
corresponding early tree ET. Using to denote the earliest finish time of

activity j and to denote the set of its immediate predecessors, the

pseudocode for the forward pass procedure can be written as follows:

procedure forward_pass;
ET=(n,1);

Do for j:=2 to n-1

Do

If then and

We initialise the early tree with an arc leading from the dummy end
activity n, which is scheduled at the deadline of the project, to the dummy
start activity 1. This extra arc allows the recursive search to be performed in
the third step to start from the dummy start node. The early tree spans all
activities scheduled at their earliest completion times and corresponds to a
feasible solution with a project duration equal to the critical path length.

In step 2, the algorithm builds the current tree, CT, by delaying, in
reverse order, all activities i with a negative cash flow and no successor in
the early tree as much as possible within the early tree, i.e. by linking them
to their earliest starting successor.

When we use to denote the set of the immediate successors of activity

j, the pseudocode of the backward pass procedure to compute the current tree
can be written as follows:

procedure backward_pass;
CT = ET;
Do for j:=n-1 to 2

If and then

Do

If then and
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In step 3 the current tree is the subject of a recursive search (starting from
the dummy start activity 1) in order to identify sets of activities (SA) that
might be shifted forwards (away from time zero) in order to increase the net
present value of the project. Due to the structure of the recursive search it
can never happen that a backward shift (towards time zero) of a set of
activities can lead to an increase in the npv of a project.

When a set of activities SA is found for which a forward shift leads to an
increase of the npv, the algorithm computes its allowable displacement
interval and updates the current tree CT as follows. The arc (i,j) which
connects a node to a node in the current tree CT is removed from
it. The displacement interval of the set of activities SA under consideration is
computed as follows. Find a new arc for which

and add it to the current tree. The completion

times of the activities of SA are then increased by the minimal displacement
and the algorithm repeats the recursive search. If no further shift can be

accomplished, the algorithm stops after reporting the completion times of the
activities of the project with its corresponding npv.

Using CA to denote the set of already considered activities and DC to
denote the discounted cash flow of a set of activities SA, the third step,
including the recursive algorithm, can now be written as follows:

procedure Step_3;

Do ,DC’ (parameters returned by the recursive
function);
Report the optimal completion times of the activities and the net present
value DC’. STOP.

RECURSION(NEWNODE)

Initialise SA={newnode}, and
Do and i succeeds newnode in the current tree CT:

DC’
If then

Set and DC=DC+DC’;
else

CT=CT\(newnode,i);

CT = CT (l,j) with
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Compute and set

Do set

Go to STEP 3;
Do and i precedes newnode in the current tree CT:

DC’
Set and DC=DC+DC’;

Both the early tree and the current tree can be computed in The
overall time complexity of the recursive search method still remains an open
question. The complexity of the recursion itself is The question how
often the recursion is re-executed, however, remains open. As will be
discussed further on, computational experience obtained on large data sets
confirms the excellent and robust performance of the algorithm.

2.1.2.1 A numerical example
In this section, we illustrate the recursive search algorithm by means of

an example borrowed from Vanhoucke (2000). Consider the AoN project
network given in Figure 72. The number above the node denotes the activity
duration while the number below the node denotes the cash flow. Remark
that cash flows can either be positive or negative. In the example, the
discount rate amounts to 0.01 and the project deadline equals 44.

The recursive search algorithm runs as follows:
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STEP 1. CONSTRUCT THE EARLY TREE

The forward pass algorithm of step 1 computes the finish times of the
activities as

and The algorithm constructs the early tree
ET={(1,2),(1,3),(1,4),(2,9),(3,5),(3,6),(3,7),(5,10),(6,12),(7,8),(7,11),(12,13),
(14,1)}. Figure 73 shows the arcs of the early tree ET in black.

STEP 2. CONSTRUCT the Current TREE

In this step, the algorithm builds the current tree by delaying, in reverse
order, all activities with a negative cash flow and no successor in the early
tree. No activity can be found that satisfies both conditions. The reader can
easily verify that only activities 2, 5 and 12 have negative cash flows.
However, they all have a successor in the early tree. Consequently, the
current tree equals the early tree, as displayed in Figure 73.

STEP 3. Set The algorithm now starts a recursive search starting
with node 1.

RECURSION(1)

SA={1}, CA={1} and DC= 0.00
RECURSION(2) : successor node 2
SA={2}, CA={1,2} andDC=-131.85

RECURSION(9) : successor node 9
SA={9}, CA={1,2,9} and DC=21.72
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SA’={2,9} and DC’=-110.13
A shift of the set of activities {2,9} leads to an increase in the net

present value since DC’<0. The arc (1,2) is deleted from the current tree and
the allowable displacement interval is computed to yield the value
We add the arc (9,14) to the current tree and update the completion times of
the activities in SA’, i.e. and The current tree is shown in black
in Figure 74. The algorithm repeats step 3 of the recursive search.

STEP 3. Set The algorithm again performs a recursive search
starting with node 1.

RECURSION(1)
SA={1}, CA={1} and DC= 0.00

RECURSION(3) : successor node 3
SA={3}, CA={1,3} and DC=302.49

RECURSION(5) : successor node 5
SA={5}, CA={1,3,5} and DC=-309.84

RECURSION(10) : successor node 10
SA={10}, CA={1,3,5,10} and DC=30.16

SA'={5,10} and DC’=-279.68
A shift of the set of activities {5,10} leads to an increase in the net

present value since DC’<0. We delete the arc (3,5) from the current tree and
we compute the allowable displacement interval We add the arc
(10,12) to the current tree and add a value of 2 to the completion times of the
activities in SA’, i.e. and The result is displayed in Figure 75.
The algorithm repeats step 3 of the recursive search.
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STEP 3. Set The algorithm again performs a recursive search
starting with node 1.

RECURSION(1)
SA={1}, CA={1} and DC= 0.00

RECURSION(3):successor node3
SA={3}, CA={1,3} and DC=302.49

RECURSION(6): successor node 6
SA={6}, CA={1,3,6}and DC=137.06

RECURSION(12): successor node12
SA={12}, CA={1,3,6,12} and DC=-335.57

RECURSION(13): successor node13
SA={13}, CA={1,3,6,12,13} and DC=141.41

SA’={12,13} andDC’=-194.16
RECURSION(10): predecessor node10
SA={10}, CA={1,3,6,10,12,13} and DC=29.56

RECURSION(5): predecessor node 5
SA ={5}, CA={1,3,5,6,10,12,13} and DC=-303.70

SA’={5,10}an DC’=-274.14
SA’={5,10,12,13}and DC’=-468.31

Since DC’<0 a shift of the set of activities {5,10,12,13} can be
accomplished, resulting in a higher net present value. We delete the arc
(6,12) from the current tree and we compute the allowable displacement
interval We add the arc (13,14) to the current tree and increase the
completion times of the activities in SA’ with 25, i.e.
and The result is displayed in Figure 76. The algorithm repeats step 3
of the recursive search.
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STEP 3. Set The algorithm again performs a recursive search
starting with node 1.

RECURSION(1)
SA={1}, CA={1} and DC= 0.00

RECURSION (3): successor node 3
SA={3}, CA={1,3} and DC=302.49

RECURSION (6): successor node 6
SA={6}, CA={1,3,6} and DC=137.06

SA’={3,6} and DC'=439.55
RECURSION (7): successor node 7
SA={7}, CA={1,3,6,7} and DC=179.95

RECURSION(8): successor node 8
SA={8}, CA={1,3,6,7,8} and DC=333.25

SA’={7,8}and DC’=513.20
RECURSION (11): successor node 11
SA={11}, CA={1,3,6,7,8,11} and DC=353.69

SA’={7,8,11} and DC’=866.89
SA’={3,6,7,8,11} and DC’=1306.44

SA’={1,3,6,7,8,11} and DC’=1306.44
RECURSION(4): successor node 4
SA={4}, CA={1,3,4,6,7,8,11} and DC=302.78

SA’={1,3,4,6,7,8,11} and DC’=1609.22
RECURSION(14)
SA={14}, CA={1,3,4,6,7,8,11,14} and DC= 0.00
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RECURSION(9) : predecessor node 9
SA={9}, CA={1,3,4,6,7,8,9,11,14} and DC=15.46

RECURSION(2) : predecessor node 2
SA={2}, CA={1,2,3,4,6,7,8,9,11,14} and DC=-93.84

SA’={2,9} and DC’=-78.39
SA’={2,9,14} and DC’=-78.39

RECURSION(13) : predecessor node 13
SA={13}, CA={1,2,3,4,6,7,8,9,11,13,14} and DC=110.13

RECURSION(12) : predecessor node 12
SA={12}, CA={ 1,2,3,4,6,7,8,9,11,12,13,14} and DC=-261.34

RECURSION(10) : predecessor node 10
SA={10}, CA={1,2,3,4,6,7,8,9,10,11,12,13,14} and
DC=23.02
RECURSION(5) : predecessor node 5
SA={5}, CA={1,2,3,4,5,6,7,8,9,10,11,12,13,14} and
DC=-236.53

SA’={5,10} and DC ’=-213.50
SA’={5,10,12} and DC ’=-474.85

SA’={5,10,12,13} and DC ’=-364.72
SA’={2,5,9,10,12,13,14} and DC ’=-443.10

SA’={1,2,3,4,5,6,7,8,9,10,11,12,13,14} and DCR ’=1166.12
No further shift can be accomplished. The optimal tree is displayed in

Figure 76 and the completion times of the activities are obtained as

and The optimal net present value amounts to 1166.12.

2.1.2.2 Computational experience
The exact recursive search algorithm for the max-npv problem has been

coded in Visual C++ version 6.0 under Windows 2000 on a Dell personal
computer (Pentium III, 800 MHz processor). The procedure has been tested
on three different data sets. Problem set I consists of the well-known PSPLIB
test instances developed by Kolisch and Sprecher (1996)
(http://www.bwl.uni-kiel.de/Prod/psplib/index.html). For details on these
instances we refer the reader to the parameter settings section of this web site
and to Kolisch et al. (1998). Problem set II contains 5,280 instances
generated by the new generator RanGen described in Vanhoucke et al.
(2000a). The 1,100 instances of the problem set III are also generated by the
new generatorRanGen.

The parameter settings of the instances of the different problem sets in
activity-on-the-node format are described in the subsequent sections. All
problem sets were extended with cash flows, a discount rate and a project
deadline The project deadlines for the instances were set 100 units above
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the critical path length. The cash flows were randomly generated from the
interval [-500;500]. Each problem class comprised 10 instances.

2.1.2.2.1 Problem sets I and II: Computational experience for the
PSPLIB and RanGen instances

Table 8 represents the parameter settings used to generate the 5,280 test
instances with RanGen. The parameters used in the full factorial experiment
are indicated in bold. These instances in activity-on-the-node format use four
settings for the number of activities and three settings for the order strength
OS. The order strength, OS (Mastor (1970)), is defined as the number of
precedence relations (including the transitive ones) divided by the theoretical
maximum number (n(n-l)/2, where n denotes the number of activities). OS is
often used in the literature as a parameter to describe the density of the
project network (Herroelen and De Reyck (1999)). We provided the
problems with cash flows, a discount factor and a deadline as indicated
previously.

The average CPU-time and the standard deviation of the RanGen
instances of problem set II are reported in milliseconds in Tables 9 through
11 (actually, Vanhoucke (2000) has solved 1,000 replications for each
problem and reported the time in seconds). Table 9 also includes the test
results for problem set I (PSPLIB instances). The sets with 30, 60 and 90
activities contain 480 instances while the set with 120 activities contains 600
instances. Taking into account the 11 settings of the percentage of negative
cash flows and the 4 settings for the discount rate, the number of problem
instances in the PSPLIB amounts to 21,120 for the 30, 60 and 90 activity
networks and 26,400 for the 120 activity networks.

Table 9 reveals that the recursive algorithm is very efficient. The PSLIB
instances with 120 activities can be solved in an average CPU-time of 0.768
milliseconds. The RanGen instances are somewhat more difficult to solve
(yet an average CPU-time still within about 2.5 milliseconds for 120
activities). As we will discuss in a later chapter, the small computational
requirements of the recursive procedure holds the promise that the procedure
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can be used to compute upper bounds in bounding procedures designed to
solve the resource-constrained version of the problem.

Table 10 shows a positive correlation between the order strength (OS) of
a project and the required CPU-time. The observed positive correlation is a
normal result: the more dense the network, the more recursion steps are
needed and hence, the more difficult the problem.

Table 11 reveals that the value of the discount rate used does not have a
significant impact on the performance of the algorithm.

The impact of the percentage of negative cash flows on the required
CPU-time for a different number of activities is shown in Figure 77. If, on
the one hand, all the activities have a positive cash flow, the optimal solution
of the max-npv problem consists of scheduling the activities as early as
possible, without performing any shift towards the deadline. If, on the other
hand, all the cash flows are negative, the opposite is true: all the activities
are scheduled nearby the deadline. When the activities can have either
positive or negative cash flows, the problem becomes harder. The higher the
percentage negative cash flows in the project, the more shifts are needed to
solve the max-npv problem to optimality.
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2.1.2.2.2 Problem set III: Computational experience for the 1,210
RanGen instances

Table 12 represents the parameter settings used to generate the 1,210 test
instances with the generator RanGen developed by Vanhoucke et al.
(2000a). The parameters used in the full factorial experiment are indicated in
bold. It should be observed that no limit on the number of initial and
terminal activities nor on the maximal number of successors and
predecessors has been specified. All these instances contain 50 activities and
have an order strength OS of 0.50. The complexity index CI is varied from
27 to 37. The complexity index is nothing else than the reduction complexity
described in Section 1.2.1.2 of Chapter 2. The CI is often used as a
parameter to describe the topological structure of a project network
(Herroelen and De Reyck (1999)). Cash flows, a discount factor   and a
deadline are specified as shown in Table 12.
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Figure 78 shows the impact of the complexity index for a percentage of
negative cash flows varying from 0% to 50%. Figure 79 does the same for
negative cash flow percentages ranging from 60% to 100%.

Both Figures 78 and 79 confirm the effect of the percentage of negative
cash flows that was already observed in Figure 77. It appears that the
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complexity index CI is positively correlated with the computational effort,
i.e. the higher the CI, the more difficult the problem instance. The results of
a loglinear regression for every setting of the percentage of negative cash
flows confirm the positive correlation. The rather small values for the
statistic, however, indicate that the variability for each setting is rather high.
This leads to the conclusion that, although CI can be used as a predictor for
the computational effort needed by the recursive procedure to solve the max-
npv problem, it explains only a small portion of the total variability.

2.1.2.3 A forward-backward recursive search procedure
As discussed in the previous section, the percentage of negative cash

flows in a problem instance has a strong impact on the computational effort
required by the recursive search procedure. This observation inspired
Vanhoucke et al. (2000b) to experiment with a backward implementation of
the recursive procedure for those problem instances where more than 50% of
the activities have a negative cash flow. In that case, the procedure starts
with a late tree in which activities are scheduled as late as possible (within
the project deadline). By simply using the dummy end node as the basis for
the recursive search instead of the dummy start node, the procedure will then
try to find sets of activities which should be shifted backwards (towards time
zero) in order to increase the net present value of the project.

Both recursive procedures were coded in Visual C++ version 6.0 under
Windows 2000 on a Dell computer, Pentium III, 800 MHz processor. The
procedures were then tested on the 600 well-known project networks with
120 activities downloaded from the PSPLIB made available by Kolisch and
Sprecher (1996) at http://www.bwl.uni-kiel.de/Prod/pslib/index.html. Cash
flows were randomly generated from the interval [-500;500], the value of 
was set to 1.6% and the project deadline was set 100 time units beyond the
critical path length. The percentage of negative cash flows was varied from
0% to 100% in steps of 10% yielding a total of 6,600 instances.

Table 13 lists the average CPU time in milliseconds as well as the
average number of iterations (i.e. number of calls of the recursion). REC1
stands for the original recursive procedure as described in Section 2.1.2.
REC2 denotes the forward-backward recursive search which uses the
dummy end node as the basis for the recursive search when the percentage of
negative cash flows exceeds 50%. Clearly, REC2 outperforms REC1 on the
instances with more than 50% negative cash flows.
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2.1.3 A steepest ascent procedure

Schwindt and Zimmermann (2001) have developed a steepest ascent
algorithm for maximising the net present value in project networks subject to
generalised precedence relations with both minimal and maximal time-lags
(the problem to be discussed in Section 2.3). The algorithm, however,
readily applies to the problem with strict finish-start precedence relations
under discussion here.

The steepest ascent procedure exploits the fact, discussed earlier in this
chapter (Section 2.1.1.2), that each local maximiser of objective function

on the set S of all feasible schedules represents an

optimal solution to the problem. In each iteration of the steepest ascent
algorithm, the algorithm moves from a vertex S to a different (not
necessarily adjacent) vertex S’ with The initial vertex
represents the early start schedule. Given a vertex S, a steepest ascent
direction z at point S is computed which is an optimal solution to the steepest
ascent direction problem (SAD)

subject to

where denotes the derivative of f at schedule S, is the arc set
of a spanning tree T of the project network which corresponds to vertex S,
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2.1.3.1 Finding the steepest ascent direction
The authors have shown that an optimal solution  to problem (SAD) with

can always be ensured. The procedure for solving problem (SAD)
relies on the property that a forest F with at least one node possesses a
source with at most one successor or a sink with exactly one predecessor.
This property can easily be understood. If j denotes the terminal node of an
(undirected) path that starts at some node i and includes a maximal number
of nodes, then either j = i and j is isolated, or j is a source possessing

exactly one successor, or j is a sink possessing exactly one predecessor. Let
be the partial derivative of f with respect to start time at point S. If

there is a source of spanning forest F belonging to schedule S, then If

there is a sink j of F with then holds for any optimal solution

to problem (SAD ) and node j (and all incident arcs can be deleted. If
there is no sink j with then V includes a source i with at most one

successor j (and or a sink j with exactly one predecessor i (and

In both cases, i is delayed exactly if j is delayed, i.e. As a

result, nodes i and j can be merged to an aggregate activity with partial
derivative (which corresponds to the directional derivative of f at S in

direction z with for and otherwise). These steps are
performed in O(n) until all nodes other than node 1 have been deleted from
F. Denoting by (respectively the set of immediate
predecessors (successors) of activity i in forest F, the algorithm for solving
problem (SAD) can be detailed as follows:

procedure SAD;
Set compute the set C(i) :={i} for all
While do

If V includes a node with possessing at most one

successor then

V :=V \ {i};
If then

else
Determine node with possessing

and each arc corresponds to a constraint which is

binding for S.



5. TEMPORAL ANALYSIS: ADVANCED TOPICS 159

2.1.3.2 Ascending to the next vertex
Once the steepest ascent direction has been determined, a procedure is

needed to ascend to the next vertex. Schwindt and Zimmermann (2001)
show that objective function f increases on the half line through S in binary
direction which implies that moving to trace point maximises the
benefit. The stepsize is chosen as the maximum value such that
meets all the temporal constraints:

where Here, except when r’= n and s’= 1. For

the latter case
The trace point does not necessarily represent a vertex of the

feasible region S. Hence, beginning with the algorithm performs
several ascent steps until a vertex of S is reached. Each of those steps goes as
follows. First an arc (r,s) is added to the set of arcs and the ascent

direction z’ is computed with for the nodes of the weak component of

T (maximum connected subtree) containing node r and otherwise.

Next the largest feasible step length is computed for direction z’ yielding

schedule As soon as again represents a spanning
tree and the corresponding schedule is a vertex of S and thus a stable
schedule. The procedure for ascending to the next vertex can now be
specified as follows:

procedure ascend;

for with and do
while do

Determine with and such that

exactly one predecessor

V :=V \ {j};
If then

for all
else

The node sets C(i) are used in the procedure ascend to be described in
the next section.
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Determine node set C(j) of the weak component of Fwith

For do

U :=U \ C(j);

The time complexity of procedure ascend which successively delays sets
C(j) in order of nondecreasing slacks between C(j) and nodes
connected with the dummy start node 1 is O(mlogm).

2.1.3.3 The steepest ascent algorithm
The steepest ascent algorithm can now be summarised as follows:

Program steepest ascent;
Determine the early start schedule ESS and a corresponding initial
spanning tree Set S:=ESS;
Repeat

Determine optimal direction z by applying procedure SAD to schedule
S and spanning tree F;
If z = 0 then return schedule S
Else

Ascent to a new vertex S ’ by applying procedure ascend to schedule
S, spanning tree F and steepest ascent direction z;
Set S := S  ’;

The reader realises that – although the mechanics are different – the
steepest ascent procedure and the recursive search procedure are quite
similar. Starting from a spanning tree corresponding to an early start
schedule, both procedures iteratively identify subtrees which are to be
delayed by a maximum time interval allowed by the precedence constraints.
The recursive search uses single recursive steps to identify both the ascent
directions and the new schedule. The steepest ascent procedure uses
iterations and selections to identify the steepest ascent direction and
subsequent iterations to ascend to the next vertex corresponding to a new
schedule.

2.1.3.4 Numerical example
The steepest ascent procedure can be illustrated on the problem example

already used to illustrate the recursive search. For ease of reference, the
project network is shown again in Figure 80. It contains the extra arc (14,1)
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with weight –44 connecting the dummy end node to the dummy start node,
introduced to represent the project deadline

The algorithm computes the early start schedule
ESS=(0,0,0,0,5,5,5,7,6,6,7,11,14,19). The corresponding spanning tree is
shown in Figure 81. The steepest ascent direction for this spanning tree is
obtained by running procedure SAD. The partial derivatives are initialised
as follows:

The sets C(i):={i} for all Select sink node 4 which has exactly

one predecessor node 1. Node 4 is removed from V and since node 4

is merged with node 1 by setting C(1):={1,4} and
Next, consider node 8 which has one predecessor node 7 and which has

Remove node 8 from V and merge node 8 and node 7 by setting

C(7):={7,8} and Proceed with node 9
which has node 2 as its single predecessor node. As node 9 is
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removed from V and nodes 2 and 9 are merged by setting C(2) := {2,9} and
Subsequently, merge node 5 and node 10

by setting C(5) := {5,10} and and
removing node 10 from V. As node 11 is removed from V and
nodes 11 and 7 are merged by setting C(7) := {7,8,11} and

Proceed with sink node 14 with
Node 14 is removed from V and nodes 13 and 14 are merged by

setting C(13) := {13,14} and Proceed with node 2
with Remove node 2 from V and set and As
node 5 is removed from V and we set and As the
procedure will remove node 7 from V and will merge node 3 and 7 by setting
C(3) := {3,7,8,11} and Node 13 with is
removed from V and nodes 12 and 13 are merged by setting
C(12) := {12,13,14} and Sink node 12 has
Node 12 is removed from V and we set and
Proceed with node 6 for which Node 6 is removed from V yielding
V={1,3}. Nodes 3 and 6 are merged by setting C(3) :={3,6,7,8,11} and

Next, consider node 3 with It is removed from
V and merged with node 1 by setting C(l) := {1,3,4,6,7,8,11}. Now V={1}.
The solution of problem (SAD) yields  = {0,1,0,0,1,0,0,0,1,1,0,1,1,1}.

Since we have to ascend to the next vertex by executing
procedure ascend. The set of activities to be delayed is
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U = {2,5,9,10,12,13,14}. In order to allow these activities to be delayed, we
remove arcs (6,12), (1,2) and (3,5) from the spanning tree and determine the
stepsize Delay the activities in the subtree
C(12)={12,13,14} until activity 14 hits the project deadline by setting

and Insert link
(14,1) in the spanning tree. The set of activities still to be delayed is
U = {2,5,9,10}. We now have to determine whether we are going to delay
the subtree C(2)={2,9} or C(5)={5,10}. The stepsize is computed as

Activities 5 and 10

are delayed by setting and Insert arc
(10,12) in the spanning tree. With U={2,9}, the stepsize is computed as

Activities 2 and 9 are delayed by setting

and Arc (9,14) is inserted in the spanning
tree which now looks as shown in Figure 82. The reader can easily verify
that this spanning tree exactly matches the current tree, shown in Figure 76,
generated by the recursive search procedure.

Since set U is empty, we have a new vertex
S=(0,34,0,0,32,5,5,7,40,33,7,36,39,44). For the steepest ascent direction at S,
we obtain z = 0. Hence, S represents an optimal schedule.

2.1.3.5 Computational results

Vanhoucke et al. (2000b) have coded the steepest ascent procedure in
Visual C++ version 6.0 under Windows 2000 on a Dell computer, Pentium
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III, 800 MHz processor. The procedure was then tested against the forward
and backward recursive search procedure (REC2) on the same set of
problems as mentioned above in Section 2.1.2.3, i.e. the 600 well-known
project networks with 120 activities downloaded from the PSPLIB made
available by Kolisch and Sprecher (1996) at http://www.bwl.uni-
kiel.de/Prod/pslib/index.html. Cash flows were randomly generated from
[-500;500], the value of was set to 1.6% and the project deadline was set
100 time units beyond the critical path length. The percentage of negative
cash flows was varied from 0% to 100% in steps of 10% yielding a total of
6,600 instances.

Table 14 lists the average CPU time in milliseconds as well as the
average number of iterations (i.e. the number of calls of the recursion for the
recursive procedure and the number of times a steepest ascent direction has
to be determined). REC2 denotes the forward-backward recursive search
which uses the dummy end node as the basis for the recursive search when
the percentage of negative cash flows exceeds 50%. SA denotes the steepest
ascent procedure. Clearly, the average CPU times required by REC2 are
smaller. SA, however, requires a smaller average number of iterations. This
does not come as a surprise: SA determines the ascent direction (i.e. the set
of activities to be delayed) in one global step and then moves to the next
vertex by shifting the sets of activities to be delayed one by one. Each time a
set of activities has been identified to be shifted forwards in time, the
recursive search procedure needs to perform a number of successive steps.
First, the allowable displacement is computed and the activities are shifted in
time. Second, the current tree is updated and finally, the recursion step is
repeated. However, it appears that performing the recursive steps on the arcs
of the current tree requires a smaller amount of CPU time than the iterative
steps needed by procedure SAD and procedure ascend.
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These observations inspired Vanhoucke et al. (2000b) to update the
recursive search algorithm by separating the identification of the activities to
be delayed from the steps required to implement the delay. The resulting
algorithm is described in the next section.

2.1.4 The recursive search algorithm revised

The revised recursive search algorithm of Vanhoucke et al. (2000b)
divides the recursive search logic in two parts. The first part (still identified
as the RECURSION step) only searches for sets of activities SA with a
negative npv, which as a result, are candidates to be delayed. The sets of
activities SA found and saved in this step are denoted as SS= {SA}. The
second step (referred to as the SHIFT_ACTIVITIES step) then calculates an
allowable displacement interval for the sets Using CA to denote the
set of already considered activities and DC to denote the discounted cash
flows, the pseudocode of the revised recursive search algorithm can be
written as follows:

Procedure Rec_new;

Do RECURSION(1)
If then SHIFT_ACTIVITIES() and repeat RECURSION(1)
Else Report the optimal completion times of the activities and the

npv DC’. Stop.

with the following pseudocode of the recursion step:

RECURSION(NEWNODE)
InitialiseSA ={newnode},DC = DCnewnode and {newnode};

Do and i succeeds newnode in the current tree CT:

If then set and DC = DC + DC ’
Else CT = CT\(newnode,i) and

Do and i precedes newnode in the current tree CT:

Set and DC = DC + DC ’;
Return;

and the following pseudocode of the delaying step:
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SHIFT_ACTIVITIES(SS)
Let be the set of activities which can possibly be

delayed;
While do

Compute

Do set and Z = Z\{i};

Set
Return;

Vanhoucke et al. (2000b) have coded the revised recursive search
procedure in Visual C++ version 6.0 under Windows 2000 on a Dell
personal computer, Pentium III, 800 MHz processor. The 600 PSPLIB
instances with 120 activities were again used to test the algorithm.
Apparently, the revised recursive search procedure performs best as can be
deduced from Table 15 which shows the CPU time requirements for the
procedures REC1, REC2, REC_NEW and SA, and Table 16 which shows the
average and maximum number of iterations for the four procedures.

The average CPU time requirements for the recursive search procedures
are smaller than for the steepest ascent algorithm. This is good news.
Recursive search is clearly a promising candidate for computing upper
bounds in branch-and-bound algorithms for the max-npv problem under
resource constraints. As can be seen from Table 16, the average and
maximum number of iterations for the revised recursive search procedure
match those of the steepest ascent procedure. This is due to the fact that now
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the algorithm first identifies all candidates for a possible delay in one global
step, before the delay is actually implemented.

2.2 Time dependent cash flows

The procedures discussed so far assume that the cash flow amounts are
independent of the completion times of the activities. Research efforts have
been made to study the max-npv problem under the assumption of time
dependent cash flows. Etgar et al. (1996) present a simulated annealing
solution approach for the case where the cash flows are associated with the
events in AoA networks and are assumed to be a non-increasing step function
of time. Shtub and Etgar (1997) developed a branch-and-bound based
procedure for the same problem which has smaller CPU time requirements
than their simulated annealing procedure.

Recently Etgar and Shtub (1999) have extended the work of Elmaghraby
and Herroelen (1990) to treat the problem with linear time dependent cash
flow patterns in AoA networks. The authors show the logic of the procedure
on a simple example, but, unfortunately, do not provide any computational
results. Vanhoucke et al. (2001a) have extended the recursive search logic
described above to the problem with linear time dependent cash flow
patterns in AoN networks.

2.2.1 The problem

In the deterministic problem it is assumed that the cash flow
of an activity i is linear and non-increasing in time, that is

where the nonnegative integer variable denotes the completion
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time of activity i, and Exploring the degrees of freedom
provided by the classification scheme described in Chapter 3, the problem

can be denoted as cpm, Obviously, when for all activities

i, the problem reduces to the max-npv problem with time-independent cash
flows discussed above in the preceding sections. Linear time-dependent cash
flows may occur in situations where penalties are involved. This may be the
case when a contractor will be paid an agreed amount of money if the
schedule meets the target, but will be imposed a penalty which grows linear
in time for every day that the activity finishes beyond its scheduled finishing
time.

Consider Figure 83 which shows three net cash flow functions for
activity i and their corresponding net present values through time. When

represents the terminal value of cash flows of activity i at its
completion time and represents the discount rate, its discounted value

at the start of the project is with Figure

83a refers to the case and Figure 83b refers to the case
and and Figure 83c refers to the case and for
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In both the first and the second case, equals zero which reduces the
problem to the original max-npv problem without time-dependencies, which
was discussed above. The third case represents the net cash flow function
and the net present value function for the case when and A

similar net present value graph can be obtained for the case when and

2.2.1.1 Problem formulation
The problem can be formulated as follows:

Eq. [5.25] maximises the net present value of the project. The constraint
set in Eq. [5.26] maintains the finish-start zero-lag precedence relations
among the activities. Eq. [5.27] forces the dummy start activity to finish at
time zero. Eq. [5.28] imposes a negotiated project deadline. Eq. [5.29]
imposes nonnegative integer activity completion times.

2.2.1.2 An exact recursive procedure

2.2.1.2.1 Description of the algorithm

The recursive search algorithm (Vanhoucke et al. (200la)) consists of
three steps: the construction of the early tree, the construction of the current
tree and the generation of the set of delaying trees DT.

Step 1. Constructing the early tree

The algorithm starts by building the early tree that schedules the
activities as early as possible through the use of traditional forward pass
critical path calculations. The dummy end activity is scheduled at the
deadline The arc (n, 1) is added to the early tree.

subject to
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Step 2. Constructing the current tree

The current tree is computed by delaying, in reverse order, all activities i
which have no successor in the early tree and whose finish time is larger
than the point where the net present value is minimised. This minimum point

equals which can be readily established as follows.

The minimum of the function where
is obtained by setting the derivative of this function with respect to x equal to
zero:

Since the finish time of an activity is a positive integer variable, we set

Notice that, if the net present value

function is decreasing in time when or increasing in

time when and therefore its minimum point equals or 0,
respectively.

The reader correctly observes that the calculations performed in both this
and the previous step do not differ very much from the calculations
performed in the recursive search algorithm described earlier in this chapter
(Section 2.1.2). There the current tree is constructed by delaying activities
with a negative cash flow and no successor in the early tree. Here, activities

are delayed when

Step 3. Generating the set of delaying trees

The recursive search procedure identifies sets of activities SA that might
be shifted forward in time (towards the deadline) in order to increase the npv
of the project. If a forward shift leads to an increase in the npv, all activities

are shifted within an allowable displacement interval. If not, the set
SA is added to the set of delaying trees DT. The displacement interval is
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computed as For the implementation of this step,

we will need to calculate for each set of activities SA a value
where denotes the latest finish time of activity i.

In order to find out whether or not a shift is advantageous, we need to
examine the combined net present value function of the activities SA. As
discussed by Etgar and Shtub (1999), if a set F of all functions of the form

is closed for summation, i.e. then

The same authors have shown that the set is also closed
for summation transposed in time, i.e. Consider, for

example, the following set of activities SA={1,2} as shown in Figure 84.

In order to examine the net present value function of this set of activities,
we have to combine both net present value functions into one function as
follows:

or

The choice between the functions and depends on which

activity y is chosen as the base of our computations, i.e. which activity is
chosen as the basic activity. Observe that Eq. [5.30] is the result of

while Eq. [5.31] can be obtained by

simplifying

Having created the combined net present value function of the activities

into one function with basic activity y, we can
detect whether a shift will be advantageous. Since an activity can only be
shifted forwards in time towards the deadline, the net present value function
can be divided into three regions according to the activity finish times as
shown in Figure 85. The leftmost region, denoted by ASAP, corresponds to a
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region for which the net present value decreases over time. Since in this
region a shift of an activity y towards the deadline will never be
advantageous, it must be scheduled as soon as possible. An activity lies in
this region when (and consequently, since

In this case, the algorithm simply continues

the recursive search.

The middle region, denoted by the question mark in the figure,
corresponds to a region for which an activity shift can be advantageous if the
activity can be shifted far enough to increase the npv. Suppose, for example,
that the basic activity of SA has a finish time equal to 8. Then clearly a shift
of the activity towards its latest finish time 30 will lead to an increase in the
net present value. If, however (for example due to a successor activity), the
activity can only be shifted to time period 20, this will result in a decrease of
the net present value. We therefore consider two cases. First, if

a shift will occur. The algorithm removes the arc (i,j)

which connects a node with a node in the current tree CT and
adds the arc (k*,l*) to the current tree CT. If l* belongs to another set of
activities SA’, i.e. then the sets SA and SA’ will be merged

and the set DT is updated. The allowable displacement is added to the
completion times of all activities of SA and the algorithm repeats the
recursive search. Second, if a possible shift is prevented by a successor
activity, i.e. if (and consequently,

and then the arc (i,j) (with and is removed from
the current tree CT and the set of activities SA is added to the set of delaying
trees: At this point there is no longer a link between the
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dummy start activity 1 and the activities in the set DT. The algorithm repeats
the recursive search.

The rightmost region in Figure 85, denoted by ALAP, corresponds to an
increasing net present value function and consequently an activity shift will
always lead to an increase in the npv. An activity y lies in the region ALAP

when and must therefore be scheduled as late as possible.

The algorithm updates the current tree and the set of delaying trees DT
following the principles explained above for the first case of the middle
region.

The recursive search comes to a stop when no further beneficial shift can
be identified. The completion times of the activities and of the set of
delaying trees DT are reported. If the set of delaying trees DT is empty then
the solution is optimal, else the algorithm continues with the enumeration
procedure described under Step 4 below.

Denoting by CA the set of activities already considered by the recursive
search, the steps described above can be written in pseudocode as follows:

Procedure recursive_search;

Report the activity completion times, the corresponding net present
value, the set of delaying trees DT and the current tree. Stop.

RECURSlON(newnode)

Do and i succeeds newnode in the current tree CT:

Compute

If then

Set CT=CT\(newnode,i) and
Do set

If then merge SA’ and SA” and update DT;

Repeat procedure recursive_search;
Else if then

Set CT=CT\(newnode,i) and
Repeat procedure recursive_search;

or

and
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Else set and

Do and i precedes newnode in the current tree CT:

Set and

Return;

Step 4. Enumerating the sets of delaying trees DT

If upon completion of the recursive search procedure, the set of delaying
trees DT is not empty, the algorithm proceeds by enumerating the set of
delaying trees as follows. The procedure can be represented by a binary tree.
At each level p, the algorithm randomly selects a set of activities SA from
DT (which is active) and stores the finish times, the set of delaying trees DT
and the current tree CT. The selected set of activities SA consists of a number
of activities that are connected to each other by means of a tree. The tree is
not connected to the dummy start node 1 along a path through the current
tree CT. Hence, we can either impose such a link (first branch) or not
(second twin-node branch). Originally, all sets of activities SA are active. A
set SA can be made inactive if it is the subject of a selection in a twin node as
explained below.

In the first node at level p+1 of the binary tree, an arc is searched to
impose such a link. The allowable displacement interval

is computed, the displacement interval is added to

the finish times of the activities and the arc (k*,l*) is added to the
current tree CT. If SA and SA’ are merged and DT is updated.
The newly created set of activities which may be the subject
of the enumerative procedure later on, now belongs to the set of delaying
trees DT and is still not connected to the dummy start activity 1. On the other
hand, if l* is connected along a path to the dummy start activity 1 (and
consequently does not belong to a set of activities of DT), the set of activities
SA is connected to the dummy start node 1 through the insertion of arc
(k*,l*) and can now again be the subject of a shift. In both cases, the
recursive search procedure will be run again.

In the second twin node at level p+1], the algorithm does not impose a
link to the dummy start node. Instead, the set of activities SA is now set
inactive to prevent that this set can be selected again at a deeper level of the
binary search tree. The algorithm increases the level of the search tree and
restarts the enumerative search procedure.
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When or all sets are inactive, the net present value will be
compared to the current best (which is initialised to If the npv
exceeds the activity times are saved and is updated. The
algorithm backtracks to the previous level in the enumeration tree, restores
the finish times, the current tree CT and the set DT and continues with the
twin node (if not yet explored) of the binary enumeration tree. The algorithm
stops when backtracking leads to the first level of the binary enumeration
tree.

The overall pseudocode of the enumerative procedure can now be stated
as follows:

procedure
If node equals 1 then do
If is active then

Store

{first branch}
DT=DT\SA;
Compute

If then update DT:

Do procedure

Restore

{second branch}
Set inactive;

Do procedure

Restore
Else if then save

Return;

Vanhoucke et al. (200la) describe a right-shift, cycle detection and twin-
node dominance rule which may be used to reduce the size of the
enumeration tree. For details and formal proofs we refer the reader to
Vanhoucke et al. (200la).

2.2.1.2.2 Computational experience
Vanhoucke et al. (200la) have coded the algorithm in Visual C++

Version 4.0 under Windows NT 4.0 to run on a Dell personal computer
(Pentium III 550 MHz processor). The algorithm has been validated on the
well-known instances from the PSPLIB library (Kolisch and Sprecher
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(1996)) with 30, 60, 90 and 120 activities. The resource requirements and
availabilities were removed and the projects were given a project deadline
and cash flows, as indicated in Table 17.

The average CPU time and its standard deviation are given in
milliseconds in Table 18. As can be seen, even instances with 120 activities
can be solved in a very small amount of time. The relatively small standard
deviations reflect the robust behaviour of the procedure over the different
problem instances.

2.3 Generalised precedence relations: problem

This section is devoted to the problem of maximising the net present
value of a project represented in AoN format, where the activities have a
fixed duration and are subject to generalised precedence relations (GPRs)
with both minimal and maximal time-lags. As we discussed in Chapter 2, the
generalised precedence relations allow for the modelling of both ready times
and deadlines for the project activities. Release dates (ready times) can be
modelled by appropriate minimal time-lags between a dummy activity
representing the start of the (super)project and the activities in question.
Deadlines can be modelled by appropriate maximal time-lags between the
start of the (super)project and the activities for which the deadlines are to be
imposed. The problem under study is the computation of the set of activity
completion (start) times that maximises the npv objective in the absence of
resource constraints. Using the notation introduced in Chapter 3, this
problem is denoted as problem The parameter refers to
generalised precedence relations with both minimal and maximal time-lags.
The parameters and refer to the fact that the activities may be subject to
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both ready times and deadlines. If only a project deadline is to be specified,
the problem is categorised as where refers to the deadline
imposed on the dummy end activity of the project. The activity parameter
indicates that activity cash flows may be zero, positive or negative. The
performance parameter npv refers to the objective of maximising the net
present value of the project.

2.3.1 Problem formulation

Assume again an AoN network represented by the graph G=(V,E ) with V
as the set of vertices (nodes) and E as the set of edges (arcs). We again
assume a dummy start node 1 and a dummy end node As in Section
2.1.1.1 above, the fixed duration of an activity i is denoted by and the
performance of each activity involves a series of cash flow payments and
receipts throughout the activity duration. A terminal value of each activity
upon completion can be calculated by compounding the associated cash

flows to the end of the activity as follows: where

denotes the terminal value of all cash flows occurring during the execution
of activity i, denotes the cash flow occurring for activity i in period t,

t = 1,2,..., and is the discount rate. We assume that the generalised
precedence relations are represented in standardised form, i.e. transformed
into minimal start-start precedence relations between the start of activity i

and the start of activity j. In this way, all GPRs are consolidated in the
expression where denotes the start time of activity

i. Without loss of generality, we assume all durations, time-lags and the
project deadline to be integer-valued.

Conceptually, problem can then be modelled as a
nonlinear program (P):

The objective function Eq. [5.32] maximises the net present value of the
project, by discounting the cash flows associated with the activities to the
start of the project (time zero). Eqs. [5.33] denote the GPRs in standardised
form. The project deadline is imposed in Eq. [5.33] by a maximal start-

subject to
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start time-lag of between the start of the dummy start activity 1 (with

= 0) and the start of the dummy end activity n. Eq. [5.34] forces the
dummy start activity to start at time zero. Eqs. [5.35] ensure that the activity
start times assume nonnegative integer values.

A schedule is called feasible if it satisfies constraints
[5.32] to [5.35]. The set of all feasible schedules S, i.e. the feasible region,
represents a polytope with integer vertices (Schwindt and Zimmermann
(1998)). Since the coefficient matrix of constraints [5.32] to [5.35] is totally
unimodular and all activity durations and time-lags are assumed to be
integers, each vertex of S is integer. The objective function [5.32] is
nonlinear, nonconcave, componentwise monotonic and differentiable. When
the differ in sign, local maxima might exist.

The feasible region S (the set of all feasible schedules) represents a
polytope. Hence, either S is empty or S contains an optimal solution
(Schwindt and Zimmermann (1998)). The question whether S is empty or
not can be answered in O(mn) time (m=|E|) by network flow algorithms
(Lawler (1976)). Bartusch et al. (1988) have shown that S is nonempty
exactly if the project network does not contain cycles of positive length.
Such cycles would unable us to compute start times for the activities which
satisfy the conditions given in Eqs. [5.35] and [5.38].

The reader remembers from our discussion in Section 1 of this chapter
that problem reduces to a minimum cut problem in a
transformed digraph and can be solved in polynomial time. In the sequel we
demonstrate how the efficient dedicated procedures discussed above can be
adapted to cope with GPRs.

2.3.2 Transformation into a linear programming problem

Similar to what we did earlier in this chapter (Section 2.1.1.2) for the
case of minimal zero-lag finish-start precedence constraints, problem P can
be transformed into a linear program P’, following the arguments of Grinold
(1972) and Schwindt and Zimmermann (1998).

Let be the factor used to discount the cash flow which

is generated if activity i starts at time Obviously As

we have The constants are now

defined by where denotes the time-lag between the start of

activities i and j.
The equivalent linear program P’ can then be stated as follows:
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The feasible region of problem P’ is denoted by S’.
Arguments similar to the ones used earlier in this chapter lead us to

conclude that each local maximiser on S is also a global maximiser. The
reader can easily verify that inequality is binding

exactly if the corresponding inequality is binding.

Following the arguments used earlier in this chapter (Section 2.1.1.3), it can
easily be shown that if there is always an optimal schedule
representing a vertex of S. It is also well-known that schedule S coincides
with a vertex of S if for each constraint that is binding in

schedule S, there is a corresponding arc (i,j) in a spanning tree that spans the
project network G (Ahuja et al. (1993)).

As a result, exact solution procedures may be based on the enumeration
of spanning trees of the project network. Kamburowski (1990) presents an
adaptation of the procedure developed by Grinold (1972) and also presents a
new pivot rule. Neumann and Zimmermann (1998) adapt Grinold’s
procedure and investigate the performance of different pivot rules. De Reyck
(1998) has extended the exact recursive procedure described in Section 2.1.2
above to the case of generalised precedence relations. The procedure,
however, relies on the calculation of a distance matrix and is therefore rather
time-consuming. Better computational results have been reported by
Schwindt and Zimmermann (2001) and Vanhoucke et al. (2000b). The
overall logic of the Schwindt and Zimmermann procedure has already been
described above in Section 2.1.3 for the case of strict finish-start precedence
relations. The straightforward modifications needed to render the procedure
applicable to GPRs are discussed in the next section. The subsequent two
sections discuss the adapted recursive search procedure and the combined
procedure of Vanhoucke et al. (2000b).

2.3.3 The adapted steepest ascent procedure

As already discussed in Section 2.1.3, the steepest ascent algorithm of
Schwindt and Zimmermann (2001) exploits the fact that each local

maximiser of objective function on the set S of all

feasible schedules represents an optimal solution to the problem. In each

subject to
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iteration of the steepest ascent algorithm, the algorithm moves from a vertex
S to a different (not necessarily adjacent) vertex S’ with The
initial vertex represents the early start schedule. Given a vertex S, a steepest
ascent direction z at point S is computed which is an optimal solution to the
problem (SAD):

where denotes the derivative of f at schedule S, is the arc set
of a spanning tree T of the project network which corresponds to vertex S
and each arc corresponds to a constraint which is

binding for S.
The steepest ascent algorithm described in Section 2.1.3 above, is now

directly applicable to the case of GPRs. Procedure SAD of Section 2.1.3.1
is directly applicable. The only change required is the use of the time-lag
instead of the duration in the computation of the stepsize of procedure
ascend of Section 2.1.3.2. The numerical example in the next section should
suffice to illustrate the procedure.

2.3.3.1 Numerical example
The steepest ascent algorithm can be illustrated on the problem

example given in Figure 86. The number above each node denotes the
fixed duration of the corresponding activity. The number below each node
represents the associated cash flow. The arcs are weighted by the
corresponding minimal time-lags between the starting time of the
corresponding nodes (activities). Arc (6,1) has a weight of –10 to denote
the project deadline The discount rate equals

subject to
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The algorithm computes the early start schedule ESS = (0,1,0,1,6,7).
The corresponding spanning tree is shown in Figure 87. The steepest
ascent direction for this spanning tree is obtained by running procedure
SAD. The partial derivatives are initialised as follows:

The sets C(i):={ i} for all Select node 2 which has exactly one
predecessor node 1. Node 2 is removed from V and since we set

Next, consider node 4 which has exactly one predecessor node 3.

Node 4 is removed from V and since we set Sink node 6 has
exactly one predecessor node, namely node 5. Node 6 is removed from V.
Since nodes 5 and 6 are merged by setting C(5)={5,6} and

Proceed with node 3 which has exactly one predecessor node

1. Node 3 is removed from V. Since we set Next, node 5 has

exactly one predecessor node. We have V={1}. As nodes 1 and 5
are merged by setting C(1)={1,5,6} and The solution of
problem SAD yields z={0,l,l,l,0,0}.

Since we have to ascend to the next vertex by executing
procedure ascend. The set of activities to be delayed is U = {2,3,4}. In
order to allow these activities to be shifted, the arcs (3,4), (1,3) and (1,2)
are removed from the spanning tree and the algorithm determines the
stepsize

The activities in C(2) are delayed by 2 time units: Arc (2,5)
is inserted in the spanning tree. The set of activities still to be delayed is
U={3,4}. The stepsize is determined as The activities
of C(4) are delayed by 5 time units: Arc (4,5) is inserted in
the spanning tree. We have U={3}. The stepsize is determined as
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The activities in C(3) are delayed by 5 time units:

Arc (3,4) is added to the spanning tree which now appears
as in Figure 88. Since U is empty, we have ascended to a new vertex
S=(0,3,5,6,6,7).

We search for a new ascent direction by running procedure SAD. The
partial derivatives are obtained as:

Node 6 has exactly one predecessor node 5. V={1,2,3,4,5}. Since
node 5 and 6 are merged by setting C(5)={5,6} and

The solution of problem SAD yields z=0 and we stop with the optimal
schedule S=(0,3,5,6,6,7).

2.3.3.2 Computational experience
Schwindt and Zimmermann (2001) report computational results on two

data sets. The first set contains 1,440 instances with 100 activities
generated by De Reyck (1998) using the problem generator ProGen/max.
The second set contains 90 instances with 1,000 activities generated by
Franck et al. (1999) using the same problem generator. For the first
problem set, they report an average CPU time of 10 milliseconds, obtained
by their Visual C++ 5.0 code running on a 486/50 PC under Windows 95.
They conclude that their procedure outperforms the recursive search
algorithm of De Reyck (1998). This seems to be mainly due to the heavy
computational requirements of the distance matrix computation in the
procedure of De Reyck. For the second test set, they report average CPU
times around 0.5 seconds obtained on a Pentium 200 PC running under
Windows NT.
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2.3.4 The modified recursive procedure

The recursive search procedure for the max-npv described in Section
2.1.2 of this chapter can easily be modified to cope with GPRs. All that
needs to be done is to change the procedure for computing the early tree
and the allowable displacement interval.

Using CA to denote the set of already considered activities, to

denote the start time of activity i and to denote the start-start time-lag,

the procedure for building the early tree ET can be written as follows:
Procedure early_tree;

Initialise CA ={1}, and bool:= true;

Set and

While bool = true
bool = false;
Do

If then bool := true and

While
Do

If and and then

If SA again denotes the set of activities that might be shifted in order to
increase the net present value of the project, the allowable displacement
interval can now be computed as which is nothing else

than the minimal distance over which an activity can be shifted
until it connects with an activity

2.3.5 The adapted combined procedure

A minor change of the revised recursive procedure described in Section
2.1.4 allows it to cope with GPRs. In the two do-loops of the
RECURSION(NEWNODE) step, the current tree CT is replaced by the early
tree ET.
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2.3.6 Computational experience

Vanhoucke et al. (2000b) have coded the modified recursive procedure
(RP), the adapted combined procedure (CP) and the adapted steepest
ascent procedure (SA) in Visual C++ version 6.0 under Windows 2000 on
a Dell personal computer (Pentium III, 800 MHz processor). The 1,440
problem instances generated by De Reyck (1998) using the problem
generator ProGen/max (Schwindt (1996)) are used as a testset.

The parameter settings for the test problems are shown in Table 19.
The indication [x,y] means that the corresponding value is randomly
generated in the interval [x,y]. As mentioned earlier, the order strength
(OS) is defined as the number of precedence relations, including the
transitive ones, divided by the theoretical maximum precedence relations
(Mastor (1970)). Because OS only applies to acyclic networks, it is applied
to the acyclic skeleton of the generated project networks obtained by
ignoring all the maximal time-lags. The degree of redundancy (Schwindt
(1996)) is computed by dividing the number of redundant arcs in the
network by their theoretical maximal value. Redundant arcs are very
important when GPRs are introduced. Different values can be imposed on
the minimal and maximal time-lags such that the redundant arcs may
impose additional restrictions on the problem. A cycle structure (Zhan
(1994)) is defined as a strongly connected component of a project network
containing GPRs. A cycle structure contains a number of activities and
directed arcs (minimal time-lags originating from standardising the GPRs)
such that there is a directed path from each activity to each other activity.
Schwindt (1996) uses the coefficient of cycle structure density as a
measure of the amount of precedence relations in a cycle structure. It is
computed as the ratio of the number of precedence relations in a cycle
structure and the theoretical maximum number. The higher the number of
precedence relations, the more dense the cycle structure. Schwindt (1996)
uses the deviations of the minimum time-lags from the activity durations to
determine how the values of the minimal time-lags relate to the activity
durations. A minimal time-lag that equals the duration of an activity from
which it originates clearly corresponds to a finish-start time-lag. The same
author uses the tightness of the maximal time-lags to determine how the
values of the maximal time-lags relate to the theoretical minimal value
which preserves time-feasibility and to a maximal value which always
results in time (and resource) feasibility.

Using 11 settings for the percentage of negative cash flows, a total of
15,840 instances are obtained. The results are shown in Tables 20 and 21.
Table 20 shows the average CPU requirements in milliseconds, while
Table 21 shows the average and maximum number of iterations needed to
solve the corresponding problems.
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The results are quite similar to the results reported for the max-npv
problem in Tables 15 and 16. The adapted combined procedure (CP)
performs best.

3. MINIMISING WEIGHTED EARLINESS-
TARDINESS PENALTY COSTS

Maximising the net present value of a project is clearly one of the most
popular nonregular performance measures. Another nonregular performance
measure, which is gaining attention in just-in-time environments, is the
minimisation of the weighted earliness-tardiness penalty costs of the project
activities. In this problem setting, activities have an individual activity due
date with associated unit earliness and unit tardiness penalty costs. The
objective then is to schedule the activities in order to minimise the weighted
penalty cost of the project.

The problem is faced by many firms hiring subcontractors, maintenance
crews as well as research teams. Costs of earliness include extra storage
requirements and idle times and implicitly incur opportunity costs. Tardiness
leads to customer complaints, loss of reputation and profits, monetary
penalties or goodwill damages.

3.1 Strict finish-start precedence relations: problem
cpm|early/tardy

In this section we assume project networks in AoN format, deterministic
activity durations and finish-start precedence relations with zero time-lag. In
the classification scheme described in Chapter 3, the problem is denoted as
problemcpm|early/tardy.

3.1.1 The weighted earliness-tardiness project scheduling problem

Assume again a project represented by an AoN network G = (V,E),
where the set of nodes V represents the activities and the set of arcs E
represents finish-start precedence constraints with a time-lag equal to zero.
The activities are numbered from the dummy start activity 1 to the dummy
end activity n, such that i < j for each arc (i,j). The fixed duration of activity
i is denoted by while denotes its deterministic due date. The
completion time of activity i is denoted by the nonnegative integer variable

The earliness of activity i can be computed as

The tardiness of activity i can be computed as
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. If we let denote the per unit earliness (tardiness)
cost of activity i, the total earliness-tardiness cost of activity i equals

. In the sequel it is assumed, without loss of generality, that

and , while and Problem cpm|early/tardy can
then be formulated as follows:

The objective in Eq. [5.44] is to minimise the weighted earliness-
tardiness cost of the project. The constraint set given in Eq. [5.45] imposes
the finish-start precedence relations among the activities. Eq. [5.46] and
[5.47] compute the earliness and tardiness of each activity. Eq. [5.48] forces
the dummy start activity to end at time zero. Eqs. [5.49] ensure that the
activity finish times assume nonnegative integer values.

Again the reader is reminded of the fact that the weighted earliness-
tardiness problem reduces to the problem of finding a minimal cut in a
transformed digraph so that the problem can be solved in polynomial time.
In the sequel we discuss an efficient dedicated recursive procedure.

3.1.2 An exact recursive search procedure

Vanhoucke et al. (2001b) have developed an exact recursive search
algorithm. The algorithm exploits the basic idea that the earliness-tardiness
costs of a project can be minimised by first scheduling activities at their due
date or at a later time instant if forced so by binding precedence constraints,
followed by a recursive search which computes the optimal displacement for
those activities for which a shift towards time zero proves to be beneficial.

More specifically, Step 1 of the procedure determines the so-called due
date tree, using a forward pass procedure which forces the finishing
time of each activity j to be greater than or equal to its due date Upon

terminating Step 1, each node in except the dummy end activity n, has at
most one incoming arc.

In Step 2 the due date tree is the subject of a recursive search (starting
from the dummy end activity n) in order to identify sets of activities, SA, that
might be shifted towards time zero in order to decrease the weighted

subject to
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earliness-tardiness cost of the project. Due to the structure of the recursive
search it can never happen that a forward shift of a set of activities (away
from time zero) can lead to a decrease of the weighted earliness-tardiness
cost. In fact, all the activities are scheduled in step 1 at their due date or later,
so that it can never be advantageous to increase the completion times of
these activities.

When a set of activities SA is found for which a backward shift leads to a
reduction in the earliness-tardiness cost, the algorithm computes its minimal
displacement interval and updates the due date tree as follows. The arc
(i,j) which connects a node to a node in is removed from

The computation of the minimal displacement interval then goes as
follows. Compute and If

, arc (k*,l*) is added to If the node k* is not the starting node

of an arc of then arc (k*,n*) is added to If and SA contains
more than one activity, then arc (i,n) is added to In doing so, it is
guaranteed that is never disconnected into two subtrees during the
performance of the recursive search.

The completion times of the activities to be shifted are decreased by the
minimal displacement and the algorithm repeats the recursive
search. If no further shift is beneficial, the algorithm stops and the
completion times of the project activities are reported together with the
corresponding earliness-tardiness cost.

3.1.2.1 Pseudocode
When again denotes the set of immediate predecessors of activity j,

CA denotes the set of activities already considered by the algorithm, and
ETC denotes the per unit earliness/tardiness cost for the set of activities SA,
the pseudocode can be written as follows:

STEP 1. COMPUTE THE DUE DATE TREE

Do for j= 2 to n

Do

If then and  i*=i;

If then else
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STEP 2.

Do
Report the optimal activity completion times and the weighted earliness-
tardiness cost of the project.

If then

Do for j=1 to n-1

If and then

RECURSION(NEWNODE)
SA = {newnode} and
If then else

Do and i precedes newnode in the due date tree

If then
Set and ETC = ETC + ETC’;

Else

Compute

If then

If

Else
If then

Do set

Go to Step 2;
Do and i succeeds newnode in the due date tree

If then
Set and ETC = ETC + ETC';

Else

If then
Return;
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Observe that the due date tree contains several subtrees, each
connected with the dummy end activity n. When a particular subtree is
subject to a recursive search and no displacement can be found, the link
between that subtree and the dummy end activity n is made inactive. In
doing so, the recursive search procedure will dominate this link and will not
search for a set of activities of that particular dominated subtree. When later,
during the execution of the recursive search, due to the displacement of a set
of activities, an arc is added between an activity of the inactive subtree and
another activity, the inactive subtree will be activated again by making its
link with the dummy end activity n active again. The subtree can now again
be the subject of a recursive search which may lead to the identification of a
set of activities to be shifted towards time zero.

3.1.2.2 Numerical example
The procedure can be illustrated on the network already studied in Figure

72, but with activity due dates and unit penalty costs replacing the cash flow
data (see Vanhoucke et al. (2001b)). The example is represented in Figure
89. The number above each node denotes the activity duration. The numbers
below each node denote the due date and the unit penalty cost. For ease of
representation, we assume the unit earliness costs to equal the unit tardiness
costs.

The recursive algorithm can be applied as follows:
STEP 1. COMPUTE THE DUE DATE TREE
The forward pass algorithm computes the activity completion times as
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The due date tree is constructed as shown in Figure 90. Actually there are
three subtrees for which the links with the dummy end activity n are created
during the execution of the last do-loop of step 1.

STEP 2. Set The algorithm starts a recursive search starting with
dummy end node 14 as follows.

RECURSION(14)
SA-{14}, CA={14}. As , set the earliness-tardiness costs
ETC=0.

RECURSION(7): predecessor node 7
SA={7},CA={7,14}. As , set ETC=7.

RECURSION(8): successor node 8
SA ={8}, CA={7,8,14}. As , set ETC=-7.

ETC’=-7<0: SA ={7,8}, ETC=-7+7=0.
RECURSION(11): successor node 11

SA ={11}, CA={7,8,11,14}. As , set ETC=-4.
ETC’=-4<0: SA ={7,8,11}, ETC=-4+0=-4.

ETC’=-4<0: The set of activities {7,8,11} must be shifted backwards
towards time zero. The arc (7,14) is deleted from the due date tree. Compute

and compute

Since and k*=3 is the initial node of arc (3,5) in the

due date tree, arc (3,7) is added to the due date tree. The completion times of
the activities in SA' are reduced by yielding

Step 2 is to be repeated with the updated tree shown
in bold in Figure 91.
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STEP 2. Set The algorithm starts another recursive search starting
with dummy end node 14.

RECURSION(14)

SA ={6}, CA={6,14}. As , set ETC=7.
RECURSION(12): successor node 12
SA={12}, CA={6,12,14}. As , set ETC=-l.

RECURSION(13): successor node 13
SA={13}, CA={6,12,13,14}. As , set ETC=-6.

ETC’=-6<0: SA={12,13}, ETC=-6+(-l)=-7.
ETC’=-7<0: SA={6,12,13}, ETC=-7+7=0.

ETC=0: SA={6,12,13,14}, ETC=0+0=0.
No displacement has been found for the subtree and the arc (6,14) is
made inactive.

RECURSION(3): predecessor node 3
SA={3}, CA={3,6,12,13,14}. As , set ETC=3.

RECURSION(5): successor node 5
SA={5}, CA={3,5,6,12,13,14}. As , set ETC=0.

ETC'=0: delete arc (3,5) from as shown in Figure 92.
|SA'|=1, so no connection is made between node 5 and node 14.

RECURSION(7): successor  node 7
SA={7}, CA={3,5,6,7,12,13,14}. As , set ETC=7.

SA={14}, CA={14}. As , set the earliness-tardiness costs
ETC=0.

RECURSION(6): predecessor node 6
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RECURSION(8): successor node 8
SA={8}, CA={3,5,6,7,8,12,13,14}. As           , set ETC=-7.

ETC’=-7<0: SA={7,8}, ETC=7+(-7)=0.
RECURSION(11): successor node 11
SA={11}, CA={3,5,6,7,8,11,12,13,14}. As             , ETC=-4.

ETC’=-4<0: SA={7,8,11}, ETC=0+(-4)=-4.
ETC’=-4<0: SA ={3,7,8,11}, ETC=-4+3=-1.
ETC’=-1<0:  The set of activities {3,7,8,11} must be shifted towards time

zero. Arc (3,14) is deleted from the due date tree Compute
and compute

Since and arc (3,14) is added to the due
date tree. The completion times of the activities in SA’ are reduced by

yielding Step 2 is to be repeated
with the updated tree given in bold in Figure 92.

STEP 2. Set  The algorithm starts another recursive search starting
with dummy end node 14.

RECURSION(14)
SA ={14}, CA={14}. As set the earliness-tardiness costs
ETC=0. Arc (6,14) is inactive.

RECURSION(3): predecessor node 3
SA ={3}, CA={3,14}. As , set ETC=3.

RECURSION(7): successor node 7
SA ={7},CA={3,7,14}. As , set ETC=1.

RECURSION(8): successor node 8
SA ={8},CA={3,7,8,14}. As , set ETC=7.

ETC’=7>0: delete arc (3,7) from
|SA'|=1, so no connection is made between node 9 and node 14.

RECURSION(11): successor node 11
SA ={11}, CA={3,7,8,11,14}. As , set ETC=4.

ETC’=4>0: delete arc (7,11) from
|SA’|=1, so no connection is made between node 11 and node 14.
ETC’=7>0: delete arc (7,8) from
|SA’|=1, so no connection is made between node 8 and node 14.

SA ={3,14}, ETC=3+0=3.
Return;
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The weighted earliness-tardiness cost cannot be further decreased by
shifting activities towards time zero. Since there are no active links to the
dummy end activity left, the algorithm comes to a deserved stop. Figure 93
gives the corresponding due date tree. The reader can easily verify the
activity completion times:

The weighted earliness-tardiness cost amounts to 26.
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3.1.2.3 Computational experience
Vanhoucke et al. (2001b) enjoyed coding the algorithm in Visual C++

Version 4.0 under Windows NT 4.0 to run on a Dell personal computer with
Pentium 200 MHz processor. They validated the algorithm on problem
networks generated using the activity network generator ProGen/max
(Schwindt (1995)) with settings as shown in Table 22.

The due dates were generated as follows. First, a maximum due date was
obtained for each project by multiplying the critical path length by a factor
given in Table 22. Subsequently, the authors generated random numbers
ranging from 1 to the maximum due date. The numbers are sorted and
assigned to the activities in increasing order, i.e. activity 1 is assigned the
smallest due date, activity 2 the second smallest, etc. Using seven settings
for the due date generation and two settings for the unit earliness and
tardiness penalty cost, a dataset containing 1,680 instances was created.

Table 23 gives computation times in milliseconds. As can be seen from
the table, the computational requirements are very small. The small values
obtained for the standard deviation reflect the robust behaviour of the code
over the various problem instances.

Vanhoucke et al. (2001b) observed a positive correlation between the OS
of a problem instance and the required CPU-time, indicating that the more
dense the network, the more difficult the problem. They also observed that
the earliness and tardiness penalty cost values have no significant impact on
the required CPU-time.

Figure 94 shows the effect of the due date.
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When the due date generating factor is small, the problems contain many
binding precedence relations so that solving them to optimality will require
an extensive search to shift many sets of activities. Problems with a large
factor for generating the due dates, contain only a few binding precedence
relations in the due date tree. In that case, many activities will be scheduled
on their due date and only a small number of shifts will be needed to solve
the problem.

3.2 Maximising npv with progress payments

It should be observed that the logic used to solve problem
cpm\early/tardy can be made applicable to different problem settings.
Vanhoucke et al. (2000c), for example, have exploited the logic of the
recursive procedure for solving the weighted earliness/tardiness problem of
the previous section in their branch-and-bound procedure for maximising the
net present value of a project in which progress payments occur. In that
problem type, cash flows depend on the completion times of activities in the
following way. Cash outflows occur when an activity is completed. This is
often the case when activities are subcontracted and the subcontractors are
paid upon activity completion. Cash inflows occur as progress payments at
the end of periods T, 2T, 3T, ... as reimbursements for the work completed
during the corresponding period. The authors assume AoN networks with
zero-lag finish-start precedence constraints. Kazaz and Sepil (1996) solve
the problem using Benders decomposition, while Sepil and Ortaç (1997)
developed heuristics for the problem under renewable resource constraints.
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4. EXERCISES

1.

2.

3.

Assume a project represented by a network in AoA representation
G = (V,E), with V as the set of events (nodes) and E as the set of
activities (arcs). The activities are subject to classical zero-lag finish-
start precedence relations. Cash flows are associated with the realisation
time of the events (nodes) in the network. The objective is to schedule

the project in order to maximise the net present value of the project. If

denotes the realisation time of event in a non-optimal feasible
solution of the max-npv problem, denotes the cash flow at time and

denotes the discount factor, show how the objective function of

maximising the npv can be approximated by the first term of a Taylor
series expansion. Use this approximation in a linear programming
formulation of the max-npv problem. Show that the dual LP formulation
yields a transhipment problem.
Consider the following AoA network given below. The number along
each arc denotes the fixed duration of the corresponding activity. The
number adjacent to each node represents the corresponding cash flow.
Assuming show that the schedule which maximises the npv of
the project differs from the critical path based early start schedule.

Consider the following network in AoA representation:

The number along each arc denotes the fixed duration of the correspon-
ding activity. The number adjacent to each node represents the corres-
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4.

5.

6.

7.

ponding cash flow. Assuming schedule the project in order to
maximise its net present value. What are your conclusions with respect
to maximising the npv of a project in the absence of a project deadline?
Show that the constraint given in Eq. [5.22] is identical to

which incorporates [5.17] and [5.19].

Consider the network shown below in AoN representation:

The number above each node represents the fixed duration of the
corresponding activity. The number below each node represents the cash
flow which occurs at the completion of the corresponding activity. The
precedence relations are of the zero-lag finish-start type. Assume a
project deadline equal to and The objective is to
schedule the project such that the npv is maximised. Use the procedure
of Section 1 to create a transformed digraph. Use a maximal flow
procedure of your choice to solve the corresponding minimum cut
problem.
Consider the problem of the previous question
a. Solve the problem using the recursive search method of Section 2.1.2.
b. Solve the problem using the steepest ascent procedure of Section

2.1.3.
c. Solve the problem using the revised recursive search algorithm of

Section 2.1.4.
Consider the following AoN network, where the number above a node
again denotes the activity duration and the number below a node again
denotes the cash flow:
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8.

9.

The precedence relations are of the zero-lag finish start type. The project
deadline is and The objective is to schedule the project
such that the npv is maximised. Reduce the problem to a minimum cut
problem defined on a transformed digraph using the methodology of
Section 1. Solve the problem using:
a. The labelling algorithm of Ford and Fulkerson (1962).
b. The push-relabel algorithm of Goldberg and Tarjan (1988).
Consider again the problem described in the previous question.
a. Solve the problem using the recursive search method of Section 2.1.2.
b. Solve the problem using the steepest ascent procedure of Section

2.1.3.
c. Solve the problem using the revised recursive search algorithm of

Section 2.1.4.
Consider the following project with GPRs (adapted from Schwindt and
Zimmermann (1998)):

The numbers between the parentheses above each node denote the
duration of the corresponding activity and the cash flow which occurs
upon activity completion, respectively. The number next to each arc
denotes the corresponding time-lag. The deadline of the project is

and Transform the problem into a minimum cut
problem. Derive the schedule that maximises the npv of the project using
a maximal flow algorithm of your own choice. Solve the problem again
using the procedures discussed in Section 2.3.
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10.

11.

Activity i

1
2
3
4

5
6

0

5

-0.5

The number above a node represents the fixed duration of the correspon-
ding activity. The project deadline and The linear
time-dependent cash flows are given as follows:

Consider the project network given below in AoN representation. The
precedence relations are of the zero-lag finish-start type. The number
above each node represents the activity duration. The numbers below
each node denote the due date of the corresponding activity and the
penalty cost, respectively (assume the unit earliness cost to equal the unit
tardiness cost):

Reduce the problem to a minimum cut problem. Derive a schedule that
minimises the weighted earliness/tardiness costs using the classical
push-relabel algorithm of Goldberg and Tarjan (1988). Solve the
problem again using the procedure discussed in Section 3.1.
Consider the AoN given below:
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4
0

Apply the algorithm described in Section 2.2 to generate a schedule
which maximises the npv of the project.

10
11
12
13

7
8
9

-0.5
1
1
1
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Chapter 6

THE RESOURCE-CONSTRAINED PROJECT
SCHEDULING PROBLEM

In the previous two chapters, the temporal analysis of activity networks
was discussed. No resources have been introduced into the topic yet.
However, this chapter will introduce renewable resources into project
scheduling and it will become immediately obvious that this introduction
does complicate the matter quite a bit. This (rather long) chapter will discuss
exact and heuristic procedures as well as several lower bound calculations
for the basic, well-researched resource-constrained project scheduling
problem, which is also well-known under the acronym RCPSP. This
problem extends the problem that was extensively studied in
Chapter 4, with renewable resources, i.e. resources that are available during
every period in which the project needs to be scheduled (possibly in variable
amounts, as extensions of the RCPSP will allow). According to the
classification scheme of Chapter 3, the RCPSP can be classified as

In the next section, it will be shown that the RCPSP is
hard in the strong sense (for some background on the notion of
see Section 1.2.1.1.1 in Chapter 2 of this book).

1. PROOF

In the paper by Blazewicz, Lenstra and Rinnooy Kan (1983), it is shown
that problem P2|res 111, chain, is in the strong sense. The
basic classification scheme that is used for this notation was described in
Graham et al. (1979). The introduction of the field to indicate the
presence of scarce resources was described by Blazewicz, Lenstra and
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Rinnooy Kan (1983). The notation therefore refers to the machine
scheduling problem in which jobs with a unit processing time have to be
scheduled on two parallel identical machines, where the precedence relations
between the jobs are chain-like (the corresponding graph has both indegree
and outdegree of at most one for each vertex) and where the jobs possibly
require one unit of a single renewable resource type with availability of one.
The objective is to minimise the makespan.

The of problem P2|res111, chain, is proven by
means of a transformation from 3-PARTITION. This problem can be
described as follows:

3-PARTITION: Given a set S = {1,...,3t} and positive integers
and b with can S be partitioned into t disjoint 3-element

subsets such that

This celebrated problem was the first number problem that was proven to
be in the strong sense. A (very) small problem instance will
illustrate this problem: the set S consists of 6 elements with corresponding
values of 3, 3, 3, 4, 4 and 5. The values of t and b are obviously 2 (3*2 = 6
elements) and 11 (3 + 3 + 3 + 4 + 4 + 5 = 22 = 2 * 11), respectively. For this
problem instance the answer is positive: could consist of elements 1, 2 and
6 with corresponding values of 3, 3 and 5, whereas the second set then
consists of the remaining three elements 3, 4 and 5 with values 3, 4 and 4.

In order to ease the description of the transformation between
3-PARTITION and chain, it will be assumed without
loss of generality that for all Given any instance of the
3-PARTITION problem, an instance of the problem P2|res111, chain,

can be constructed in the following way:
- There is a single chain L of 2tb jobs:

- For each there are two chains and each of jobs:

moreover, it is required that precedes i.e.,

- The primed jobs do require the resource, the unprimed jobs do not.
Blazewicz et al. (1983) claim that 3-PARTITION has a solution if and

only if there exists a feasible schedule with value
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Suppose that 3-PARTITION has a solution A feasible
schedule with value is then obtained as follows. First, the chain L
is scheduled on machine in the interval ]0,2tb]. Note that this leaves the
renewable resource available only in the intervals ](2i-1)b,2ib] (i=1,...,t).
For each it is now possible to schedule the three chains

on machine in the interval ]2(i-1)b,(2i-1)b] and the chains

on machine in the interval ](2i-1)b,2ib]. The resulting schedule is feasible
with respect to resource and precedence constraints and has a total length of
2tb.

Figure 95 illustrates the link between a solution to the problem of
3-PARTITION and that of problem P2|res 111, chain, All jobs of
chain L are scheduled consecutively on machine The symbol
indicates the primed jobs of chain L, which require an additional unit of the
renewable resource type. The unprimed jobs of chain L are denoted by the
symbol All jobs in the chains and are scheduled on machine

The jobs corresponding with the unprimed chains are represented by the

symbol while the jobs of the primed chains (which also require an

additional unit of the renewable resource unit) are denoted by the symbol
The indicated arcs represent the precedence relations Apart

from these indicated precedence relations, there exists a precedence relation
between all jobs, except and and the next job in the

corresponding chain. These precedence relations are not indicated in Figure
95. The solution to the above mentioned 3-PARTITION instance consisted
of set with elements 1, 2 and 6 of value 3, 3 and 5 and of set with
elements 3, 4 and 5 of value 3, 4 and 4, respectively. The chains and

are scheduled consecutively in the first 11 periods on machine

whereas the chains and are scheduled consecutively in the next
11 periods. The second part of the schedule in Figure 95 is similarly
constructed, but now based on It should be quite clear that in this way an
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optimal schedule is given to the corresponding instance of problem
P2|reslll, chain,

Conversely, suppose that there exists a feasible schedule with value
It is clear that in this schedule both machines and the resource

are saturated until time 2tb. Moreover, the chains are executed in

the intervals ]2(i-1)b,(2i-1)b] (i = 1,...,t) and the chains in the

remaining intervals. Let be the index set of chains completed in the

interval ]2(i-1)b,(2i-1)b], for i = 1,...,t. Consider the set It is impossible
that due to the definition of The case cannot

occur either, since this would lead to machine idle time in ]b,2b]. It follows
that and the assumption about the size of implies that

This argument is easily extended to an inductive proof that
constitutes a solution to 3-PARTITION.

It should be quite clear to the reader that the problem P2|res 111, chain,
can be transformed into an RCPSP and that any optimal solution to

one problem can be transformed into an optimal solution to the other
problem. As a result, the RCPSP is clearly in the strong sense.

2. EXACT PROCEDURES

In this section, quite a number of different exact procedures for problem
will be discussed. All these procedures will be clarified on the

same problem example that is represented in Figure 96. The duration for
each activity is indicated above the corresponding node, while the
requirement for the single renewable resource, which for simplicity is
assumed in this example, is given below the node. As indicated to the left of
the figure, the availability of the single resource type amounts to eight units.
Remark that the numbering of the activities is done such that activities with a
smaller late start time always have a smaller number (there are two tie-
breaks, but these are solved arbitrarily).

The problem instance in Figure 96 is constructed such that there is only
one optimal solution to the problem. This solution with a makespan of 15 is
depicted in Figure 97. The horizontal axis denotes the time, whereas on the
vertical axis the use of the renewable resources is indicated. Remark that no
activity can be scheduled at another time instant without increasing the
project length.
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In the sequel of this section, quite a number of different approaches for
optimally solving this problem will be explained. By indicating how the
different solution procedures will construct the optimal solution for this
problem, a good feeling for the efficiency of each of these approaches should
be obtained.

A first section of this chapter will deal with exact solution procedures for
the resource-constrained project scheduling problem. Two solution methods
will be dealt with in some detail, namely the different linear programming
approaches that have been presented in the past as well as the many branch-
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and-bound schemes that researchers in the project scheduling area have
come up with.

2.1 Linear programming based approaches

2.1.1 Conceptual formulation

Problem can be modelled conceptually as a linear
programming model in the following way:

In this formulation, the use of a dummy start as well as a dummy end
activity is assumed. The decision variables denote the finish times of the
different activities, while the denote the duration of each activity, the
availability of the resource type and the resource requirement of
activity i for resource type k. The set that is used in Eq. [6.4] denotes the
set of activities that are in progress at time t. Please remark that in Chapters
6 and 7, for simplicity reasons, we will not include the superscript that
was introduced in Chapter 3 to denote a renewable resource type as in these
chapters only renewable resource types will be discussed and thus there will
be no possibility of a mix-up with nonrenewable or doubly-constrained
resource types.

The objective function [6.1] minimises the finish time of the dummy end
activity. Eq. [6.2] expresses the precedence relations, while Eq. [6.3] forces
the dummy start activity to finish at time 0. Finally, Eq. [6.4] expresses that
at no time instant during the project horizon the resource availability may be
violated.

This linear program, however, cannot be solved directly because there is
no easy way to translate the set that is used in Eq. [6.4], into a linear
programming formulation. Other linear programming formulations have to
be used in order to be able to specify the resource constraints in a correct and
solvable form.

subject to
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2.1.2 The formulation by Pritsker et al. (1969)

A very early formulation has been presented by Pritsker et al. (1969). In
that formulation, 0-1 variables are defined, which specify whether activity
i finishes at time t or not. More specifically, for every activity i and for every
feasible completion time is defined as follows:

The variable can only be defined over the interval between the earliest
and latest finishing time of the activity in question. These limits are
determined using the traditional forward and backward pass calculations that
were discussed in Eqs. [4.1] and [4.2]. The backward pass recursion is
started from a project length T, which equals a feasible project length (e.g.,
determined by any of the heuristic procedures that will be discussed in
Section 3 of this chapter).

It should be clear to the reader that there is an immediate link between
the binary decision variables and the completion times of the activities. The
finishing time of activity i can be calculated as:

Using the above definition of the decision variables Pritsker et al.
proposed the following mathematical formulation:

The objective function [6.6] minimises the completion time of the
dummy end activity and thus the completion time of the project. Eq. [6.7]
specifies that only one completion time is allowed for every activity, which
must lie in the interval between the earliest and latest finishing time. The

subject to
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precedence constraints are given in Eq. [6.8]: the completion time of any
activity cannot exceed the start time (completion time minus duration) of its
successor. The resource constraints for every resource type k are specified in
Eq. [6.9] by considering for every time instant t and every resource type k all
possible completion times for all activities i such that the activity is in
progress in period t. The weighted sum of the corresponding decision
variables should not exceed the resource availability. For the example
instance of Figure 96, the expressions for Eq. [6.9] for the first three time
units (using an upper bound of 15 for the project makespan of the problem
instance of Figure 96) result in:

Finally, Eq. [6.10] specifies that the decision variables are binary. This
formulation by Pritsker et al. requires the use of at most nT binary decision
variables and exactly n + |A| + mT restrictions. As |A| equals at most n(n-1)/2,
the model requires restrictions. The computational complexity
operator O() has been discussed in Section 1.2.1.1.1 of Chapter 2.

Obviously, the previous formulation by Pritsker et al. can easily be
modified when the decision variable is defined to be 1 if the activity i
starts at time instant t and to be 0 otherwise.

2.1.3 The formulation by Kaplan (1988)

A quite different formulation has been introduced by Kaplan (1988) for
the preemptive version of the resource-constrained project scheduling
problem (i.e., problem This formulation can easily be
adapted to problem In Kaplan’s formulation, the 0-1 decision
variable is defined to be 1 if the activity i is in progress in period t and to
be 0 otherwise. The alert reader will have observed that an activity with a
duration of 0 is never in progress and thus does not have a corresponding
decision variable which is set to 1. This problem, however, can be easily
overcome: the dummy start and end activity are assigned arbitrary durations
of 1 and all other activities with zero duration can be eliminated, provided
that the corresponding precedence relations are adjusted appropriately. The
resulting solution may be transferred into a solution for the original problem
by subtracting one unit from the completion time of every activity, except
for the dummy end activity where two units need to be subtracted. As a
result, the following mathematical formulation can be obtained:
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The objective function [6.11] minimises the project duration. Remember,
however, that this value exceeds the optimal project length by two time units
because of the unit duration of both the dummy start and dummy end
activity. Eq. [6.12] ensures that each activity i is executed for time units.
The fact that no preemption is allowed is modelled in Eq. [6.13]. As an
example, all inequalities for activity 4 are given below. Again using an upper
bound of 15 for the project makespan of the original problem instance of
Figure 96 (and thus an adjusted project makespan of 17 when both the
dummy start and end activity are assigned a duration of 1), we obtain

and

It should be quite obvious that when the decision variable in this
inequality is 0, there is no way that the constraint can be violated. However,
when equals 1, at least one other variable needs to equal 1. In the
example, one can see that implies that (first inequality) and
that implies that (second inequality: even the fact that
cannot result in a value smaller than 1 if When t = 6, implies
that either or both and equal 1. A similar reasoning can be
followed for t = 7. In this way, no preemption is allowed in the project.

subject to
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The precedence relations are modelled in Eqs. [6.14] and [6.15]: for
every activity j it is specified that it can only be in progress if its
predecessor activity i was finished at least one time unit earlier. In order to
specify these precedence relations, the nonpreemption assumption was
already incorporated. As a result, we need only look at a limited number of
the decision variables of the predecessor activity. Using an upper bound on
the project makespan of the adjusted problem of 17, the precedence relation

of Figure 96 can be specified as follows

The equation for t = 6 specifies that activity 7 can only be in progress at
time instant 6 if its predecessor activity 5 was in progress at time instant 2
(and because no preemption is allowed also in periods 3, 4 and 5). A similar
reasoning applies to the equations for t = 7 to 9. The last equation, however,
is slightly different: activity 7 can be in progress in period 10 only if its
predecessor activity 5 was in progress in periods 5 or 6. In that case, activity
5 would certainly finish by time instant 9 and thus the precedence relation is
satisfied. Remark that the only way in which four consecutive decision
variables could equal 1 without making and positive is the
assignment In that case, activity 7 could not be in
progress in period 10.

The resource constraints can be specified in a simpler form than in the
formulation of Pritsker et al. (1969): for each time instant t, one only needs
to consider all activities that can be active in that period. For the example of
Figure 96, the first three expressions of equation [6.16] are as follows:

Equation [6.17] specifies that the decision variables are binary. This
formulation requires the use of at most nT binary decision variables and at
most n + nT+ |A|T+ mT restrictions. As |A| equals at most n(n-l)/2 and as m
is typically smaller than the model requires restrictions which
exceeds the order for the formulation by Pritsker et al..

2.1.4 The formulation by Klein (2000)

A third formulation, based on Klein (2000), can be obtained by defining
the binary decision variable to be 1 if activity i is in progress in period t or
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was so before, and to be 0 otherwise. This definition of the decision variable
requires some decision variables to be defined outside the period between
the early start and late finish of the activity in question. Otherwise, the
resource constraints cannot be specified correctly. Moreover, one can easily
observe that the vector of decision variables for a certain activity first
consists of a series of zeroes, which is followed by a sequence of ones. The
switch from 0 to 1 occurs in the period in which the activity is started. As a
consequence, the starting time of an activity i can be obtained as:

Using this definition of the decision variables, the following formulation
can be obtained:

subject to

The objective function [6.18] minimises the start (and finish) time of the
dummy end activity. Eqs. [6.19] – [6.21] ensure that the vector of decision
variables for every activity consists of a series of zeroes, followed by a
sequence of ones. As an example, the inequalities for activity 5 turn out to be
(remember that with an upper bound of 15 on the project length:

As can be seen, we need to specify decision variables with negative time
indices. These, however, need to be assigned a value of 0. The inequalities
ensure that a value of 1 for the decision variable at a certain time instant
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results in values of 1 for the decision variables for that activity at all later
time instants. Finally, as activity 5 cannot start later than at time instant 5,
the decision variables for period 6 and later are assigned a value of 1.

The precedence relations are specified in Eq. [6.22] that perfectly
matches Eq. [6.14] of the Kaplan formulation that was presented in Section
2.1.3. The only difference in formulating the precedence relations lies in the
fact that now Eq. [6.15] is not needed: as the sequence of ones continues,
even if the activity is no longer in progress, there is no need to consider the
possibility that the predecessing activity has already finished. Using a project
makespan of 15, the precedence relation of Figure 96 can be
specified as follows:

Remark that the only difference is found in the last inequality.
The formulation of the resource constraints again resembles that of the

Kaplan formulation somewhat. However, now we have to remember that a
decision variable can be assigned a value of 1, even if the corresponding
activity is not active in that period. Therefore, we have to test whether the
activity is indeed in progress. Writing the expressions of Eq. [6.23] for the
first three time periods for the example of Figure 96 will clarify the solution
to this minor problem:

We immediately observe the necessity of defining decision variables with
negative time indices. Moreover, the last equation indicates that the value of
1 for decision variable (as a result of Eq. [6.21]) does not automatically
imply that activity 2 is in progress in period 3. Indeed, if the decision
variable equals 1, activity 2 has completed at time instant 2 and does not
need to be considered to be in progress in period 3. Finally, Eq. [6.24]
indicates that the decision variables are binary. This formulation requires
the use of at most nT binary decision variables and at most nT + |A|T + mT
restrictions. As |A| equals at most n(n-1)/2 and as m is typically smaller than
n2, the model requires restrictions which equals that of the previous
formulation.
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2.1.5 The formulation by Alvarez-Valdés and Tamarit (1993)

A fourth linear programming formulation was presented by Alvarez-
Valdés and Tamarit (1993). This formulation is based on the definition of a
set IS of all minimal resource incompatible sets S (see Section 2.2.4 on the
related topic of minimal forbidden sets). A resource incompatible set is
defined to be a set of activities between which no precedence relation exists
and for which it applies that they would violate the resource constraints, if
scheduled in parallel. It is called minimal if it is impossible to remove an
activity and still keep a resource incompatible set. For the problem example
of Figure 96 seven minimal resource incompatible sets do exist: {2,3,5},
{3,4,5}, {3,4,7}, {3,5,6}, {4,7,8}, {4,7,9} and {6,7,9}. In order to resolve a
resource conflict that would originate from processing the activities of a
resource incompatible set in parallel, one needs to introduce at least one
precedence relation between a pair (i,j) of the activities in that set. As a
result, activity i has to be completed before activity j can be started, or vice
versa, so that the corresponding resource conflict can no longer occur.
Introducing the binary decision variable which equals 1 if activity i
precedes activity j and 0 otherwise (i.e., if activity j is scheduled before i or
in parallel with i) as well as the integer variable denoting the completion
time of activity i, we obtain the following formulation:

The objective function [6.25] minimises the completion time of the
dummy end activity and thus the completion of the project. Eq. [6.26]
introduces the precedence relations: the binary decision variable is set to 1
if a precedence relation exists between activities i and j and to 0 otherwise.
Eq. [6.27] specifies that no cycle is allowed in the network: at most one
precedence relation can be introduced between any pair of activities.
Transitivity of the precedence relations is guaranteed by Eq. [6.28]: if
activity i precedes activity j and if activity j precedes activity k, then activity
i must precede activity k. The resource constraints are introduced in Eq.

subject to
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[6.29]: at least one precedence relation should be specified between the
activities of every minimal resource incompatible set. The completion times

are set in Eqs. [6.30] and [6.31]: the dummy start activity is started (and
completed) at time 0 and for all the original or introduced precedence
relations it is specified that the start time of the succeeding activity
should at least equal the completion time of its predecessor (M denotes an
arbitrary large number). If no additional constraint is introduced
because the completion time of the first activity will always be smaller than
the sum of the start time of the second activity and an arbitrary large number.
Finally, Eq. [6.32] specifies that the decision variables should be binary.

This formulation requires the definition of n(n-l) binary decision
variables and of n integer variables. The number of restrictions amounts to at
most The number of
restrictions that can be introduced therefore mainly depends on the number
of minimal resource incompatible sets (Eq. [6.29]). As the dummy activities
cannot belong to a minimal resource incompatible set, there can be at most

restrictions of type [6.26]. The model therefore requires
restrictions.

2.1.6 The formulation by Mingozzi et al. (1998)

A fifth and last (in this section, at least) linear programming formulation
has been introduced by Mingozzi et al. (1998). They build their formulation
on the notion of feasible subsets, i.e. subsets of activities between which no
precedence relation is specified and that, if scheduled in parallel, do not
violate the resource constraints. For the problem example of Figure 96, there
are 32 feasible subsets (not considering the dummy start and end activities):
FS = {{2}, {3}, {4}, {5}, {6}, {7}, {8}, {9}, {2,3}, {2,5}, {2,7}, {2,8},
{2,9}, {3,4}, {3,5}, {3,6}, {3,7}, {4,5}, {4,7}, {4,8}, (4,9}, {5,6}, {6,7},
{6,8}, {6,9}, {7,8}, {7,9}, {2,3,7}, {2,7,8}, {2,7,9}, {3,6,7}, {6,7,8}}.
Based on these feasible subsets, binary decision variables and can be
defined as follows:

We denote the collection of all feasible subsets that contain activity j as a
subset as As an illustration, in the above example = {{3}, {2,3}, {3,4},
{3,5}, {3,6}, {3,7}, {2,3,7}, {3,6,7}}. The early start of a feasible
subset i is defined to be the maximal early start of all activities in that subset.
The late start of a feasible subset i is defined to be the minimal late start
of all activities in that subset. For instance, using a makespan of 15, for the
subset {3,6,7} the early start is 5 (the early start of activity 6) and the late
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start is 2 (the late start of activity 3). As a result, we know that this feasible
subset will never occur in a project schedule with a length of 15 or less.

Using the above definitions of the variables and the early and late start of
a feasible subset, Mingozzi et al. (1998) proposed the following linear
programming formulation (where |FS| denotes the size of the set FS):

The objective function [6.35] minimises the number of time units that
feasible subsets are in progress. It should be obvious to the reader that the
objective function [6.44], which is based on the formulation by Pritsker et al.
(1969), can replace objective function [6.35] without any problem:

Eq. [6.36] specifies that at most one feasible subset can be in progress
during any time period of the project. Eq. [6.37] guarantees that the
corresponding activity is in progress for exactly its duration. We will

subject to
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illustrate this equality (and the next two) on activity 5 of the problem
example of Figure 96. As can be observed below, activity 5 belongs to five
of the thirty-two different feasible subsets: the number of the subset as well
as its early start and late finish time are indicated in the following table.

Using the information in this table, one can easily write down Eq. [6.37]
for activity j=5:

Based on the same information for activity 5 and remembering that
one can easily write Eqs. [6.38],

[6.39] and [6.40]:

Eq. [6.38] clearly specifies that if a feasible subset is in progress in
period t, then there should be a feasible subset in progress in the next

period. Eq. [6.39] is quite similar, but now the possibility exists that the
corresponding activity completes at time instant t: this slight problem is
solved by introducing the binary decision variable which becomes 1 if no
feasible subset is in progress in the next period. Next, Eq. [6.40] indicates

that only one completion time is allowed for every activity. Eq. [6.41]
introduces the precedence relations in the form that we have seen before (see
Eq. [6.8]). Finally, it is specified that the decision variables and are
binary.
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This formulation requires the definition of binary decision
variables: because of the possible number of feasible subsets and T
because each feasible subset can be in progress in different time periods. The
number of restrictions is for the introduction of the precedence
relations in Eq. [6.41] and for the nonpreemption constraints [6.38] and
[6.39]. The last two formulations are less efficient than the first three: the
construction of these two formulations is more relevant in the context of
lower bound calculations.

2.2 Branch-and-bound procedures

Apart from heuristic methods, branch-and-bound is probably the most
widely used solution technique for solving project scheduling problems. As
already mentioned in the introduction to this chapter, the resource-
constrained project scheduling problem belongs to the set of complex
combinatorial problems and very often branch-and-bound is the only
technique which allows for the generation of optimal solutions within an
acceptable computational effort. In the description of the branch-and-bound
methodology we shall basically follow the paper by Agin (1966).

A combinatorial problem is defined to be one of assigning discrete
numerical values to some finite set of variables x, in such a way as to satisfy
a set of constraints and minimise some objective function f(x). A large range
of flexibility is permitted in both the constraint set and the objective
function. The constraints of the combinatorial problem shall be designated as
being either implicit or explicit. Implicit constraints are constraints that will
be satisfied by the manner in which the branch-and-bound algorithm is
constructed. In the resource-constrained project scheduling problem, the
precedence constraints are an example of implicit constraints: these
constraints can easily be satisfied by a branch-and-bound procedure by
applying PERT/CPM-like temporal assignments. Explicit constraints,
however, are defined to be constraints that will require procedures for
recognition as an integral part of the branch-and-bound algorithm. The
resource constraints are clearly an example of explicit constraints: as was
indicated in the previous section, it is far from obvious how one can
introduce the resource constraints into a linear programming model. The
same difficulty occurs when a branch-and-bound solution method is chosen.

We now define a solution s to be an assignment of numerical values to x
that satisfies all the implicit constraints. An early start schedule (in which all
the activities are assigned the smallest possible finish time such that all
precedence relations are satisfied) clearly represents a solution. A feasible
solution, however, is defined to be an assignment of numerical values to x
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that satisfies all the constraints, implicit as well as explicit ones. A solution
in which all the activities are scheduled one after the other without violating
any of the precedence relations (this condition was already satisfied as the
notion ‘solution’ was used) clearly exemplifies a feasible solution to the
resource-constrained project scheduling problem (provided, of course, that
no activity exists for which the resource requirement for a certain resource
type exceeds the resource availability for that type). We define the set
{s} to contain all solutions to the combinatorial problem. In order for a
branch-and-bound algorithm to be applicable, should contain a finite
number of possible solutions. Theoretically, this condition is not satisfied for
the project scheduling problem as an infinite number of completion times
can be assigned to each activity. However, in practice there is always one
feasible solution that can be found (e.g. the solution in which all activities
are scheduled one after the other) and a corresponding project length can be
computed. We therefore need only consider all the solutions that have a
project length that does not exceed the project length of this feasible
solution. As such, only a finite number of possible completion times can be
assigned to the (finite number of) activities and thus, from a practical
viewpoint, the set can be considered to be a finite set when project
scheduling is involved.

A partition of has traditionally been defined to consist of an exhaustive
division of into disjoint subsets that is a collection of
subsets with the following properties:

However, recent advances in branch-and-bound algorithms (for a good
survey see Ibaraki (1977)) have relaxed the second property. It is therefore
no longer mandatory to consider only disjoint subsets. Indeed, some of the
branch-and-bound algorithms that will be described hereafter will partition
the original solution set into subsets with non-empty
intersections.

Branching is then defined to be the process of repetitively partitioning a
subset into m subsets where

The process of successively branching can be visualised as the creation
of a tree. The initial node (root node) of the tree represents the set of all
solutions. Branches are created by the process defined as branching and
nodes of the tree represent the subsets of With each node i there is
associated some subset The example tree in Figure 98 illustrates these
concepts. Node i = 0 corresponds with the set of all solutions. Nodes 1
and 2 are associated with the subsets and of while nodes 3 and 4
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correspond with the subsets and of No branching has yet taken
place from nodes 2, 3 and 4. As such, each node i represents a subset of

An intermediate node is defined as a node from which no branching has
yet taken place, while a final node denotes an intermediate node i for which

consists of a single solution s. A lower bound on the value of the
objective function for all solutions s associated with node i is some fixed
number with the property that it does not exceed f(s) for each

Two characteristics of the branch-and-bound algorithm are necessary in
order to prove that the algorithm will solve the combinatorial problem
optimally. The first of them is traditionally called the branching
characteristic, which guarantees that an optimal solution will eventually be
obtained during the branch-and-bound process. Since is finite, the process
of branching (partitioning) will eventually yield any given solution s as a
final node in the branch-and-bound tree, unless the branching process is
stopped prematurely. Therefore all possible final nodes may eventually be
generated and the optimal solution can be obtained. The second
characteristic, which is termed the bounding characteristic, furnishes the
possibility to recognise an optimal solution prior to complete enumeration.
If, for instance, a feasible solution is obtained during the search process,
whose objective value is smaller than or equal to the lower bounds of
every intermediate node i then is an optimal solution and there need be no
further branching from the nodes i. As a consequence of these two
characteristics, a branch-and-bound algorithm will always find an optimal
solution (if sufficient time and memory is furnished) and possibly so without
generating all solutions explicitly.

Using the definitions given above, it is possible to define a specific
branch-and-bound algorithm as a set of rules for:
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(a)

(b)
(c)
(d)

(e)

branching from nodes to new nodes: given the intermediate node
from which to branch next, how many and what new nodes are
created?
determining lower bounds for the new nodes;
choosing an intermediate node from which to branch next;
recognising when a node contains only infeasible or nonoptimal
solutions;
recognising when a final node contains an optimal solution.

In general, a distinction is made between two strategies of branch-and-
bound algorithms. The dichotomy is based on the selection of the
intermediate node to branch from next. The first type is a depth-first or
backtracking strategy that selects one of the intermediate nodes that have
been created at the previous stage, thus progressing node by node down a
branch. However, if the previous stage fathomed the branch (i.e., indicated
that no further branching from the current node is required because either the
subset considered at this node does not contain an optimal solution or at least
an equivalent solution could be obtained in another branch of the search
tree), the search retreats up the branch until it encounters a node that has not
been fully explored. It then searches one of the unfathomed branches beyond
this node. The second type is traditionally known as a best-first, frontier
search or skiptracking strategy. This strategy always selects that
intermediate node which has the lowest (best) lower bound. If several
intermediate nodes exist with the same (best) lower bound, the selection is
based on a second characteristic (eventually third, fourth, etc... if all
previous characteristics are equal for two or more intermediate nodes). The
last strategy has two major disadvantages: first, it requires far more storage
capacity than a depth-first strategy and secondly, the optimal solution is only
obtained at the end of the search, while no other feasible solution is found
during the search. A depth-first strategy almost immediately finds a
(generally rather good and sometimes optimal) feasible solution and
improves this one (if possible) during the subsequent search procedure.
Therefore, one can obtain rather good feasible solutions when prematurely
interrupting a branch-and-bound algorithm based on a depth-first strategy,
while a premature disruption of a search procedure based on a best-first
strategy will yield no feasible solution at all. However, this last advantage of
a depth-first strategy is closely related to its most important disadvantage: a
best-first approach does not branch from nodes that have a lower bound that
is larger than the optimal solution, while a depth-first can consider such
nodes. Indeed, at a certain moment during the search procedure, a depth-first
strategy can consider all intermediate nodes at the current stage with a lower
bound that is smaller than the currently best solution, which need not be



6. THE RESOURCE-CONSTRAINED PROJECT SCHEDULING
PROBLEM

223

optimal. As a consequence, it is generally true that a branch-and-bound
algorithm that is based on a best-first strategy visits fewer nodes than one
that applies a depth-first strategy. It is therefore a traditionally held belief
that a frontier search generally requires less computation time to find an
optimal solution than a depth-first strategy. However, this is not necessarily
the case: although fewer nodes need to be visited when a best-first search is
applied, the duration of each visit is in general longer as for a depth-first
strategy the majority of the data does not need to be restored.

One should also remark that it is insufficient to recognise when a node
contains only infeasible or nonoptimal solutions. Even if a node contains
optimal solutions, it is sometimes possible to fathom that node. This can
happen if one can prove that for every solution that can be created from this
node a similar or better solution would be constructed by branching from a
different node. Thus, many optimal solutions can be disregarded during the
search procedure as long as at least one optimal solution still belongs to one
subset that corresponds with an intermediate node i. This kind of logic
will be used in the sequel of this chapter when dominance rules are
introduced.

In the sequel of this section, different branch-and-bound procedures will
be explained, using very simple dominance rules and lower bound
calculations. The various exact procedures will also be illustrated on the
example instance of the resource-constrained project scheduling problem
that was introduced in Figure 96 and that is repeated for ease of reference in
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Figure 99. Also for ease of reference, the optimal schedule for the problem
example is repeated in Figure 100.

2.2.1 Precedence tree

The precedence tree approach to the resource-constrained project
scheduling problem is based on the observation that any early-start schedule
(and thus also any optimal early-start schedule) can be obtained by listing all
activities in a sequence such that no successor of an activity is sequenced
before its predecessor. Every such sequence corresponds with one early-start
schedule by scheduling the different activities as soon as possible in the
order of the sequence, but without violating the precedence or resource
constraints. Therefore, such a sequence in which no activity is sequenced
before one of its predecessors is called a feasible sequence. For the optimal
schedule of Figure 100 one feasible sequence is (1,2,5,3,4,6,7,8,9,10). The
alert reader will have remarked, however, that other feasible sequences
might lead to the same early-start schedule. For the schedule of Figure 100
possible other feasible sequences are (1,5,2,3,4,6,7,8,9,10) and
(1,2,5,3,4,8,6,7,9,10), amongst others. Please remark also that in any feasible
sequence the dummy start activity will take on the first position, while the
dummy end activity will always be sequenced last.

As the precedence tree approach is based on the enumeration of all
feasible sequences, it would be good practice to try to enumerate only those
feasible sequences that result in different early-start schedules. To that
purpose, we can eliminate all feasible sequences that result in an early-start
schedule where an activity in the sequence is started earlier than the previous
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activity in the sequence. Indeed, if a feasible sequence was enumerated in
which the above condition was true, it should be quite obvious that the same
early-start schedule could be obtained by considering a feasible sequence in
which the two activities were interchanged. The above observation will for
instance eliminate the sequence (1,2,5,3,4,8,6,7,9,10) as in the corresponding
early-start schedule activities 6 and 7 will be scheduled earlier than activity 8
which comes earlier in the sequence.

Moreover, another reason why different feasible sequences lead to the
same early-start schedule is that activities which start at the same time can be
interchanged in the feasible sequence. Thus, we can eliminate all feasible
sequences in which an activity in the sequence starts at the same time as the
previous activity in the sequence on the condition that it has a smaller
activity number. This second observation will eliminate the sequence
(1,5,2,3,4,6,7,8,9,10) as activities 5 and 2 start at the same time in the early-
start schedule, while activity 2 has a smaller number than the previous
activity in the sequence, which happens to be activity 5. Obviously, the
words ‘smaller activity number‘ can easily be replaced by the words ‘larger
activity number’ as the choice is made rather arbitrarily. Introducing these
two observations, every different early-start schedule will correspond with a
single feasible sequence.

The precedence tree approach is therefore based on the enumeration of
all feasible sequences that correspond with different early-start schedules
and the selection of the best amongst these feasible sequences. The
precedence tree for the problem example is presented in Figure 101. In
building this precedence tree, we relied on the use of two versions of a
critical path based lower bound. In its simplest form, we add the remaining
critical path length of the currently scheduled activity to its start time and if
this value exceeds or equals the currently best solution, we can dominate the
current node in the precedence tree. The more complicated form is based on
the observation that any lower numbered, unscheduled activity must have a
start time that is at least one unit larger than the currently scheduled (higher
numbered) activity. Therefore, a lower bound for this node is calculated as
the start time of the current activity plus one plus the largest remaining
critical path length of any lower numbered, unscheduled activity. Any node
for which this lower bound at least equals the currently best solution can also
be eliminated.

In Figure 101, every node of the precedence tree contains the node
number on the first line and indicates on the second line the number and start
time of the activity that is started next in the feasible sequence. For instance,
the root node in the precedence tree is numbered node 1 and schedules
dummy activity 1 to start at time 0. The sequence of the node numbers in
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this figure indicates in what order the different nodes of the precedence tree
will be considered if a typical depth-first approach is followed. In node 10 a
first feasible schedule is found with a makespan of 17, corresponding with
the feasible sequence (1,2,3,4,5,6,7,8,9,10). The optimal schedule is found in
node 33 and, following the branches in the precedence tree, one can easily
determine that the corresponding feasible sequence is (1,2,5,3,4,6,7,8,9,10).

The nodes that are marked in gray constitute nodes that are fathomed
because of the two observations that were made previously: nodes 23 and 24
constitute nodes where an activity (activities 3 and 5, respectively) can be
started at an earlier point in time than the previously scheduled activity
(activity 4, which was scheduled to start at time 2 in node 22), whereas
nodes 12, 42, 48 and 49 correspond with nodes where a lower numbered
activity can be started at the same time as the previously scheduled, higher
numbered activity.

All other nodes in the precedence tree are left unbranched as for them a
lower bound could be determined that at least equalled the then valid upper
bound. The nodes that are boxed in full lines constitute nodes for which the
simple critical path based lower bound was sufficient to dominate the node.
For instance, in node 17 activity 5 is scheduled to start at time instant 7 and
has a remaining critical path length of 10 (its own duration plus that of
activity 7). Therefore, any resulting early-start schedule cannot be shorter
than 17 time units, which equals the best makespan found so far (in node
10). The nodes that are indicated in dotted lines represent nodes for which
the more complex lower bound at least equalled the currently best solution.
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In node 13, for instance, activity 9 is scheduled to start at time instant 13
whereas the lower numbered activity 7, which is still unscheduled in that
node, has a remaining critical path length of 6. The more involved lower
bound for node 13 therefore equals 13 + 1 + 6 = 20, which exceeds the
currently best solution of 17. As a result, node 13 can be left unbranched.

The precedence tree based approach was originated by Patterson et al.
(1989) and was further refined by Sprecher (1994). In the simple form that
was presented in this section (without dominance rules or enhanced lower
bound calculations) the precedence tree approach requires 50 nodes to
optimally solve the problem example.

2.2.2 Extension alternatives

A quite different approach was proposed by Stinson et al. (1978). In their
approach, sets of activities that are schedulable at a certain time instant (i.e.,
all their predecessors have completed) and that contain activities such that
there does not exist a resource type for which the combined required
resource requirements of the activities in the set exceed the resource
availability of that type, are scheduled over time until a complete schedule is
obtained. These sets of activities are generally called extension alternatives
and consist of at least one activity. By enumerating all (non-dominated)
extension alternatives at each level of the branch-and-bound tree, the best
complete schedule found in the tree of course constitutes the optimal
solution to the project scheduling problem at hand.

In order to illustrate the enumeration of extension alternatives, we refer to
the problem example of Figure 99 and consider time instant 0, just after the
completion of the dummy activity 1. At that time instant, three activities can
be scheduled based on the precedence relations, namely activities 2, 3 and 5.
Considering these three activities, six different extension alternatives can be
defined, namely the sets {2,3}, {2,5}, {3,5}, {2}, {3} and {5}. The
alternative {2,3,5} does not constitute an extension alternative as the
combined resource requirements for this set of activities amounts to 9 units,
which exceeds the resource availability of 8 units. Remark also that the
empty set is not considered a valid extension alternative as there is no use in
scheduling no activity and thus leaving resource types idle.

In a rather simple way, we can dominate two of these extension
alternatives. Consider the extension alternative {3}: for this extension
alternative all 8 available units of the single resource type are used for 7 time
units in order to perform activity 3 only (a next scheduling decision can only
be made at the completion of activity 3). This activity, however, requires
only 3 resource units and thus for 7 time units 5 resource units are unused.
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During these 7 time units, activities 2 or 5 could easily have been scheduled
and therefore the extension alternative {3} can easily be dominated by either
extension alternatives {2,3} or {3,5}. The same reasoning can be applied for
the extension alternative {5}: during the scheduling of activity 5 by itself,
there are still resources available to schedule activity 2 and thus extension
alternative {5} can be dominated by extension alternative {2,5}. More
formally, any extension alternative for which an unchosen schedulable
activity exists that can be scheduled concurrently with the activities in the
extension alternative and that would finish no later than the earliest finishing
activity in the extension alternative can be dominated. It should be clear to
the reader that the extension alternative {2} cannot be dominated by this rule
because no unchosen schedulable activity exists that would finish no later
than activity 2. The four undominated extension alternatives are indicated on
the first level in the branch-and-bound tree of figure 102.

Every node in the branch-and-bound tree of Figure 102 contains the
following information: on the first line the node number is given first (again
indicating the sequence in which the nodes will be covered during a typical
depth-first approach), followed by the critical path based lower bound that is
valid for that node. The second line enumerates the activities that are part of
the extension alternative at the corresponding level in the branch-and-bound
tree.

Traversing through the tree, it should become clear that one restriction in
enumerating the possible extension alternatives forms the basis of this
approach: activities that do not finish first in an extension alternative at a
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certain branch-and-bound level should be included in any extension
alternative on the next level of the branch-and-bound tree. This can be
illustrated when the branching continues from node 2. There, activities 2 and
3 are scheduled to start at time instant 0, finishing respectively at time
instants 2 and 7. When activity 2 completes at time instant 2, new extension
alternatives need to be enumerated. However, each of these alternatives
needs to include activity 3 as this activity still needs to be performed for 5
more time units. Three extension alternatives exist that abide this restriction,
namely {3,4}, {3,5} and {3}. However, the last extension alternative can
again be dominated because if either activity 4 or 5 (which both are
schedulable, unchosen in the extension alternative {3} and can be performed
concurrently with activity 3) would be included in the alternative, they
would finish earlier than activity 3. As activity 3 is the only activity in the
extension alternative, it will obviously finish the earliest in the alternative
and therefore the 5 available units of the single resource type that are not
used during the period ]2,7] if the extension alternative {3} is considered
could have been used to schedule either activity 4 or 5. Thus, only two valid,
undominated descendants of node 2 remain at the second level of the branch-
and-bound tree.

One further, simple dominance rule was included in building the branch-
and-bound tree of Figure 102: as soon as it is determined that an extension
alternative exists where at least one activity could have been included in the
extension alternative of the parent node in the search tree, it can be
dominated. This dominance rule is typically called the left-shift dominance
rule and can be applied to nodes 31, 32 and 33 in Figure 102. For instance,
in node 31 the extension alternative {3,4} is considered where activity 3 was
schedulable at the previous level and could be performed concurrently with
activity 2, which was the only activity in the extension alternative at the
parent node 30. Thus, the left-shift dominance rule applies to node 31 which
can be fathomed. In fact, if an optimal solution would be identified in a node
that is emanating from this node, it would also be found by branching from
node 3, where first the extension alternative {2,3} is scheduled in node 2 and
as soon as activity 2 completes, activity 4 is started (node 3: extension
alternative {3,4}). The alert reader will have remarked that these three nodes
can be eliminated by both the left-shift dominance rule and the lower bound
calculation: it just depends on whether the test for left-shift dominance or the
lower bound calculation is performed first. The left-shift dominance rule
cannot be applied in the precedence tree approach which calculates for every
feasible sequence an early-start schedule in which, by definition, no activity
can be left-shifted.
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Looking at Figure 102, one can observe that the extension alternative
approach needs in total 35 nodes to optimally solve the problem example of
Figure 99. A first feasible schedule is obtained in node 9, where a project
length of 17 is found, whereas the optimal solution with a makespan of 15 is
found in node 23. For all other nodes that are left unbranched, the critical
path based lower bound value obtained at least equals the best solution that
was found in all previously considered nodes.

2.2.3 Minimal delaying alternatives

The approach of this section is totally opposite to the one of extension
alternatives. In the approach of minimal delaying alternatives, one schedules
activities until a resource conflict shows up, i.e. a time instant at which for at
least one resource type the resource units required by the activities in
progress exceed the availability. Only at such time instants does one
consider several alternatives to resolve the resource conflict, the idea being
that one only needs to solve a problem when the problem has shown up. This
idea is indeed contrary to the central theme in the approach of extension
alternatives, where one wants to consider all possibilities of scheduling
activities just in case a resource conflict might show up later.

In order to resolve a resource conflict, it is quite natural to delay one or
more activities in order to free up enough resources such that the remaining
activities can be performed concurrently within the resource availabilities. In
order to find the optimal schedule all delaying alternatives (i.e. subsets of the
set of activities that are in progress such that the delaying of the subset
resolves the resource conflict at that time instant) need to be enumerated at
each level of the branch-and-bound tree. For the problem example of Figure
99 the first resource conflict occurs at time instant 0. The set of activities in
progress at that time is {2,3,5}. Enumerating all delaying alternatives, we
obtain the subsets {2}, {3}, {5}, {2,3}, {2,5} and {3,5}. Remark that
delaying all activities does not need to be considered as in that case no
activity will be scheduled and the different resource types will remain
unused. We can, however, reduce the set of delaying alternatives that need to
be considered. It has been shown by Demeulemeester (1992) and
Demeulemeester and Herroelen (1992) that one only needs to consider the
set of all minimal delaying alternatives, i.e. all delaying alternatives for
which it is impossible to remove a single activity from the subset and still
retain a valid delaying alternative. As in the example the delaying of each of
the three activities by themselves suffices to free up the necessary amount of
resources, there is no need to consider the delaying alternatives that consist
of two activities. The set of minimal delaying alternatives therefore equals
{{2},{3},{5}} and is shown on the first level of the branch-and-bound tree
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in Figure 103. The main reason why it suffices to consider the set of minimal
delaying alternatives only is that activities that are not delayed at a certain
level in the branch-and-bound tree can still be delayed at a subsequent level
in the branch-and-bound tree, if necessary. This is again contrary to the
approach of extension alternatives, because in that approach the decision to
schedule an activity implies that as long as the activity has not completed it
will be part of any extension alternative further down the branch-and-bound
tree. Therefore, only considering maximal extension alternatives might result
in missing the optimal solution.

Each minimal delaying alternative is delayed until the earliest completion
time of an undelayed activity in progress. For each minimal delaying
alternative the critical path based lower bound can be calculated by adding
the longest remaining critical path length of an activity in the minimal
delaying alternative to the earliest completion time of an undelayed activity.
If this lower bound would be lower than the lower bound that was computed
in the parent node, the lower bound of the parent node is used as the lower
bound for the minimal delaying alternative. For instance, in node 2 activity 5
is delayed until the completion of activity 2, which finishes earlier than
activity 3. Adding the remaining critical path length of activity 5, which
amounts to 10, to the completion time of activity 2, which equals 2, we
obtain a critical path based lower bound of 12. However, the lower bound
calculated in the parent node 1 is higher and thus, this value of 13 is used as
the lower bound for node 2.
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The branch-and-bound tree for minimal delaying alternatives approach is
represented in Figure 103. The first line in each node of Figure 103 again
contains the node number and the critical path based lower bound that can be
calculated in that node. The second line indicates what activities are delayed
in the minimal delaying alternative that is considered in that node. The left-
shift dominance rule can also be applied in this approach. For the problem
example it can be applied in nodes 9, 11, 13 and 17 which are all shaded in
grey in Figure 103. Among these four nodes only node 13 has a lower bound
that is smaller than the current best solution. Therefore, we will focus on
node 13 to explain the application of the left-shift dominance rule in this
approach. In the parent node (node 12) activity 3 was delayed until the
completion of activity 2 at time instant 2. At time instant 2 activities 3, 4 and
5 can be started but the combination of the three activities requires 11
resource units whereas only 8 are available and therefore a resource conflict
occurs. Delaying activity 5 until the completion of activity 4 at time instant 5
would resolve the resource conflict, but results in the partial schedule that is
presented in Figure 104.

It should be clear that in the partial schedule of Figure 104 activity 3 can
be left-shifted to start at time 0, freeing up resources in time periods 8 and 9.
In fact, this partial schedule is the one that corresponds with node 3 of the
branch-and-bound tree, where activity 5 has been delayed twice.

The application of the minimal delaying alternatives approach (with the
left-shift dominance rule) results in a branch-and-bound tree of 19 nodes. In
node 5 a first feasible schedule with a project length of 17 is found, while the
optimal solution is obtained in node 15. Remark that switching from
extension alternatives to minimal delaying alternatives reduces the number
of nodes in the search tree from 35 to 19.
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It is now quite interesting to compare Figures 102 and 103. Some of the
nodes in those branch-and-bound trees are exact mirror images, representing
the same partial schedules. For instance, it should be quite clear that both
nodes 2, 3 and 4 represent the same partial schedule. With some more effort,
one can observe that node 31 in Figure 102 is the mirror image of node 13 in
Figure 103. Indeed, in the extension alternatives approach, activity 2 is
scheduled to start at time instant 0, whereas activities 3 and 4 start at time
instant 2. In the minimal delaying alternatives approach, however, activity 3
is delayed until the completion of activity 2, which occurs at time instant 2,
whereas on the second level of the branch-and-bound tree activity 5 is
delayed until the completion of activity 4 at time instant 5. It should be clear,
based on this example, that a small difference in perspective might make a
world of difference in the resulting branch-and-bound trees.

2.2.4 Minimal forbidden sets

A totally different approach to solve the resource-constrained project
scheduling problem will be presented in this section. Igelmund and
Radermacher (1983a,b) introduced this approach in which the central notion
is that of a forbidden set. A forbidden set can be defined as a set of activities
that could be scheduled concurrently during the project (i.e. there do no exist
precedence relations between any of the activities in that set) and that, if
performed concurrently, violate the resource constraints. In the example
instance of Figure 99, the set {2,3,5} constitutes a forbidden set as there are
no precedence relations between activities 2 and 3, 2 and 5 or 3 and 5 and
together they require 9 resource units whereas the resource availability only
amounts to 8 units. The approach, however, considers only the minimal
forbidden sets, meaning that only those forbidden sets will be enumerated
that have no other forbidden set as a subset or, equivalently, no activity can
be removed from the forbidden set such that a forbidden set still remains.

For the problem example of Figure 99 seven minimal forbidden sets do
exist (there is no forbidden set that is not minimal): {2,3,5}, {3,4,5}, {3,4,7},
{3,5,6}, {4,7,8}, {4,7,9} and {6,7,9}. In order to obtain a feasible schedule
each of these seven minimal forbidden sets needs to be ‘broken’, i.e. a
precedence relation needs to be determined between at least two of the
activities in each minimal forbidden set so that they cannot be performed
concurrently in the final schedule. The optimal project schedule can only be
determined if all feasible schedules have been considered (either explicitly
or implicitly) and therefore all possible ways of breaking a minimal
forbidden set should be considered. Thus, in order to break the minimal
forbidden set {2,3,5}, all six possible precedence relations between the three
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activities have to be enumerated, namely
and As all of the minimal forbidden sets for the problem

example consist of exactly three activities, every level of the branch-and-
bound tree will consist of exactly six nodes. During the search, the nodes at
each level will typically be considered in nondecreasing order of the lower
bounds that are calculated for them. It should be clear that the introduction
of a precedence relation might break more than one forbidden set. The
number of forbidden sets that can be broken by the introduction of
precedence relations provides some interesting information that can be
exploited in determining the order in which the forbidden sets will be
evaluated in the search tree. For instance, the introduction of the precedence
relation resolves the minimal forbidden set {2,3,5}, but at the same
time also the sets {3,4,5} and {3,5,6}: three for the price of one. Moreover,
adding the precedence relation immediately implies the indirect
precedence relation as activity 7 is a successor of activity 5. This
implied precedence relation additionally breaks the minimal forbidden set
{3,4,7}, such that in total four minimal forbidden sets are broken by adding
the precedence relation

Some of the added precedence relations, however, will never be really
considered as they yield a critical path based lower bound that equals or
exceeds the project length of the current best solution. Assume that a feasible
schedule has been found with a makespan of 17. The added precedence
relation yields a lower bound of 17: activity 3 cannot complete
before time instant 7 (it has a duration of 7) and the remaining critical path
length of activity 5 equals 10, resulting in a critical path based lower bound
of 17.

Based on a feasible schedule with a length of 17, we obtain the matrix
below which indicates for each possible precedence relation how many
minimal forbidden sets would be broken if the precedence relation were
actually introduced. If no precedence relation can be added between the two
activities because they are already precedence related in the original project
network, the entry is marked with an ‘X’. If the corresponding critical path
based lower bound equals or exceeds the value of 17, the entry is marked
with ‘LB’.
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Based on the information in this matrix, an occurrence weight can be
determined for every minimal forbidden set by adding the elements of the
above matrix for each precedence pair that breaks the set. For the example,
this results in the following occurrence weights:

The minimal forbidden set with the highest occurrence weight is {4,7,8},
where the precedence relations and can break 3, 2
and 3 minimal forbidden sets, respectively. This results in a total occurrence
weight of 8. The six precedence relations that might break the set {4,7,8} are
listed on the first level of the branch-and-bound tree of Figure 105.

Any other way of determining the order in which to break all minimal
forbidden sets will of course also lead to finding the optimal solution. After
some calculation, for example, the reader will observe that the assumption
that the use of some heuristic would provide a feasible schedule with a
project length of 16, would lead to the selection of the minimal forbidden set
{3,4,5} to be broken at the first level of the search tree. Obviously, it is quite
interesting to perform a thorough study on determining which order results
in the fewest nodes in the branch-and-bound tree and hence the smallest
computational effort.

{2,3,5}: 1 + 0 + 1 + 0 + 0 + 0 = 2
{3,4,5}: 0 + 0 + 0 + 0 + 5 + 2 = 7
{3,4,7}: 0 + 0 + l + 0 + 3 + 0 = 4
{3,5,6}: 0 + 0 + 1 + 0 + 1 + 0 = 2
{4,7,8}: 3 + 0 + 2 + 0 + 3 + 0 = 8
{4,7,9}: 3 + 0 + 1 + 0 + 2 + 0 = 6
{6,7,9}: 0 + 0 + 2 + 0 + 2 + 0 = 4
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The first line in every node of Figure 105 again contains the node number
as well as the critical path based lower bound. The second line indicates
what precedence relation is added in that node: the string ‘i<j’ indicates that
the added precedence relation is The first feasible solution is found
in node 11 and it happens to be the optimal solution as it has a project length
of 15. In total 31 nodes need to be considered before it is determined that the
optimal solution indeed has a makespan of 15.

For illustration purposes, we will demonstrate the computation of the
occurrence weights in node 2 of the branch-and-bound tree. When the
precedence relation is introduced, only the minimal forbidden set
{2,3,5}, {3,4,5}, {3,5,6} and {6,7,9} remain unbroken. The matrix with the
number of minimal forbidden sets that are broken for each introduction of a
precedence relation is shown below:

The occurrence weights for the different minimal forbidden sets that can
be obtained from this matrix can then be computed as follows:

{2,3,5}: 1 + 0 + 1 + 0 + 0 + 0 = 2
{3,4,5}: 0 + 0 + 0 + 0 + 2 + 2 = 4
{3,5,6}: 0 + 0 + 1 + 0 + 1 + 0 = 2
{6,7,9}: 0 + 0 + 1 + 0 + 1 + 0 = 2
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Clearly, the minimal forbidden set {3,4,5} is chosen at level 2 of the
branch-and-bound tree. All six resulting branching possibilities are found at
the second level of the search tree in Figure 105.

A final remark has to be made on the node in which the optimal solution
is obtained. Following the path in the branch-and-bound tree that leads to
node 11, we can observe that first the precedence relation (node 2) is
introduced, next the precedence relation (node 10) and finally

(node 17). Considering the added precedence relations one by one, it
is clear that breaks the minimal forbidden sets {3,4,7}, {4,7,8} and
{4,7,9}. The precedence relation obviously breaks the minimal
forbidden set {3,4,5}. However, as activity 6 is a successor of activity 4, the
added precedence relation implies automatically that activity 5 will precede
activity 6, thus also breaking the minimal forbidden set {3,5,6}. The
precedence relation only resolves the minimal forbidden set {2,3,5}.
The alert reader will have noticed that the minimal forbidden set {6,7,9} is
not broken explicitly by the added precedence relations that are considered
in node 11. However, the early-start schedule that can be constructed when
the added precedence relations are taken into consideration coincides with
the optimal schedule that is shown in Figure 100. There is therefore no need
to break remaining minimal forbidden set {6,7,9}: in the early-start solution
activity 7 completes before activity 9 is started which automatically implies
the precedence relation

2.2.5 Schedule schemes

2.2.5.1 The basic version
The schedule scheme approach (Brucker et al. (1998)) for solving the

resource-constrained project scheduling problem is built around the
observation that in any feasible schedule only three relations can exist
between any pair of activities i and j: either i precedes j in the schedule or j
precedes i or both are performed simultaneously for at least one time unit.
The simplest form of the schedule schemes method associates at every level
of the branch-and-bound tree a branch with each such relation. It should be
obvious to the reader that for any pair of activities between which a direct or
indirect precedence relation was already specified in the original project
network only one of the above relations is possible. For any unrelated pair of
activities, however, a choice has to be made between the three possibilities.

The critical path based lower bound, however, can help to fix some of
these undecided relations. To that purpose, the distance matrix (see Chapter
4) should be calculated for the project with an added maximal finish-start
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precedence relation between the dummy start and dummy end activities with
a time-lag set to one unit less than a feasible schedule length. Assuming that
we have found a feasible schedule with a length of 17 for the project of
Figure 99, the maximal finish-start time-lag between activities 1 and 10
equals 16. As discussed in Section 2.1 of Chapter 4, a maximal finish-start
precedence relation between activities 1 and 10 with a time-lag of 16 can be
translated into a minimal start-start precedence relation between activities 10
and 1 with a time-lag of –16. The resulting distance matrix for the example
instance of Figure 99 then becomes:

Based on the above distance matrix, a critical path based lower bound
can be calculated for any of the three possible relations between any pair of
activities i and j that is not precedence related from the outset. For the
relations ‘i precedes j’ and ‘j precedes i’ the calculations are quite simple: in
both cases the lower bound equals the distance between the dummy start
activity and the preceding activity plus the duration of the preceding activity
plus the distance between the succeeding activity and the dummy end
activity. For example, the critical path based lower bound for the relation ‘2
precedes 3’ amounts to 0 + 2 + 13 = 15, while the reverse relation ‘3
precedes 2’ has a lower bound of 0 + 7 + 13 = 20.

For the case where both activities are performed simultaneously, the
calculations are somewhat more complicated. Being performed
simultaneously implicates that for at least one time unit both activities
should be overlapping. Therefore the lower bound should at least amount to
the distance between the dummy start activity and one of the activities plus
the distance between the other activity and the dummy end activity minus
the duration of the second activity plus one (for a minimal amount of
overlap). As this reasoning applies to both choices for the first activity, the
maximum of the resulting values should be chosen. For instance, if we
decide to perform activities 2 and 8 simultaneously, the critical path based
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lower bound can be calculated as follows. Choosing activity 2 first, we have
a lower bound of 0 + 6 – 4 + 1 = 3, which turns out to be rather useless as the
project has a critical path length of 13. However, choosing activity 8 next,
we obtain a value of 7 + 13 – 2 + 1 = 19, which implies that activity 3 needs
to be performed before there can be a single time unit overlap between
activities 2 and 8, followed by the execution of activities 4 and 6 (see Figure
106).
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Performing the above calculations for any pair of activities between
which no precedence relation exists, we obtain the results in the table on the
previous page (if the resulting value was smaller than 13, we used the valid
critical path based lower bound of 13). As before, the symbol indicates a
precedence relation, while the symbol ‘||’ here indicates that both activities
should be performed simultaneously for at least one time period.

If at least one pair of activities would exist for which none of the three
lower bound values was below the current upper bound (a value of 17 in this
example), it would obviously indicate that no feasible schedule can be found
with a project length that is smaller than the current upper bound. For any
pair of activities for which only one lower bound value is less than the
current upper bound, the decision is automatic: only that relation can be
chosen. Based on the above calculations, the precedence relations

(an indirect precedence relation because of the previous one) and
can be introduced without missing any feasible project schedule

with a length of 16 or less. Moreover, it can be determined that in any
project schedule with a length of 16 or less activities 3 and 4 need to overlap
for at least one time unit. The same observation can be made for the
activities 3 and 5, the activities 6 and 7 and the activities 6 and 8. Thus, in
total for 7 of the 19 pairs of activities the choice between the three possible
relations is determined by these lower bound calculations.

Additional inferences can be made from the above information. In the
previous section, the concept of a minimal forbidden set was explained. The
set {3,4,5}, for instance, was one of the seven minimal forbidden sets for the
problem example of Figure 99. We have, however, determined in the
previous paragraph that activities 3 and 4 should overlap for at least one time
unit and that the same applies for activities 3 and 5. As a consequence, it is
absolutely impossible that additionally activities 4 and 5 do overlap for a
single time unit because otherwise all activities in the minimal forbidden set
{3,4,5} would be performed simultaneously, which by definition is
infeasible. We can therefore increase the lower bound for ‘4 || 5’ to infinity
as no feasible solution with a length of 16 or less exists when those two
activities overlap for at least one time unit. As a result of the aforementioned
conclusions, we retain the following undetermined pairs of activities with the
corresponding critical path based lower bounds:
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In this table, an additional column is added which for each pair of
activities comprises the sum of the lower bound values for the three possible
relations. Our selection of the pair of activities that will be branched from is
based on this metric: we select the pair of activities with the largest value for
the metric. From the table it is clear that this choice leads us to the decision
that we should branch from the pair of activities (4,5). We could have
replaced any lower bound that is not smaller than 17 with a value of but
this would not have altered our decision in any way. The resulting branch-
and-bound tree is represented in Figure 107. Again, the first line in each
node indicates the node number as well as the critical path based lower
bound for that node, while the second line indicates the decision that is taken
in that node.

Arbitrarily choosing the added precedence relation we introduce
a lag of 3 (the duration of activity 4) in the distance matrix for the element
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that corresponds to row 4 and column 5. After performing the necessary
calculations (a good exercise to test your ability to compute the distance
matrix), we obtain the following distance matrix (all values that have
changed are indicated in bold):

Utilising this updated distance matrix, new critical path based lower
bounds can be calculated for each of the three options for the remaining
undecided pairs of activities:

Again, it is the case that for seven of the undecided pairs of activities
only one lower bound is smaller than that of the current upper bound. As a
result, the precedence relations (indirect precedence
relation), and can be fixed. Additionally it can be
determined that for three other undecided pairs of activities, namely 5 and 6,
7 and 8 and 7 and 9, there should be at least one time unit of overlap
between the two activities. Now, there are two minimal forbidden sets that
should be considered in order to draw further consequences. First, we
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consider the minimal forbidden set {3,5,6}: we already had determined that
activities 3 and 5 should overlap for at least one time unit and we just took
the same decision for activities 5 and 6. Consequently, activities 3 and 6
cannot be allowed to overlap for a single time unit and thus either activity 3
has to precede activity 6 or vice versa. As the precedence relation
has a critical path lower bound of 26, we can safely determine that activity 3
has to precede activity 6. Secondly, we should consider the minimal
forbidden set {6,7,9}: based on a quite similar reasoning, we can determine
that activity 6 has to precede activity 9 in any feasible schedule with a length
of 16 or less in this branch of the branch-and-bound tree.

However, introducing the precedence relations and we
have created a new path in the project with a length of 17. Indeed, the
duration of activity 3 (7) plus the duration of activity 6 (8) plus the duration
of activity 9 (2) adds up to 17. Consequently, no feasible schedule with a
length of 16 or less can be found in this part of the branch-and-bound tree
and thus we can backtrack.

In node 3 of the branch-and-bound tree, we introduce the precedence
relation we thus change the element in the distance matrix that
corresponds with row 5 and column 4 into 4 (the duration of activity 5) and
we calculate the resulting distance matrix (all changed values are again
indicated in bold):

Based on this updated distance matrix, new lower bounds can be
calculated for each of the three options for the undecided pairs of activities:
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Three of the undecided pairs of activities can now be decided: activity 5
has to precede activity 6, there should be at least one time unit of overlap
between activities 2 and 5, and the same applies to activities 6 and 9.
Additionally, in a similar way as before we can determine, based on the
minimal forbidden sets {2,3,5} and {6,7,9}, that activity 2 should precede
activity 3 and that activity 7 should precede activity 9. Introducing these two
precedence relations into the distance matrix, we obtain the following
updated distance matrix:

The lower bound values for the undecided pairs of activities then
become:
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Four of these pairs of activities can now be fixed: we can add the
precedence relations and and we can also specify that
activities 3 and 6 should overlap for at least one time unit and that the same
should apply to activities 3 and 7. These decisions allow us to infer, based on
the minimal forbidden set {3,4,7} that activity 4 should precede activity 7.
Introducing this last precedence relation into the distance matrix and
updating the calculations, we obtain:

Only one pair of activities still remains undecided, namely pair (7,8). Its
critical path based lower bounds can be found below:

It can easily be determined from these lower bound calculations that
there should be some overlap between these two activities and that no further
precedence relations should be added. Moreover, the starting times of the
activities in the optimal schedule can be found in the top row of the above
distance matrix. One can quickly observe that this distance matrix
corresponds with the optimal solution to the problem example that was
represented in Figure 100. Remark that because of the (lucky) choice of the
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pair of activities to branch from the branch-and-bound tree of Figure 107
only consists of 4 nodes, which is by far the smallest solution tree for the
problem at hand.

2.2.5.2 The binary version
Based on the simple form of the schedule schemes method, a somewhat

more involved, binary version of the schedule schemes approach can be
explained. Now, instead of considering three branches at every level of the
branch-and-bound tree, only two possibilities are considered. The option in
which two activities are scheduled such that they do overlap for at least one
time period remains unchanged and is indicated, as before, by the parallelity
relation ‘i || j’. The second branch, however, combines the possibilities
where activity i precedes activity j and where activity j precedes activity i.
This second branch is indicated by the disjunctive relation ‘i – j’, denoting
that between the activities i and j either of the two precedence relations is
possible.

Applying this binary version of the schedule schemes approach on the
example instance of Figure 99, we start with the same distance matrix as we
obtained for the simple version of the schedule schemes method. Again, we
can compute lower bounds for each of the pairs of activities that are not
precedence related. These values are indicated in the following table:
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Four out of the five columns are identical to those of the table that was
used in the simple version because they do constitute the same lower bound
calculations. The fourth column in the table, however, is new and indicates
the lower bound value of the disjunctive relation ‘i – j’. This lower bound
can easily be obtained by taking the minimum of the two values for the
precedence relations and Only the last two columns are used
in order to decide which pair of activities will be branched upon. The second
and third column, however, can be helpful if the disjunctive relation is
chosen: if only one of the values is smaller then the current upper bound, the
disjunctive relation ‘i – j’ can automatically be translated into either
or

Based on the lower bound values in the previous table, the relations
between seven of the undecided pairs of activities can be fixed. Between
activities 3 and 4, 3 and 5, 6 and 7 and 6 and 8 a parallelity relation must be
introduced, while for the pairs of activities (2,8), (2,9) and (4,9) a disjunctive
relation should be specified. Moreover, the lower bound values in the
column for these three pairs of activities do exceed the current upper
bound (the lower bounds are 24, 26 and 24, respectively). Thus, the
disjunctive relations for these pairs of activities can easily be fixed into
precedence relations and

Considering the minimal forbidden set {3,4,5} and considering the fact
that we have specified parallelity relations between activities 3 and 4 and 3
and 5, it is clear that we automatically can derive a disjunctive relation
between activities 4 and 5. As the lower bound values for and

are below 17, we cannot currently change the disjunctive relation
into a precedence relation. As a result, we obtain the following table of lower
bound values for the undecided pairs of activities:
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As in the case of the simple version of the schedule schemes approach,
we have added a column in which the sum of the lower bound values for the
disjunctive and the parallelity relations is indicated. For three of the
undecided pairs of activities the sum amounts to 29: we arbitrarily pick the
first one on the list, which happens to be the pair (2,7). We therefore obtain
two nodes at the first level of the branch-and-bound tree that is represented
in Figure 108. In node 2 the disjunctive relation ‘2 – 7’ is introduced.
However, as the lower bound for the precedence relation largely
exceeds the current upper bound of 17, we can immediately fix the
disjunctive relation ‘2 – 7’ into the precedence relation

Continuing the binary version of the schedule schemes approach on the
problem example, we arrive in node 5 of the branch-and-bound tree where
some major decisions can be taken. First, we can introduce the precedence
relation as two parallelity relations are specified for the minimal
forbidden set {2,3,5} and as the lower bound for the precedence relation

equals the current upper bound. At this point, the lower bound value
for the precedence relation becomes 17 and thus the disjunctive
relation ‘4 – 5’ that was specified already at the first node in the branch-and-
bound tree can now be turned into the precedence relation The
introduction of this precedence relation automatically entails the following
relations: ‘5 || 6’,‘7 || 9’, and This bunch
of added relations introduces a cycle of positive length into the network and
thus no feasible schedule can be found in this branch of the tree with a
makespan below 17. Backtracking to node 6 in the tree, we obtain the
optimal schedule with a project length of 15.
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In total, 9 nodes are considered in this binary version of the schedule
schemes approach. The fact that this version requires more nodes than the
simple version is entirely accidental. It just happens that in this problem
example a decision for the undecided pair of activities (4,5) entails so many
other relations that immediately either infeasibility can be shown or an
optimal solution can be found. Indeed, if at the first level of the branch-and-
bound tree one of the undecided pairs of activities (2,3), (2,5), (3,6), (6,9) or
(7,9) was chosen, the resulting tree in the binary version would consist of
three nodes only. This fact again emphasises the importance of making the
right branching choices.

2.2.6 Float splitting

2.2.6.1 Heads and tails
A method that was introduced by Carlier and Latapie (1991) takes a

totally different stance. In their approach, the branching is based on the total
float (see Section 1.1.2.1 of Chapter 4) of the different activities in the
project. The adjustment of the heads and tails (see the next paragraph) of an
activity splits its total float in two parts such that two distinct subproblems
originate, the combined solution domain of which equals the original
solution domain. The total float of each activity, computed on the basis of a
project length that is one unit less than the best solution obtained so far, is
split until either each activity float equals 0 or the node can be fathomed (by
a lower bound calculation, for instance). The shortest project length that is
found in one of the leaf nodes of the resulting branch-and-bound tree then
naturally constitutes the optimal solution to the problem. Some notions have
to be explained before a simple version of the float splitting method can be
described in some detail.

First, the notions ‘head’ and ‘tail’ need to be explained. The head of an
activity can be defined as the minimal amount of time that has to elapse
before that activity can start. For the problem that is considered at the root
node of the branch-and-bound tree, the head of each activity corresponds
with the early start time of that activity. The tail of an activity forms the
exact mirror image of the head of an activity. It can be defined as the amount
of time that has to elapse in the project after the completion of the activity at
hand. At the root node of the search tree, it corresponds with the difference
between the completion time of the project and the late finish time of the
activity in question. The heads and tails of each activity in the problem
example of Figure 99 are indicated below:
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2.2.6.2 The n-machine problem
A third notion that has to be explained in order to fully understand the

float splitting approach is that of an n-machine problem. This notion will be
explained in great detail in Section 4.1.3.2 of this chapter. In an n-machine
problem, a set of jobs with heads and tails have to be performed on n
identical parallel machines under the minimum makespan objective. A
subset of the activities of an RCPSP instance for which it is known that at
most n activities of the subset can be in progress at the same time may be
interpreted as a set of jobs to be scheduled on n parallel machines. For the
example of Figure 99, we will use the knowledge that the set of activities {2,
3, 4, 5, 6, 7, 8, 9} constitutes a 3-machine problem as we cannot define a
subset of four activities for which the combined resource requirements stay
within the allotted resource availability.

The n-machine problem, however, is still but a polynomial
algorithm exists for the minimum makespan objective if activity preemption
is allowed and if the n-machine problem is reduced to a 1-machine problem.
A lower bound as well as an upper bound for the original problem can be
calculated based on the optimal schedule for the preemptive 1-machine
problem. Both calculations are based on the concept of a Jackson preemptive
schedule, which will be explained immediately. In this way, both a lower
and an upper bound will be calculated for each node in the branch-and-
bound tree, which will serve to determine when a node needs to be branched
further and when a node can be fathomed.

The above mentioned 3-machine problem can be changed into a
corresponding 1-machine problem by keeping the duration of each activity
unchanged, but multiplying the head and tail of each activity by three. This
results in the following data for the preemptive 1-machine problem:
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2.2.6.3 Jackson preemptive schedule
An optimal preemptive schedule can now easily be constructed for this 1-

machine problem, which is called a Jackson preemptive schedule. The length
of this schedule constitutes a lower bound for the corresponding non-
preemptive schedule (it is a relaxation of it) and can be translated into a
lower bound for the project scheduling problem for which the n-machine
problem was constructed. The application of these calculations on the
problem example will illustrate this lower bound as well as the
accompanying upper bound.

Based on the adjusted heads and tails that have been calculated before,
one can sort the activities in the order of non-increasing tails (using non-
decreasing activity numbers as a tiebreaker) and then schedule the activities
in that order. Each activity is scheduled to start as early as possible, taking
the head values of each activity into account. This procedure results in the
sequence (1, 2, 4, 3, 5, 8, 6, 7, 9, 10) and hence in the following schedule:
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The activities 1, 2 and 4 are scheduled to start at their early start time
(which, as mentioned before, corresponds with the adjusted head of each of
these activities). Activity 3, however, needs to be delayed and preempted:
four time units of its duration can be performed before activity 4 has started
(the 1-machine problem does not allow activity 3 to be scheduled in parallel
with activity 2 and thus it starts at time instant 2), but the remainder has to
await the completion of this activity. A similar type of reasoning introduces
the preemption of activity 6.

For each activity, a lower bound is calculated by adding the adjusted tail
of the activity to the final completion time of that activity in the Jackson
preemptive schedule. The maximal value in this column (39 in this example)
constitutes a lower bound for the 1-machine problem, which can be
translated into a lower bound for the 3-machine problem and hence the
resource-constrained project scheduling problem at hand. This lower bound
can be obtained by taking the higher integer of the division of this value by
3. In this example, this lower bound amounts to 13 and thus equals the
critical path length of the project.

Moreover, an upper bound for the original problem can be obtained by
heuristically scheduling the activities in the order of the sequence that was
determined for the Jackson preemptive schedule. Obviously, during the
application of this heuristic, the resource constraints should be taken into
account. The corresponding calculations result in the following feasible
schedule:

In this feasible schedule, activities 1, 2, 4 and 3 can be scheduled at their
early start times, but activity 5 cannot start at time instant 0 as activities 2
and 3 are already scheduled to start at that time and all three activities
combined would require 9 resource units, hence violating the resource
constraints. Moreover, activity 5 cannot start at time instant 2 as activities 3
and 4 are already scheduled to be in progress between time instants 2 and 5.
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These two activities require in total 7 resource units and thus only 1 resource
unit is free during that period. As activity 5 requires 4 resource units, it has
to await the completion of activity 4 before it can be started. Activities 6 and
9 are also delayed beyond the latest completion time of their predecessors as
a result of a resource conflict. The length of the resulting feasible schedule
obviously constitutes an upper bound on the optimal project length of the
problem example. Hence, in the remainder of the branch-and-bound tree one
will look for feasible schedules with a makespan of 16 or less.

2.2.6.4 The branching scheme
In order to optimally solve the problem at the root node of the branch-

and-bound tree, this problem will be split into two distinct subproblems, the
combined solution domain of which exactly matches the solution domain of
the original problem. To that purpose, we select the activity with the highest
total float (using the higher activity number as a tiebreaker) and use updated
heads and tails for that activity in order to split its total float into two parts.
Figure 109 gives a graphical depiction of the logic of this operation for
activity 7, which happens to be the activity that is chosen at level 1 of the
search tree (both activities 5 and 7 have a total float of 6 with respect to the
project length of 16, but activity 7 is the highest numbered activity among
them).

In Figure 109a, the original situation for activity 7 is represented: it has a
head of 4, a duration of 6 and a tail of 0. Hence, it has a total float of 6
within the project length of 16 that we are aiming for. Therefore, activity 7
has seven possible completion times, namely the time instants 10, 11, 12, 13,
14, 15 and 16. Increasing the head of activity 7 with (the higher integer of)
half of the total float of that activity, the situation of Figure 109b results.
Now, the total float has been reduced to three time units and the number of
possible completion times has been reduced to four, being the time instants
13, 14, 15 and 16. Leaving all heads and tails of the other activities



254 Chapter 6

unchanged, this constitutes one subproblem that can be solved in the branch-
and-bound tree.

The alternative subproblem is constructed by leaving the head of the
branching activity unchanged, but increasing the tail of that activity with the
remainder of the total float plus one. The original total float equalled 6,
while the first subproblem reduced this float by three units so that we will
increase the tail of activity 7 in the second subproblem by 6–3 + 1=4 units,
resulting in a tail of 4 as indicated in Figure 109c. The introduction of a tail
of 4 reduces the total float of activity 7 to two time units and the number of
possible completion times to 3, namely the time instants 10, 11 and 12.
Notwithstanding the fact that the original problem with a total float of 6 for
activity 7 is split into two subproblems with a total float of 3 and with a total
float of 2, respectively, it should be clear that the mutually exclusive
subproblems together consider all possible scheduling decisions for activity
7. Indeed, activity 7 can either finish at time instants 10, 11 or 12
(subproblem 2) or at time instants 13, 14, 15 or 16 (subproblem 1). Together,
these time instants constitute all possible completion times of activity 7 in
the original problem, provided one aims at a project length of 16 or less. The
alert reader will have remarked that the introduction of ready times and
deadlines for the branching activities might result in exactly the same
branch-and-bound tree. Typically, the node in which the tail is adjusted is
branched first, while the node with the adjusted head is considered second.

Part of the complete branch-and-bound tree is represented in Figure 110.
The first line in each node indicates the node number and the lower bound
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value for that node, while the second line indicates whether the head or tail
of activity i is updated (h[i] or t[i], respectively) and what the new value is.
Only part of the search tree is represented as the complete tree consists of
273 nodes.

In node 2 of the search tree in Figure 110, the tail of activity 7 is adjusted
to a value of 4, immediately implying that the tail of activity 5 is increased to
10 and that of dummy activity 1 to 14. Calculating the lower and upper
bound values, based on the Jackson preemptive schedule, one obtains values
of 14 and 17, respectively. Now there are six activities with a total float of 3
and hence activity 9 (the highest numbered activity among them) is chosen
to branch from at level 2 of the search tree. First considering the update of
the tail of activity 2 into a value of 2, we obtain the following head and tail
information:

Multiplying all heads and tails with a value of 3, the heads and tails can
be updated as follows:
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The sequence to be used for constructing Jackson’s preemptive schedule
as well as the feasible schedule for the upper bound calculation thus is {1, 2,
5, 3, 4, 7, 8, 9, 6, 10}. The optimal preemptive schedule that is used for the
lower bound calculations thus looks as follows:

The largest value in the lower bound column amounts to 45: taking the
larger integer of the division of this value by three, we obtain a lower bound
of 15. In order to calculate an upper bound for this node, we can construct
the feasible schedule that corresponds with the sequence that was determined
above:

As we obtain a lower bound value that equals the upper bound value, we
can fathom the current node (remembering of course this schedule as the
best one found so far). A small, but important technical detail creeps up if
we backtrack from node 3 to node 4. As the current best solution has been
decreased with a value of 2 in node 3, the tail of activity 7 with a value of 4
no longer corresponds with the possible completion times 10, 11 and 12 for
activity 7. Indeed, only a completion time of 10 is now allowed for activity 7
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as we are looking for project lengths of 14 or less. We therefore have to
adjust the value of the tail of activity 7 in node 2 to a value of 2, thus again
considering the subproblem in which the possible completion times of
activity 7 are 10, 11 and 12. This problem would not have occurred if we had
performed the branching by introducing deadlines and ready times for the
branching activities.

Looking in some detail at the partial branch-and-bound tree that is
represented in Figure 110, one can observe that quite some repetition exists
in this tree. Moreover, this approach is the only one presented in this chapter
in which the number of levels in the branch-and-bound tree can (and does)
become larger than the number of activities in the project. Additionally, the
approach is heavily dependent on the amount of total float that is present in
the project: an increase of the duration of every activity with a factor of 10
results in a drastic growth of the branch-and-bound tree, while in fact one is
looking at exactly the same problem. Such a change in the problem data
would have no impact whatsoever in any of the other approaches that are
studied in this chapter.

2.2.7 Binding precedence relations

A last solution method for the resource-constrained project scheduling
problem is built on the observation that in any feasible early-start schedule
not every activity will necessarily start exactly at the latest completion time
of its direct predecessors. In the optimal schedule of Figure 100, the start
times of the activities 2, 5, 6, 8 and 9 do correspond with the latest
completion time of their predecessors (activities 1, 1, 4, 3 and 8,
respectively). All other (non-dummy) activities start beyond the latest
completion time of their direct predecessors. For these activities in the early-
start schedule there will always exist at least one other precedence unrelated
activity that has a completion time that exactly corresponds with its start
time. If this is not the case, a left-shift of the activity in question can be
performed, meaning that the schedule was not an early-start schedule. This
observation leads us to the introduction of binding precedence relations

which indicate that the start time of activity j exceeds the maximal
completion time of its direct predecessors and equals the completion time of
activity i. In order to obtain the optimal schedule of Figure 100, we only
need to introduce three binding precedence relations, namely

and In the sequel, a procedure will be described that is
based on this notion of a binding precedence constraint.

As in the methods that were explained in Sections 2.2.2 to 2.2.5, this
approach schedules activities gradually over time. At time instance 0,
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activities 2, 3 and 5 can be scheduled, based on the precedence constraints,
but a resource conflict is the result: 9 resource units are required whereas
only 8 units are available. In the case of a resource conflict, we first branch
on the activity with the highest number (they are numbered based on the
smallest late start time) which in this example is activity 5. Any other
branching order will obviously also do. First, we enumerate all unfinished
activities that are not precedence related with activity 5. In the example
problem only four activities belong to this category, namely activities 2, 3, 4
and 6. We therefore already obtain four nodes on the first level of the
branch-and-bound tree that is represented in Figure 111, each denoting the
introduction of a binding precedence relation between activities 2, 3, 4 or 6
and activity 5. For each branch, we can simply calculate a critical path based
lower bound by adding the remaining critical path length of activity 5 to the
earliest completion times of the delaying activity. This value is indicated on
the first line of every node, right after the node number. Moreover, one has
to consider the possibility that activity 5 is not delayed at all. Therefore, a
fifth branch on the first level is introduced in which no binding precedence
relation is specified for activity 5: in that node it is decided that activity 5
starts as soon as all its predecessors have completed. The four nodes where a
binding precedence relation is introduced are ordered according to non-
decreasing lower bound values, while the node where no binding precedence
relation is specified, is ordered last.

Branching from node 2, the first resource conflict occurs at time instant
2, when activity 2 is completed and activities 3, 4 and 5 can be scheduled,
requiring 11 resource units while only 8 units are available. The highest
numbered activity is activity 5, but a binding precedence relation was
already specified for that activity on the first level of the branch-and-bound
tree. The branching activity therefore becomes the activity with the next
highest number, i.e. activity 4. Six different branching alternatives are
considered for delaying activity 4: five binding precedence relations and the
option of not delaying activity 4. Continuing the construction of the branch-
and-bound tree in this way, the complete search tree of Figure 111 is
obtained.

Some remarks should be made on the search tree of Figure 111. First, one
would expect that if the decision were not to introduce a binding precedence
relation for the branching activity, the lower bound value would equal the
lower bound of the parent node. This is, however, not the case for nodes 18,
23, 28, 37 and 52, where a larger lower bound value is specified. In these
nodes it is the case that deciding not to delay an activity results in the fact
that another activity must be delayed. For instance, in node 18 one has
specified already that activity 5 immediately succeeds activity 2 and that no
binding precedence relation is specified for activity 4, which thus also
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immediately succeeds activity 2. It is hence obvious that activity 3 must be
delayed at least until the completion of one of these activities, because
otherwise a resource conflict will result. One can therefore conclude that
activity 3 cannot start before time period 5, which is the completion time of
activity 4. Hence, a lower bound of 5 + 13 = 18 can be computed for this
node.

For nodes 42 and 47 a lower bound value of is specified as no feasible
schedule can be obtained by branching from this node. For instance, in node
47 three decisions have already been taken, namely a binding precedence
relation between activities 2 and 3 and the decision that activities 4 and 5 are
not delayed beyond the completion time of their predecessors. As a result,
activities 3, 4 and 5 need to be performed simultaneously in time periods 3
and 4, which automatically leads to a resource conflict which cannot
possibly be solved as no additional precedence relation can be introduced for
any of these activities. Therefore, a lower bound of is specified.

The branch-and-bound tree of the binding precedence relations approach
consists of 52 nodes, where a first feasible solution with a project duration of
17 is obtained in node 5 and where the optimal solution with a makespan of
15 is found in node 38.

2.3 The use of dominance rules

The branch-and-bound procedures of Section 2.2 were explained with
very little reference to the dominance rules that could be applied during their
execution. Indeed, only the application of the left-shift dominance rule was
demonstrated in some of the solution procedures. For examples of the left-
shift dominance rule, see the nodes in Figures 101, 102 and 103 that are
shaded in gray as well as the Gantt chart in Figure 104.



260 Chapter 6

In this section, we will demonstrate how two other, more complex
dominance rules can be introduced into these branch-and-bound procedures.
To that purpose, we will apply these dominance rules on the approach with
minimal delaying alternatives, which was explained in Section 2.2.3 of this
chapter. A first dominance rule is a generalisation of theorems 1 and 2 in
Demeulemeester and Herroelen (1992):

THEOREM: Assume that at a level in the branch-and-bound tree a
minimal delaying alternative exists that does not include a certain
activity i. If the finish time of this activity i is not smaller than that of the
other non-delayed activities and if this activity i cannot be scheduled in
parallel with any of the unscheduled activities, then the corresponding
minimal delaying alternative is the only one that needs to be considered
at the current level in the branch-and-bound tree.

A small example will illustrate this dominance rule. The project example
is presented in Figure 112: it consists of four non-dummy activities where
the resource availability is determined to amount to 5 units. At the first (and
only) level in the branch-and-bound tree the set of minimal delaying
alternatives equals {{4}, {5}}. However, the above mentioned dominance
rule can be applied on the last of these minimal delaying alternatives.
Indeed, delaying activity 5 leads to the partial schedule that is represented
using straight lines in Figure 113.

From Figure 113, it can be observed that activity 4 has a finish time of 5
that is not smaller than the finish times of the two other non-delayed
activities, namely 3 and 5. Moreover, there is no unscheduled activity that
can be scheduled in parallel with activity 4: activity 5 is the only
unscheduled activity and if scheduled in parallel with activity 4, it requires
six resource units whereas only five units are available. As a result, no
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branching is required: the schedule in Figure 113, including activity 5, which
is indicated in dotted lines, therefore constitutes the optimal solution to the
problem instance of Figure 112.

A second dominance rule is based on the concept of a cutset. At every
time instant t a cutset is defined as the set of all unscheduled activities for
which all predecessor activities belong to the partial schedule Based on
this definition, the cutset dominance rule can be described as follows (for a
proof, see Demeulemeester (1992) and Demeulemeester and Herroelen
(1992)):

THEOREM: Consider a cutset at time t which contains the same
activities as a cutset which was previously saved during the search of
another path in the search tree. If time x was not greater than time t and
if all activities in progress at time x did not finish later than the
maximum of t and the finish time of the corresponding activities in
then the current partial schedule is dominated.

The cutset dominance rule will be illustrated using the small problem
instance of Figure 114. This instance considers five real activities that
require one unit of a single renewable resource type, while the resource
availability for this single resource type amounts to two resource units.

At the second level of the branch-and-bound tree (after delaying minimal
delaying alternative {4,5} at the first level and minimal delaying alternative
{5} at the second level), the partial schedule of Figure 115 is obtained: at
time instant 6, thecutset equals {6}. Using the cutset dominance rule, this
cutset will enable us to fathom quite some nodes in the branch-and-bound
tree.
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On a different path in the branch-and-bound tree, the minimal delaying
alternative {2,3} is delayed at the first level, while the minimal delaying
alternative {2} is chosen at the second level. The corresponding partial
schedule is represented in Figure 116. The cutset again equals {6}. This
cutset is identical to the one that corresponds with the previously saved
partial schedule of Figure 115, the time instant of the previously saved cutset
was not greater than that of the current cutset (they are both equal to 6) and
no activity was in progress at time instant 6 in the previously saved partial
schedule. As a result, the partial schedule of Figure 116 is dominated by that
of Figure 115: every solution that can be obtained by continuing the partial
schedule of Figure 116 can also be obtained by continuing the partial
schedule of Figure 115.
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Another example of a dominated partial schedule is represented in Figure
117. This partial schedule is the result of delaying the minimal delaying sets
{3,5} at level 1 and {5} at level 2. At time instant 7, the cutset is identical to
that of Figure 115. Moreover, the time instant at which the cutset is saved
(time instant 6) is smaller than time instant 7, the moment at which the
current cutset is considered. As additionally, no activity was in progress in
the previously saved partial schedule at time instant 6, the current partial
schedule of Figure 117 is dominated by the one that is shown in Figure 115.

These two dominance rules can be very helpful in speeding up some of
the branch-and-bound procedures that were described in Section 2.2. Other
dominance rules can be designed for several of the branch-and-bound
procedures. We refer to the specialised literature, however, for practical
implementations of additional dominance rules.
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3. HEURISTIC PROCEDURES

In the third section of this chapter, we will deal with different heuristic
procedures for the problem Indeed, knowing that the RCPSP
is we have to refrain from always trying to solve the corresponding
problem instances optimally. Sometimes, the necessary computation time
will just be too large and project managers might be perfectly willing to
settle for reasonable project schedules that are obtained within short
computation times. This requirement (fast and good project schedules) can
only be obtained by applying good heuristic procedures. Excellent, recent
overviews of heuristic procedures for the RCPSP (with computational
results) can be found in Kolisch and Hartmann (1999) and Hartmann and
Kolisch (2000).

The heuristic procedures broadly fall into two categories, namely
constructive heuristics and improvement heuristics. Constructive heuristics
start from an empty schedule and add activities one by one until one feasible
schedule is obtained. To that purpose, the activities are typically ranked by
using priority rules which determine the order in which the activities are
added to the schedule. Constructive heuristics are discussed in Section 3.2.
Improvement heuristics, on the other hand, start from a feasible schedule that
was obtained by some constructive heuristic. Operations are performed on a
schedule which transform a solution into an improved one. These operations
are repeated until a locally optimal solution is obtained. Steepest descent,
fastest descent and iterated descent are various way of arriving in locally
optimal solutions. Some improvement heuristics try to avoid getting stuck in
a locally optimal solution by allowing an intermediate deterioration of the
project makespan. In those cases, one has to avoid the phenomenon of
cycling, i.e. repeatedly considering the same sequence of schedules. To that
purpose, several metaheuristics like tabu search, simulated annealing and
genetic algorithms have been proposed. These improvement heuristics are
being discussed in Section 3.3.

In order to illustrate these heuristic procedures, we will make use of the
problem example that was presented in Demeulemeester et al. (1994) to
show that there was a delicate flaw in the branch-and-bound approach by
Christofides et al. (1987). This example is represented in Figure 118, while
the unique optimal schedule (with a project makespan of 7) is shown in
Figure 119.
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Before we discuss the different constructive and improvement heuristics
in some detail, we have to discuss the topic of the different types of
schedules that do exist and that have their repercussions when different
heuristic procedures are being explained. These types of schedules will be
explained in Section 3.1.

3.1 Types of schedules

In this section, a number of definitions concerning the different types of
schedules are given which will ease the presentation of the different heuristic
procedures. In order to explain the different types of schedules, we will
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consider the problem example of Figure 118 with the small change that the
duration of activity 3 is considered to be 1 instead of 2. A (complete)
schedule can be defined as an assignment of start times (or equivalently
finish times to each activity i of the project. Such a schedule can
be called feasible if none of the precedence or resource constraints are
violated. A feasible schedule for the adapted problem instance of Figure 118
is shown in Figure 120. In this feasible schedule, the assignment of the start
times to the different activities is as follows:

and The resource availability of five units
is never violated and the precedence relations and
are fully obeyed: for each precedence relation, the successor doesn’t start
unless its predecessor has finished by that time.

The alert reader surely has remarked that the feasible schedule of Figure
120 takes longer than needed: we can decrease the project makespan by one
period by scheduling activities 3, 4, 6 and 7 to start earlier. If we can
schedule an activity to start a number of periods earlier in the project and if
every intermediate schedule (which is obtained by repetitively decreasing the
starting time of the corresponding activity by one time unit) is feasible, we
call the corresponding operation a local left shift of the activity. In the
schedule of Figure 120, we can reduce the starting time of activities 3, 6 and
7 by one time unit. As no intermediate schedules do exist for these activities
(and thus none of them can be infeasible), the corresponding operation is
called a local left shift. However, in the resulting feasible schedule, the
starting time of activity 4 can be reduced by two time units: the starting time
of activity 4 now amounts to 2 instead of 4. For activity 4, there does exist
an intermediate schedule, namely with which is feasible and thus the
operation of reducing the start time of activity 4 with two time units is a
local left shift. A feasible schedule for which no further local left shift can be
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performed is called a semi-active schedule. The semi-active schedule that is
obtained by the local left shifts of activities 3, 4, 6 and 7 is represented in
Figure 121.

There still exists a possibility to decrease the starting time of an activity
in the semi-active schedule of Figure 121 and to obtain a feasible schedule.
The starting time of activity 3 can be reduced from 6 to 0, as demonstrated in
Figure 122. However, for this operation it happens that none of the
intermediate schedules is feasible. A reduction of the starting time of an
activity in which at least one intermediate schedule violates the resource
constraints is called a global left shift. Feasible schedules in which no local
or global left shift can be performed are called active schedules. The feasible
schedule of Figure 122, that is obtained from Figure 121 by applying a
global left shift to activity 3 and for which no other local or global left shift
can be performed, therefore constitutes an active schedule. It has been
proven by Sprecher et al. (1995) that for every RCPSP instance at least one
optimal schedule exists that is active.

A very peculiar type of feasible schedule that is very important when one
describes different heuristic procedures is that of the non-delay schedule. A
non-delay schedule is defined to be a feasible schedule in which no period
exists such that an activity that was precedence and resource feasible at the
start of that period (i.e. could have been started without violating the
resource availability in that period) was not scheduled. A non-delay schedule
for the adapted problem example of Figure 118 (the duration of activity 3 is
decreased to one time unit) is represented in Figure 123. It has been shown
by Sprecher et al. (1995) that the set of all non-delay schedules does not
necessarily include an optimal solution. Indeed, for the problem instance of
Figure 118 (with the original duration of activity 3), there exists only one
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optimal solution (see Figure 119) which does not happen to be a non-delay
schedule. Indeed, in period 1 activities 3 or 4 could have been started
without violating the resource availability in that period. Therefore, a
heuristic which only considers the non-delay schedules could never find this
solution.

3.2 Constructive heuristics

In this section, we will discuss the way in which a heuristic solution can
be built from scratch. Such constructive heuristics consist of two major
components, namely the scheduling scheme and the priority rule. The
scheduling scheme determines the way in which a feasible schedule is
constructed by assigning starting times to the different activities. The serial
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and parallel scheduling schemes constitute the two basic scheduling
schemes: they will be discussed in Sections 3.2.1.1 and 3.2.1.2, respectively.
Moreover, these scheduling schemes can benefit from backward and
bidirectional planning as will be explained in the subsequent sections.

The priority rule determines the activity that is selected next during the
heuristic search process. An overview of the many different priority rules
will be given in Section 3.2.2. These priority rules result in a priority list, in
which the activities are ordered in non-increasing priority. One should take
care that in a priority list no activity should be ordered before one of its
predecessors. As an example, if the priority rule is the longest duration, then
we obtain the following priority list for the problem example of Figure 118:
<1,4,5,8,3,2,6,7,9>. Notwithstanding the fact that activity 7 has the longest
duration, it takes the last-but-one position as it has to wait until activities 2
and 6 (with a very short duration) are assigned a position. The chosen
scheduling scheme will then base the scheduling of the different activities on
this priority list.

Originally, a single scheduling scheme was combined with a single
priority rule, which resulted in a single-pass method. However, it soon
became apparent that no single-pass method outperformed all others. As
these single-pass methods required very little time, even for large projects,
the possibility to combine scheduling schemes and priority rules became
very attractive. The different ways in which these multi-pass methods are
constructed are explained in Section 3.2.3.

3.2.1 Scheduling schemes

In order to illustrate the different scheduling schemes, we will use the
priority list <1,2,6,5,7,4,8,3,9>, which was obtained by considering the
activities in non-decreasing order of the latest start time (using largest
activity number as a tie-breaker). Other priority lists would obviously result
in different heuristic solutions.

3.2.1.1 The serial scheduling scheme
The serial scheduling scheme dates back to a paper by Kelley (1963). It

sequentially adds activities to the schedule until a feasible complete schedule
is obtained. In each iteration, the next activity in the priority list is chosen
and for that activity the first possible starting time is assigned such that no
precedence or resource constraint is violated.

Applying the serial scheduling scheme on the priority list
<1,2,6,5,7,4,8,3,9>, we obtain the feasible schedule of Figure 124 with a
project length of 8. First, activities 1, 2, 6, 5 and 7 are assigned their starting
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times, based on the precedence relations (no resource conflict originates by
scheduling them in this way). The next activity in the priority list is activity
4: based on the precedence relations, activity 4 could start at time instant 0,
but then a resource conflict would originate in period 2 when activity 4
would be scheduled concurrently with activities 5 and 6. As a result, activity
4 is scheduled to start at time instant 2. In a similar way, activities 8 and 3
are assigned starting times and such that all precedence and
resource constraints are obeyed.

For a given priority list, the application of the serial scheduling scheme
requires time (Pinson et al. (1994)). It has been proven by Kolisch
(1996b) that any schedule that is generated by the serial scheduling scheme
belongs to the set of active schedules and we know from Section 3.1 that this
set contains at least one optimal solution.

3.2.1.2 The parallel scheduling scheme
Contrary to the serial scheduling scheme, the parallel scheduling scheme

(Brooks and White (1965)) iterates over the different decision points at
which activities can be added to the schedule. These decision points
correspond with the completion times of already scheduled activities and
thus at most n decision points need to be considered in the parallel
scheduling scheme. At each decision point, the unscheduled activities whose
predecessors have completed are considered in the order of the priority list
and are scheduled on the condition that no resource conflict originates at that
time instant.

Applying the parallel scheduling scheme on the priority list
<1,2,6,5,7,4,8,3,9>, we obtain the feasible schedule of Figure 125 with a
project length of 9. After the dummy start activity has been scheduled to
start at time instant 0, there are four activities whose predecessors have
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completed at decision point 0, namely activities 2, 3, 4 and 5. Activity 2 is
first among them in the priority list and is scheduled to start at time instant 0.
Activity 5 comes next in the priority list and does not cause a resource
conflict in period 1: it is started at time instant 0. Among the four activities,
activity 4 is next in the list and there are sufficient resources available in
period 1: also schedule activity 4 to start at time instant 0. Activity 3 is last
in the list and no more resource units are available in period 1, so activity 3
remains unscheduled. The next decision point is time instant 1, when activity
2 has completed. At that time, activities 3 and 6 are the only ones that are
unscheduled and whose predecessors have completed (activity 6 comes
earlier in the priority list than activity 3). However, there are no sufficient
resource units available to schedule either of them and thus we need to move
on to the next decision point, which is time instant 3 (when activity 5 has
completed). The unscheduled activities whose predecessors have all
completed are now activities 3, 6 and 8 (in the priority list the order is 6, 8
and 3). Only activity 6 is scheduled to start at time instant 3 (no sufficient
resources are available for activities 8 or 3) and we move on to the next
decision point, which is time instant 4 (the completion time of both activity 4
and activity 6). The unscheduled activities whose predecessors have
completed are then activities 7, 8 and 3, in that order in the priority list. As
no resource conflict occurs, all three activities can be scheduled to start at
time instant 4. After scheduling activity 9 at decision point 9, we obtain the
feasible schedule that is depicted in Figure 125. We immediately observe
that this feasible schedule is quite different from that obtained by the serial
schedule scheme, notwithstanding the fact that the same priority list was
used.
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For a given priority list, the application of the parallel scheduling scheme
also requires time (Kolisch and Hartmann (1999)). It has been
proven by Kolisch (1996b) that any schedule that is generated by the parallel
scheduling scheme belongs to the set of non-delay schedules and we know
from Section 3.1 that this set possibly does not contain any optimal solution.

Please remark that the term parallel scheduling scheme was first coined
by Kelley (1963), but the scheme described there differs slightly from that
described in this section. In Kelley’s description, at some decision point
activities in progress might be unscheduled in order to start activities that
occur earlier in the priority list. The current literature on constructive
heuristics always considers the approach that was described in this section.

3.2.1.3 Backward planning
So far, we always considered the normal time direction in scheduling the

activities over time. However, the activities of any RCPSP instance could
equally be scheduled in reverse time direction, i.e. starting with the dummy
end activity and gradually scheduling all activities until the dummy start
activity has been assigned a starting time. This can easily be obtained by
reversing all precedence relations and applying the serial or parallel
scheduling scheme, using the reverse priority list, on the resulting network.
The main problem consists of not knowing exactly what the exact makespan
of the resulting schedule will be. One therefore has to work backward from
an arbitrary project completion time. The resulting starting times can then
easily be adjusted such that the starting time of the dummy start activity
equals 0. Finally, the application of all possible local and global left shifts
will result in an active schedule for the original problem instance.

We will illustrate backward planning using both the serial and the
parallel scheduling scheme on the problem instance of Figure 118. To that
purpose, we will construct the priority list by considering the activities in
non-decreasing order of the earliest finish time (using smallest activity
number as a tie-breaker). In this way, the priority list was built in a similar
way as the one that was used for forward scheduling. The resulting priority
list for the example then is <1,2,3,6,5,4,8,7,9>.

Specifying an arbitrary project completion time of 10, the backward
serial scheduling scheme results in the schedule that is represented in Figure
126 (now the activities in the priority list are considered in reverse order:
first activity 9, then activity 7, ...). It can be observed that the project
makespan equals 8 (10 - 2), which equals the project makespan that was
obtained by the forward serial scheduling scheme.
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The backward schedule of Figure 126 is translated into the active forward
schedule that is represented in Figure 127. To that purpose, all starting times
were reduced by two time units and the activities 2, 4, 5 and 8 were locally
left shifted for either one or two time units.

Also specifying an arbitrary project completion time of 10, the backward
parallel scheduling scheme results in the schedule that is represented in
Figure 128. Although the schedule differs from the one obtained by the
backward serial scheduling scheme, also a project length of 8 is obtained.

The backward schedule of Figure 128 is translated into the active forward
schedule that is represented in Figure 129. Again, all starting times were
reduced by two time units and the activities 5, 7 and 8 were locally left
shifted for either one or two time units. Remark that instead of left shifting
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activities 5 and 8, one could also shift activities 3 and 4 to the left for two
time units, resulting in a slightly different schedule with identical makespan.

3.2.1.4 Bidirectional planning
Having been confronted with both forward and backward scheduling

schemes, it is a little step for a project planner to combine both in a
bidirectional scheduling scheme. To that purpose, a forward and a backward
priority list should be used in combination. For the problem instance of
Figure 118, we will use the list <1,2,6,5,7,4,8,3,9> as the forward priority
list. This priority list was obtained by considering the activities in non-
decreasing order of the latest start time, using the largest activity number as
a tie-breaker. For the backward priority list, we will use the list
<1,2,3,6,5,4,8,7,9>, which was obtained by ordering the activities in non-
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decreasing order of the earliest finish time, now using the smallest activity
number as a tie-breaker. Based on these two priority lists, both the
bidirectional serial scheduling scheme and the bidirectional parallel
scheduling scheme can be explained using an arbitrary project completion
time of 10.

During each iteration of the bidirectional serial scheduling scheme, one
considers both the first unscheduled activity in the forward priority list and
the last unscheduled activity in the backward priority list. For both these
activities a priority number is calculated. Based on our definition of the
forward priority list, it is quite natural to use the latest start time (based on
the critical path length) as the priority number for the activity coming from
the forward priority list. In order to obtain a comparable priority number for
the activity in the backward priority list, we might want to adjust the earliest
finish time of that activity by subtracting this earliest finish time from the
critical path length. The activity with the smallest priority number is chosen:
if the activity comes from the forward priority list, it is scheduled as soon as
possible in the forward schedule, otherwise, it is scheduled as late as
possible in the backward schedule. In the case of a tie, one might consider
the earliest feasible start time of the activity from the forward priority list
and the difference between the arbitrary project completion time and the
latest feasible completion time from the activity in the backward priority list.
The direction with the smallest value is then chosen. If this results in a tie,
we might pick the forward direction arbitrarily. The following table indicates
the decisions made in the different iterations of the bidirectional serial
scheduling scheme:

In the first iteration, we have to choose between the dummy activities 1
and 9 (these activities are underlined in the second row of the table): both
have the same priority number and can be scheduled without delay (i.e.,
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activity 9 can be scheduled to finish at time instant 10). We therefore
arbitrarily choose activity 1: the already scheduled activities are indicated in
bold in the subsequent iterations. Quite a similar reasoning applies in the
second iteration, where activity 2 is chosen to start at time instant 0. The
decision is quite clear in the third and fourth iteration because a difference
exists between the priority numbers: activities 9 and 7 are chosen. A tie
occurs again in the fifth iteration: both activities have the same priority
number, but activity 6 can only be started at time instant 1 whereas activity 8
can be scheduled to finish at time 10, giving a difference of 0 (= 10 – 10).
We therefore select activity 8. The sixth and seventh iteration are again fairly
simple: the priority number of activities 5 and 6 are respectively smaller than
that of activity 4 in the backward direction and activities 5 and 6 are
therefore chosen to be scheduled in the forward direction. In the next two
iterations, it happens that the same activity is chosen in the forward direction
as in the backward direction. As the priority numbers are equal for the case
of activity 4, we have to look when the activities can be scheduled in both
directions. In the forward direction activity 4 can be started at time instant 2,
whereas in the backward direction activity 4 can be finished at time 10
which equals the arbitrary project completion time. We therefore choose to
schedule activity 4 in the backward direction. Something similar happens to
activity 3 in the last iteration: it can be started at time instant 2 in the forward
direction, while it can be finished at time instant 7 in the backward direction
(the difference with the arbitrary project completion time is three periods).
We therefore choose to schedule activity 3 in the forward direction. The
resulting schedule is shown in Figure 130.

The bidirectional schedule of Figure 130 can be translated into an active
forward schedule by a local left shift of the activities 4, 7 and 8 (no global
left shift is possible for these activities). If we shift the three activities to the
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left in the order of their start times in Figure 130 (i.e., first activity 7, then
activity 4 and last activity 8), we obtain the forward schedule from Figure
131. The resulting schedule happens to be the optimal schedule for the
problem at hand.

During each iteration of the bidirectional parallel scheduling scheme, at
most two decision points are considered, namely one in each direction of the
schedule. If the difference between the forward decision point and the start
of the project is identical to the difference between the backward decision
point and the completion of the project, both decision points are considered.
Otherwise, the decision point with the smallest difference is considered. In a
similar way as for the bidirectional serial scheduling scheme, the activities
are assigned start or completion times that coincide with the decision point
in the corresponding direction. This is continued until no more activities can
be scheduled to start or finish at these decision points. At that time the
decision point(s) is (are) updated and a new iteration takes place. This
process is stopped as soon as all activities have been scheduled. At each
forward or backward decision point, the activities are scheduled in the order
of their priority number. The following table indicates the decisions made in
the different iterations of the bidirectional parallel scheduling scheme:
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In the first iteration, the two decision points are equidistant from the start
and completion of the project, which are 0 and 10, respectively. Thus, both
decision points are considered in this iteration. Using the priority numbers
that were defined for the bidirectional serial scheduling scheme, we schedule
activities 1, 2, 9 and 7 (all having a priority number of 0), which is identical
to the decisions made in the case of the bidirectional serial scheduling
scheme. Activity 6 is the next activity to be considered (it has a lower
priority number than activity 8), but it cannot be scheduled to start at time
instant 0 because activity 2, which finishes at time instant 1, is a predecessor
of activity 6. Thus, we continue with the next activity in the forward priority
list, which is activity 5. Both activities 5 and 8 have the same priority
number and can be scheduled at the respective decision points: we arbitrarily
choose the forward direction and schedule activity 5 to start at time 0.
Activity 7 is the next activity in the forward list, but has already been
scheduled in the backward direction. We therefore move on to activity 4 in
the forward direction. Activity 8 now has the smallest priority number and is
scheduled to complete at time instant 10. In this way, activity 4 becomes the
considered activity in both directions. Moreover, it has the same priority
number in both directions. We therefore arbitrarily schedule activity 4 to
start at time instant 0. In the forward priority list we move on to activity 3
because activity 8 has already been scheduled in the backward direction. In
the backward priority list we eliminate activities 4 and 5 because hey have
been scheduled already and activity 6 because it cannot complete at time
instant 10 (activity 7 is a successor and starts at time instant 5). Thus we also
move on to activity 3. In both directions the priority number is identical, but
activity 3 cannot be scheduled to start at time instant 0 because a resource
conflict would occur. No resource conflict originates if activity 3 is
scheduled to finish at time instant 10 and thus the activity is scheduled in the
backward direction. In this way, all activities have been considered in this
iteration (the scheduled activities are indicated in bold in the appropriate
priority list) and we can move on to the next iteration.

To that purpose we update the forward decision point to the earliest
completion time of the scheduled activities in the forward direction and the
backward decision point to the latest start time of the scheduled activities in
the backward direction (this update obviously only occurs if the decision
point has been considered in the current iteration). In the example, the
forward decision point is updated to time instant 1 (when activity 2 is
completed), while the backward decision point obtains a value of 8 (when
activity 3 is started). As the difference between the forward decision point
and the start of the project is smaller than the difference between the
completion of the project and the backward decision point, we consider the
decision point t = 1 in the second iteration. There is only one unscheduled
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activity, namely activity 6, and it cannot be started at time instant 1 because
a resource conflict would be the result. Thus, we update the forward decision
point to t = 3, the completion time of activity 5. In the third iteration, the
backward decision point is considered (10 - 8 < 3 - 0), but activity 6 cannot
be scheduled to finish at time instant 8 because its succeeding activity 7
starts at time 5. Hence, the backward decision point is updated to time
instant 7, the start time of activity 8. Both decision points can be considered
in the fourth iteration (10 - 7 = 3 - 0), but activity 6 can only be scheduled in
the forward direction: we schedule activity 6 to start at time instant 3 and we
obtain the complete bidirectional schedule of Figure 132.

The bidirectional schedule of Figure 132 can be translated into an active
forward schedule by shifting the activities 7, 8 and 3 to the left in that order



280 Chapter 6

(the order is irrelevant in this case). The resulting forward schedule is shown
in Figure 133.

3.2.2 Priority rules

In the previous section, the basic approaches for constructive heuristics
were explained. These were all based on the use of priority lists. This section
will explain many of the different priority rules that have been proposed in
the literature. In the computational study of Section 7.4.1 in Klein (2000) a
total of 73 priority rules were evaluated. These priority rules can be
classified in five big categories (Lawrence (1985)), based on the type of
information that is required to calculate the priority list. These five
categories are:

Activity based priority rules, which consider information that is related
to the activity itself, not to the rest of the project;

Network based priority rules, which only consider the information that
is contained in the network (no information about the resource use
might be used for the priority rules in this category);

Critical path based priority rules, which are based on the forward and
backward critical path calculations;

Resource based priority rules, which consider the resource use of the
different activities;

Composite priority rules, which can be obtained as a weighted sum of
the priority values obtained by priority rules from the previous three
categories.

The most important and most frequently used priority rules in each
category will now be explained and the corresponding forward and
backward priority lists will be calculated for the problem instance of Figure
118. If a tie occurs in determining the priority list, the tie-breaker will be the
smallest activity number for the forward priority list and the largest activity
number for the backward priority list. Any other priority rule could
obviously serve as a tie-breaker. Many of the priority rules that are
mentioned below are borrowed from machine scheduling, particularly from
job shop scheduling. Some of the names will therefore be a constant
reminder of that fact. Computational studies that compare the many different
priority rules as well as the scheduling schemes are performed in Davis and
Patterson (1975), Alvarez-Valdés and Tamarit (1989), Boctor (1990), Valls
et al. (1992) and Kolisch (1995, 1996a).

3.2.2.1 Activity based priority rules
In this category three different priority rules are included. The first two

are based on the durations of the activities in the project. The last priority
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rule doesn’t fit perfectly in any of the five categories and is described here as
it assumes a minimal amount of knowledge on the project. It is typically
included in any computational study on constructive heuristics as a
benchmark against which the other priority rules are compared.

1.

2.

3.

SPT: shortest processing time
Forward priority list: <1,2,6,3,5,8,4,7,9>
Backward priority list: <1,2,6,7,4,5,8,3,9>

LPT: longest processing time
Forward priority list: <1,4,5,8,3,2,6,7,9>
Backward priority list: <1,2,6,3,5,8,4,7,9>

RND: random (i.e., the priority list is determined in a purely random
way)

3.2.2.2 Network based priority rules
In this category, five different priority rules can be distinguished. They

are mainly based on the precedence relations between the different activities.
It is important to remark that for the construction of the backward priority
list, the term ‘successors’ should obviously be replaced by the term
‘predecessors’. The first two priority rules deal only with the direct and
transitive precedence relations, while the third priority rule considers the
number of activities that can be scheduled in parallel with the considered
activity. The last two priority rules weight the precedence relations with the
durations of the corresponding activities.

1.

2.

3.

MIS: most immediate successors
Forward priority list: <1,2,3,4,5,6,7,8,9> (in this example, all activities
except the dummy start have exactly one successor)
Backward priority list: <1,2,3,4,5,6,7,8,9> (in this example, all activities
except the dummy end have exactly one predecessor)

MTS: most total successors
Forward priority list: <1,2,5,6,3,4,7,8,9>
Backward priority list: <1,2,3,4,5,6,8,7,9>

LNRJ: least non-related jobs (i.e., activities that are not precedence
related with the considered activity)
Forward priority list: <1,2,6,7,5,8,3,4,9>
Backward priority list: <1,3,4,5,8,2,6,7,9>
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4.

5.

GRPW: greatest rank positional weight (i.e., the sum of the duration of
the activity considered and the durations of all its immediate successors)
Forward priority list: <1,5,4,8,2,6,7,3,9>
Backward priority list: <1,2,3,6,5,4,7,8,9>

GRPW*: greatest rank positional weight* (i.e., the sum of the duration
of the activity considered and the durations of all its successors,
immediate as well as transitive)
Forward priority list: <1,2,5,6,7,4,8,3,9>
Backward priority list: <1,2,3,6,5,4,8,7,9>

3.2.2.3 Critical path based priority rules
The third category contains six static priority rules (which can be

calculated at the start of the scheduling process) and three dynamic priority
rules (which depend on the partial schedule and should be updated every
time an activity is scheduled). The last three can therefore only be applied
during the scheduling process. It is also important to remark that the forward
and backward priority lists for the first four priority rules are related. Indeed,
the forward priority list for the EST rule is identical to the backward priority
list for the LFT rule and vice versa. The same is obviously true for the LST
and EFT rules.

1.

2.

3.

4.

5.

EST: earliest start time
Forward priority list: <1,2,3,4,5,6,7,8,9>
Backward priority list: identical to forward priority list of LFT rule

EFT: earliest finish time
Forward priority list: <1,2,3,6,5,4,8,7,9>
Backward priority list: identical to forward priority list of LST rule

LST: latest start time
Forward priority list: <1,2,5,6,7,4,8,3,9>
Backward priority list: identical to forward priority list of EFT rule

LFT: latest finish time
Forward priority list: <1,2,6,5,3,4,7,8,9>
Backward priority list: identical to forward priority list of EST rule

MSLK: minimum slack
Forward priority list: <1,2,6,7,5,8,4,3,9>
Backward priority list: <1,3,4,5,8,2,6,7,9>
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6. RSM: resource scheduling method (i.e., the minimum extension of the
project duration if all unlisted activities j are delayed by the considered
activity i; the extension can be calculated by the formula:

the calculations for the forward priority list of the problem
instance of Figure 118 are presented in the table below; remark that for
the backward priority list the projected project extension can be obtained
by the formula: in fact, the early finish time
of an activity in the reverse network equals the critical path length CPL
minus the late start time of that activity in the original network, while the
late start time of the activity in the reverse network equals the critical
path length CPL minus the early finish time of that activity in the
original network; we thus obtain the formula:

which results in the above formula after some simple
rearrangement; this priority rule was developed by Brand et al. (1964))
Forward priority list: <1,2,6,3,5,4,7,8,9>
Backward priority list: <1,2,6,5,4,7,8,3,9>

In the above table, only the non-dummy activities are included. The first
column indicates these seven activities (i) as well as their early finish
times, while the first row also indicates the seven non-dummy activities
(j), but now with their late start times. The projected project extensions

are then indicated for each pair of activities (i,j) for which no
precedence relation (j,i) exists (the pairs for which such a precedence
relation exists are indicated by an ‘x’ in the table), while the first number
in the last column represents the largest project extension in that row.
The resource scheduling method chooses that activity for which this
value is the smallest, which happens to be activity 2 (the tie with activity
6 is solved by the tie-break rule of the smallest activity number).
Activity 2 is indicated in the top row of the last column and all largest
project extensions are updated (e.g., for activity 3, the project extension
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7.

8.

9.

of 2 is removed because activity 2 is now listed and thus the largest
project extension is now a value of 1, as indicated by the second number
in the corresponding last column). Continuing in this way, we obtain the
priority list <1,2,6,3,5,4,7,8,9>, as indicated in the table.

ESTD: dynamic earliest start time (i.e., the earliest start time of an
unscheduled activity, given the start times of the scheduled activities)
Forward priority list: depends on the partial schedule (only applicable
for forward and bidirectional planning)
Backward priority list: depends on the partial schedule (only applicable
for backward and bidirectional planning)

EFTD: dynamic earliest finish time (i.e., the earliest finish time of an
unscheduled activity, given the start times of the scheduled activities)
Forward priority list: depends on the partial schedule (only applicable
for forward and bidirectional planning)
Backward priority list: depends on the partial schedule (only applicable
for backward and bidirectional planning)

MSLKD: dynamic minimum slack (i.e., the slack time of an
unscheduled activity, given the start times of the scheduled activities)
Forward priority list: depends on the partial schedule (only applicable
for forward and bidirectional planning)
Backward priority list: depends on the partial schedule (only applicable
for backward and bidirectional planning)

3.2.2.4 Resource based priority rules
In the fourth category, four priority rules are included that are based on

the resource use of the activity in question as well as its successors.

1.

2.

GRD: greatest resource demand (i.e., the product of the duration and the
sum of the resource requirements for the considered activity)
Forward priority list: <1,4,5,8,3,2,6,7,9>
Backward priority list: <1,2,6,3,7,5,8,4,9>

GCUMRD: greatest cumulative resource demand (i.e., the sum of the
resource demand of the activity considered and the resource demands of
all its immediate successors)
Forward priority list: <1,5,4,8,3,2,6,7,9>
Backward priority list: <1,2,6,3,5,7,4,8,9>
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3.

4.

RED: resource equivalent duration (i.e., the product of the duration and a
weighted sum of the resource requirements for the considered activity;
the weights depend on the resource type; Pascoe (1966) proposed a
weight which equals the ratio of a value over the product of the
resource availability for that resource type and the maximal value
over all resource types k; the value is obtained by considering the
early start schedule and adding the last period in which a non-zero
requirement for that resource type occurred to the ratio of the total
excess requirements for that resource type over the availability)
Forward priority list: <1,4,5,8,3,2,6,7,9>
Backward priority list: <1,2,6,3,7,5,8,4,9>

CUMRED: cumulative resource equivalent duration (i.e., the sum of the
resource equivalent duration of the activity considered and the resource
equivalent durations of all its immediate successors)
Forward priority list: <1,5,4,8,3,2,6,7,9>
Backward priority list: <1,2,6,3,5,7,4,8,9>

3.2.2.5 Composite priority rules
In the last category, elements of the previous four categories are

combined. Different weights for each of these priority rules will result in
different priority lists and ultimately in different heuristic solutions.

1.

2.

3.

WRUP: weighted resource utilisation and precedence (i.e., a weighted
sum of the number of successors and the average resource use (resource
requirement over resource availability) over all resource types; Ulusoy
and Özdamar (1989) proposed a weight of 0.7 for the first term and 0.3
for the second term)
Forward priority list: <1,3,4,5,8,2,6,7,9>
Backward priority list: <1,2,6,7,3,4,5,8,9>

IRSM: improved resource scheduling method (i.e., a dynamic priority
rule that is described by Kolisch (1996a) and that improves the resource
scheduling method of Brand et al. (1964); it correctly computes the
minimum extension of the project duration if an eligible activity is
scheduled and then schedules that activity that leads to the smallest
extension of the project duration over all eligible activities)

WCS: worst case slack (i.e., a dynamic priority rule that is described by
Kolisch (1996a) and that is very much related to the IRSM priority rule;
for each eligible activity a computation is made of how much slack
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(worst case slack) will remain if it is not scheduled immediately; the
eligible activity with the smallest worst case slack is then selected to be
scheduled)

3.2.3 Multi-pass methods

As indicated in the introductory part of Section 3.2, an improvement in
constructive heuristics can be found by moving from single-pass methods to
multi-pass methods. In the latter, different scheduling schemes can be
combined with different priority rules in various ways in order to obtain
many different (hopefully good) heuristic solutions, among which the best
one can be chosen. Several ways in which the scheduling schemes and the
priority rules can be combined will be described in this section.

3.2.3.1 Multi-scheduling scheme methods
Based on the two scheduling schemes (serial and parallel) and the three

directions of scheduling (forward, backward and bidirectional), a total of six
combinations can be constructed. Using a single priority rule, all six
combinations can be tested and the best solution saved. Even more, using a
dynamic priority rule (e.g., MSLKD or WCS), one can iteratively schedule
the project by alternating between any of the six combinations, using priority
values that are based on the schedule of the previous iteration. Versions of
these multi-scheduling scheme methods have been proposed by Li and
Willis (1992), Özdamar and Ulusoy (1996a,b) and Tormos and Lova (2001).

3.2.3.2 Multi-priority rule methods
Using a single scheduling scheme (and direction of scheduling), multiple

priority rules can be used. In this way a limited number of different
schedules can be constructed. This number can be increased if the
combination of scheduling scheme and direction of scheduling is also varied
as mentioned in the previous section. Still, however, the number of
schedules is finite. Boctor (1990) presented this type of multi-priority rule
method by employing seven different priority rules.

The number of schedules can become virtually unlimited by calculating
priority values that are linear combinations of two or more priority rules. The
priority value of the WRUP priority rule (see Section 3.2.2.5) is obtained as
the weighted sum of the number of successors (with weight 0.7) and the
average resource use (with weight 0.3). This results in a single priority value.
However, by varying the weights between 0 and 1 in steps of 0.1, one can
obtain eleven different arrays of priority values for the different activities,
resulting possibly in eleven different priority lists. By increasing the number
of priority rules that are applied and by decreasing the stepsize that is used
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for the weights, a virtually infinite number of schedules can be obtained.
Versions of this type of multi-priority rule method have been presented by
Ulusoy and Özdamar (1989) and Thomas and Salhi (1997).

3.2.3.3 Sampling methods
Sampling methods typically use a single scheduling scheme (usually

using forward scheduling) and a single priority rule. In order to avoid the
generation of identical schedules, the selection of the next activity to
schedule is determined probabilistically, based on the priority values for the
different activities. The probability with which activity i can be selected
from the schedulable set (the set of activities that could be selected next by
the serial or parallel scheduling scheme) might be determined in various
ways.

In random sampling the probabilities for each activity in the schedulable
set are identical, namely 1 over the number of activities in the schedulable
set. As a result, random sampling is totally independent of the priority rule.

Biased random sampling calculates the probabilities as a function of the
priority values of the activities in the schedulable set. If the objective of the
priority rule is to select the activity with the highest priority value then the
probability of choosing activity i from the schedulable set S equals

If the activity with the smallest value for the priority value

has to be chosen, the probabilities can be calculated (amongst other choices)

as Biased random sampling methods were presented by

Alvarez-Valdés and Tamarit (1989), Cooper (1976) and Schirmer and
Riesenberg (1997).

Regret based biased random sampling calculates the probabilities
indirectly using regret values. If again the objective of the priority rule is to
select the activity with the highest priority value then the regret value of
activity i equals the difference between the priority value and the smallest
priority value in the schedulable set If, however, the

activity with the smallest value for the priority value has to be chosen, then
the regret value of activity i equals the difference between the largest
priority value in the schedulable set S and the priority value

Drexl (1991) has proposed to modify these regret values

as follows: The inclusion of a constant ensures that at
each decision the probability of being selected is strictly positive for every
activity that belongs to the schedulable set. The parameter determines the
amount of bias: a high value of will cause no bias and thus deterministic
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activity selection, while an of zero will cause maximum bias and hence
random activity selection. The probability of selecting activity i from the

schedulable set S can then be calculated as Kolisch (1995)

reported that the choice typically provides good results. Regret
based biased random sampling methods and corresponding experimental
comparisons can be found in Drexl (1991), Kolisch (1995), Kolisch and
Drexl (1996), Schirmer and Riesenberg (1997) and Schirmer (1998).

The three sampling methods will be demonstrated on the problem
instance that was represented in Figure 118. We will consider the scheduling
decision at time instant 0, when the schedulable set S consists of the
activities 2, 3, 4 and 5. As a priority rule, we will use the SPT rule that was
described in Section 3.2.2.1. For the regret based biased sampling method,
the parameters and will be assigned a value of 1.

The necessary calculations for the selection probabilities of the three
sampling methods are illustrated in Table 24. For random sampling, every
activity is assigned a probability of 0.25. As the SPT priority rule implies
preference for smaller priority values (which happen to be the duration of the
corresponding activity), one has to calculate the values which appear in
Table 24. These four values add up to 2.08333 or 25/12. The selection
probabilities can therefore be obtained by dividing 12/25 = 0.48 (the inverse
of 2.0833) by the priority value of the corresponding activity. The resulting
values are shown in Table 24. For the regret based biased random sampling
method, the regret values can be calculated as the difference between the
maximal duration of the activities (which happens to be 4) and the duration
of the corresponding activity. Using the modified regret values are
exactly one unit larger than the regret values. As the four modified regret
values sum up to 10, the selection probabilities can be easily calculated by
dividing the modified regret values by 10.
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3.3 Improvement heuristics

Various ways exist that improve the schedule that was found by a
constructive heuristic. To that purpose, the notion of a neighbourhood is of
crucial importance. Section 3.3.1 will therefore discuss the two basic
ingredients of a neighbourhood, which are the representation scheme and the
operator. Subsequent sections will then discuss how these neighbourhoods
can be used in different descent approaches, metaheuristic approaches and
other approaches that have been presented for the resource-constrained
project scheduling problem.

3.3.1 Neighbourhood

As described in Reeves (1993), a neighbourhood of a solution x
can be defined as a set of solutions that can be reached from x by a simple
operation The operation typically does not operate on schedules, but
rather on suitable representations of schedules. The representation scheme
therefore needs to include a decoding procedure that transforms the
representation into a single schedule. Several representation schemes will be
presented in Section 3.3.1.1. The subsequent section then presents several
unary neighbourhood operators that produce a new solution y from current
solution x. We will also describe binary neighbourhood operators that create
one or more new solutions form two existing ones, which is only used in
genetic algorithms where multiple solutions are considered at the same time.

3.3.1.1 Representation schemes
In this section, five representation schemes will be described that have

been reported in the literature on project scheduling.

3.3.1.1.1 Priority list representation
The first representation scheme is the priority list representation that was

already introduced in Section 3.2. In this priority list, the activities are
ordered in non-increasing priority, taking into account that no activity should
be ordered in that list before one of its predecessors. Any combination of a
scheduling scheme (serial or parallel) and a direction of planning (forward,
backward or bidirectional), if used as was explained in Section 3.2, can then
be used as a decoding procedure, transforming the representation into a
single schedule. Please remark that a single schedule can be represented in
various ways. This remark is related to the discussion in Section 2.2.1 where
the link between a single schedule and several feasible sequences was
explained. The priority list representation has been used by Pinson et al.
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(1994), Boctor (1996b), Baar et al. (1998), Bouleimen and Lecocq (1998)
and Hartmann (1998). Alcaraz and Maroto (2001) have extended the priority
list representation scheme by introducing an additional field that indicates
whether the forward or backward direction is chosen to construct the
corresponding schedule (the serial scheduling scheme is used in their
implementation). Research convincingly indicates (see Alcaraz and Maroto
(2001)) that a representation scheme that is based on the priority list seems
to be the most suitable representation for the resource-constrained project
scheduling problem.

3.3.1.1.2 Priority rule representation
A second representation scheme is the priority rule representation in

which each solution is represented by a vector with as many positions as
there are activities in the project. Each position is then occupied by a priority
rule. The priority rule list (-, MTS, SPT, RED, GRD, MSLK, LPT, WRUP,
-) would constitute a valid priority rule representation for the problem
instance that was introduced in Figure 118. Remark that the first and last
position are left open as the dummy start and end activities will be scheduled
at that point. Again, any combination of a scheduling scheme and a direction
of planning could be used as a decoding procedure. Hartmann (1998) used
this representation scheme for the RCPSP.

3.3.1.1.3 Random key representation
A third representation scheme is the random key representation. In this

scheme, each solution is represented as a vector that assigns a real number
between 0 and 1 to each activity in the project. This number plays the role of
the priority of that activity. A possible random key list for the problem
instance of Figure 118 is (0, 0.24, 0.86, 0.49, 0.12, 0.67, 0.34, 0.92, 0). The
first and last random key are totally unimportant as the dummy start and end
activities will be scheduled at the corresponding decision point. Again, any
combination of a scheduling scheme and a direction of planning could be
used as a decoding procedure, provided that at each selection the activity
with the highest priority is chosen first. Leon and Balakrishnan (1995), Lee
and Kim (1996), Cho and Kim (1997), Naphade et al. (1997), Hartmann
(1998) and Kohlmorgen et al. (1999) have presented heuristics that are based
on this representation scheme.

3.3.1.1.4 Shift vector representation
A fourth representation scheme is based on the notion of a shift vector as

proposed by Sampson and Weiss (1993). Each solution is now represented
by a vector where each non-negative integer in a position indicates how
many periods the corresponding activity is scheduled beyond its early start
time. For the problem instance of Figure 118, the optimal schedule
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corresponds with the shift vector (0, 0, 2, 3, 0, 0, 0, 1, 0): activity 8, for
instance, is started one time period beyond the completion time of its single
predecessor, activity 5. A slight adaptation of the traditional forward pass
recursion can be used as a decoding procedure. When is denoting the shift
of activity j, the pseudocode for the forward pass recursion for the
computation of the early start and finish times of all activities in the project
(see Section 1.1.1 in Chapter 4) can easily be adapted as follows:

The shift vector representation does not automatically result in resource
feasible solutions: e.g. the shift vector (0, 0, 1, 3, 0, 0, 0, 1, 0) is decoded into
a schedule in which activities 3, 5 and 6 are scheduled in time period 2,
resulting in a clear resource conflict. The objective function should therefore
include a penalty function for violations of the resource constraints.

3.3.1.1.5 Schedule scheme representation
A last representation scheme is based on the binary version of the

schedule scheme approach (Brucker et al. (1998)) that was described in
Section 2.2.5.2. That version was based on the branching step in which
either a parallelity relation ‘i || j’ or a disjunctive relation ‘i – j’ was forced
onto one pair of activities that were not precedence related. The schedule
scheme representation therefore defines four disjoint sets of pairs of
activities:

if a conjunctive relation is specified between activities i and
j, namely
if a disjunctive relation is specified between activities i and j,
namely ‘i – j’
if a parallelity relation is specified between activities i and j,
namely ‘i || j’

if none of the above relations is specified between activities i
and j (flexibility relation)

In a schedule scheme representation, all pairs of activities should belong
to one of these four disjoint sets. A schedule scheme then represents those
(not necessarily feasible) schedules in which the corresponding relations are
satisfied. As a decoding procedure, Baar et al. (1998) presented a heuristic
that constructs a feasible schedule in which all conjunctive and disjunctive
relations as well as a ‘large’ number of the parallelity relations are satisfied.
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3.3.1.2 Neighbourhood operators
For each of the representation schemes of the previous section, a number

of neighbourhood operators can be defined in order to obtain one or more
new solutions from a (set of) current solution(s). A distinction can be made
between unary operators that transform one solution into a new one and
binary operators that build one or more new solutions from two current ones
(typically used in genetic algorithms).

3.3.1.2.1 Unary neighbourhood operators
Various unary neighbourhood operators are available for the different

representation schemes. In this section, a number of them will be discussed.

3.3.1.2.1.1 Pairwise interchange
A first unary operator is the pairwise interchange operator, in which two

positions are simply swapped to obtain a new solution. For instance, if in the
random key representation scheme the current solution is the vector (0.24,
0.86, 0.49, 0.12, 0.67, 0.34, 0.92), then a pairwise interchange of positions 3
and 6 will result in the solution (0.24, 0.86, 0.34, 0.12, 0.67, 0.49, 0.92). In
the case of the priority list representation scheme, a pairwise interchange is
obviously only allowed if no precedence relation exists between the two
activities involved. A restricted version of the pairwise interchange operator
is the adjacent pairwise interchange operator that only allows the swap of
two adjacent positions.

3.3.1.2.1.2 The shift operator
A simple shift operator selects some position out of the representation

vector and inserts it somewhere else in the vector. In the priority list
representation scheme, this operator is only allowed if the resulting priority
list is precedence feasible. Starting, for instance, from the priority list (5, 2,
4, 1, 7, 3, 6), a shift of activity 4 to the first position will result in the priority
list (4, 5, 2, 1, 7, 3, 6) on the condition that no precedence relations exists
between activities 5 and 2 on the one hand and activity 4 on the other hand.

More complicated shift operators have been proposed by Baar et al.
(1998). These operators are based on the notion of a critical arc which is
defined as a pair of activities (i,j) for which in the resulting schedule

(with the finish time of activity i). As clearly at least one critical
arc must become non-critical in order to obtain an improved solution, Baar et
al. (1998) define three shift operators that may cancel a critical arc.

3.3.1.2.1.3 The change operator
In the priority rule representation, the random key representation or the

shift vector representation it is quite obvious that a change in one position
(i.e., a different priority rule or a different number) in the corresponding
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vector will result in a new solution. Using, for instance the priority rule
representation scheme, the change operator might change the vector (MTS,
SPT, RED, GRD, MSLK, LPT, WRUP) into the vector (MTS, CUMRED,
RED, GRD, MSLK, LPT, WRUP).

A more involved change operator has been proposed by Storer et al.
(1992) for the random key representation scheme for job shop problems. In
their version, they constructed a new vector where for each position i the
new value is randomly drawn from the uniform distribution in the

interval where is a real-valued constant. If the
new value does not fall in the interval [0, 1], the value should obviously be
adapted to fit in the interval. Special care should be taken if the value falls
below 0 as the danger exists that the value would forever remain 0. For the
random key representation (0.24, 0.86, 0.49, 0.12, 0.67, 0.34, 0.92) with a
value this change operator could result in the vector (0.27, 1.00,
0.45, 0.14, 0.55, 0.38, 0.88).

3.3.1.2.2 Binary neighbourhood operators
Typical examples of binary neighbourhood operators are crossover

operators in which parts of two current solutions are copied into the new
solutions. In this section, three different crossover operators will be
described.

3.3.1.2.2.1 One-point crossover
The simplest form of a crossover operator is the one-point crossover. For

the priority rule, random key and shift vector representation schemes, the
one-point crossover operator works in a very simple way. Given two
representations of length n (typically called a mother and a father) as well as
a random number x between 1 and n – 1, a daughter is created by copying
the first x positions of the mother and the last n – x positions of the father. In
similar fashion, a son is created by copying the first x positions of the father
and the last n – x positions of the mother. Using the random key
representation scheme, the one-point crossover operator will be
demonstrated on the mother vector (0.24, 0.86, 0.49, 0.12, 0.67, 0.34, 0.92)
and the father vector (0.75, 0.32, 0.07, 0.74, 0.69, 0.42, 0.11). If the random
number between 1 and 6 were to be 4, the daughter and son would
respectively become (0.24, 0.86, 0.49, 0.12, 0.69, 0.42, 0.11) and (0.75, 0.32,
0.07, 0.74, 0.67, 0.34, 0.92).

For a priority list representation, the one-point crossover operator works
slightly more involved. Given the mother vector (5, 2, 4, 1, 7, 3, 6) and the
father vector (1, 3, 6, 4, 7, 2, 5). Specifying a random number x between 1
and the length of the vectors minus two (otherwise the son and daughter are
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perfect clones of their father and mother, respectively), a new daughter could
now originate by copying the first x positions of the mother and by adding
the remaining positions in the order in which they appear in the vector of the
father. For instance, if the random number x were to be 4, the daughter
would start out with the first four positions of the mother: (5, 2, 4, 1, ?, ?, ?).
The remaining positions 7, 3 and 6 would then be added in the order in
which they appear in the father vector, which is 3, 6 and 7. The resulting
daughter vector thus becomes (5, 2, 4, 1, 3, 6, 7). In similar fashion, the son
starts out with the first four positions of the father: (1, 3, 6, 4, ?, ?, ?). The
positions 7, 2 and 5 are then entered in the order 5, 2 and 7 as they appear in
that order in the mother vector. The son vector thus results in (1, 3, 6, 4, 5, 2,
7).

As an illustration, we will demonstrate the neighbourhood if the one-
point crossover operator is used on the priority list representation scheme
and if the only current solutions are the mother and father vector that were
used in the previous paragraph. The following table then enumerates all
possible daughters and sons for the five possible values of x, given the
mother vector (5, 2, 4, 1, 7, 3, 6) and the father vector (1, 3, 6, 4, 7, 2, 5):

The alert reader will have remarked that the last daughter is a perfect
clone of her mother, while daughters 3 and 4 are perfect twins.

3.3.1.2.2.2 Two-point crossover
Two-point crossover is an extension of one-point crossover. Now, two

random numbers and are drawn with and with n the
length of the representation. The vector of the daughter is then generated by
copying the first and the last positions from the mother. The
remaining positions are copied from the father. The vector of the son is
constructed in a similar way, copying the first and third part from the father
and obtaining the middle part from the mother.

If the representation scheme is the priority list representation, the
implementation is again slightly more complex. The vector of the daughter is
again started by copying the first positions from the mother. Positions

to are filled with the first positions of the father that did not appear
yet in the daughter’s vector. The remaining positions are added in the
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order in which they appear in the vector of the mother. Given the mother
vector (5, 2, 4, 1, 7, 3, 6) and the father vector (1, 2, 6, 4, 7, 3, 5), and

the daughter becomes (5, 2, 4, 1, 6, 7, 3), while the son becomes
(1, 2, 6, 5, 4, 7, 3).

The alert reader will have observed that for any representation scheme a
random number leads to one-point crossover, which clearly is a
special case of two-point crossover.

3.3.1.2.2.3 Uniform crossover
A third type of crossover is called uniform crossover, where a binary

vector with is randomly constructed. The positions i =
1,..,n of the daughter’s vector are copied from the mother if and from
the father if The son’s vector is constructed in a similar way: if
the position is copied from the father, while if the position is copied
from the mother.

In the priority list representation scheme the procedure is again slightly
more complicated. As no position can be repeated, the daughter’s vector is
filled with the first available position (which did not appear yet in the
daughter’s vector) of the mother if and with the first available position
of the father if The son’s vector is again constructed in a similar way.
Given the mother vector (5, 2, 4, 1, 7, 3, 6), the father vector (1, 2, 6, 4, 7, 3,
5) and the random binary vector (1, 0, 1, 0, 1, 0, 1), the daughter is
constructed to be (5, 1, 2, 6, 4, 7, 3), while the son turns out to be (1, 5, 2, 4,
6, 7, 3).

The uniform crossover is clearly a generalisation of the two-point
crossover (and thus also of the one-point crossover): fixing the values to 1
for and for and to 0 for leads to the
definition of the two-point crossover.

3.3.2 Descent approaches

Descent approaches create a series of solutions, possessing the
characteristic that every solution improves upon the previous one. The series
of solutions is continued as long as an improved solution can be found in the
neighbourhood of the last solution. A distinction can be made between two
types of descent approaches, namely steepest descent and fastest descent.
These approaches will be described in the first two subsections. A third
subsection will deal with iterated descent, which can extend steepest as well
as fastest descent.
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3.3.2.1 Steepest descent
A steepest descent approach (also referred to as best fit or best

improvement approach) evaluates all solutions in the neighbourhood of the
current solution, selects the one with the smallest project makespan and
continues the series of solutions with this solution. This process is repeated
until no improving solution could be found in the neighbourhood of the
current solution. At that time, the steepest descent approach terminates with
a locally optimal solution, i.e. local within the neighbourhood of the current
solution.

Leon and Balakrishnan (1995) present a steepest descent approach that is
based on the random key representation scheme and that uses a modified
version of the parallel scheduling scheme as a decoding procedure. The
change operator of Storer et al. (1992) (see Section 3.3.1.2.1.3) is used as a
neighbourhood operator.

Naphade et al. (1997) describe a steepest descent approach that is based
on a version of the random key representation scheme and that also uses a
modified version of the parallel scheduling scheme as a decoding procedure.
They also use the change operator of Storer et al. (1992) (see Section
3.3.1.2.1.3) as a neighbourhood operator.

3.3.2.2 Fastest descent
A fastest descent algorithm (also referred to as first fit or first

improvement approach) evaluates all solutions in the neighbourhood of the
current solution in random order, but stops as soon as a solution with a
smaller makespan is found. This solution is added to the series of solutions
and the process is repeated until no improving solution could be found in the
neighbourhood of the current solution. At that time, the fastest descent
approach terminates, also with a locally optimal solution.

Leon and Balakrishnan (1995) also present a fastest descent version of
their steepest descent approach (see the previous section).

3.3.2.3 Iterated descent
Both the steepest descent and the fastest descent approach can be

extended with a random restart procedure which randomly (using
constructive heuristics) generates initial solutions upon which the steepest or
fastest descent approach is restarted. Since steepest descent and fastest
descent approaches are known to be highly sensitive to the initial solution, it
should be clear to the reader that the incorporation of random restarts will
undoubtedly produce superior results over the basic steepest and fastest
descent approaches.



6. THE RESOURCE-CONSTRAINED PROJECT SCHEDULING
PROBLEM

297

3.3.3 Metaheuristic approaches

Over the last two decades, a growing number of metaheuristic procedures
have been presented to solve hard optimisation problems. In this section, the
general metaheuristic approaches will be described as well as some specific
implementations for the resource-constrained project scheduling problem.

3.3.3.1 Tabu search
The steepest descent approach has been extended by Glover (1989, 1990)

to tabu search, which basically boils down to a steepest descent/mildest
ascent approach. As in the steepest descent approach, all solutions in the
neighbourhood of the current solution are evaluated and the solution with the
smallest project makespan is chosen. However, tabu search is continuing the
search even if the new solution does not improve the previous one. This
characteristic of tabu search creates the possibility that the series of solutions
includes cycles, meaning that a subseries of solutions is repeated time and
time again. A mechanism has therefore to be put in place in order to avoid
this cycling. A tabu list specifies those neighbourhood moves that might lead
to cycling, namely those moves that might undo recently performed moves.
Any neighbourhood move that belongs to the tabu list is therefore forbidden,
except if that move would lead to a new overall (or local) best solution. This
phenomenon is called an aspiration criterion.

Pinson et al. (1994) present three tabu search heuristics that are based on
the priority list representation scheme and that use the serial scheduling
scheme as a decoding function. The three heuristics differ in the
neighbourhood operator that is used: one is based on the pairwise
interchange operator, a second is based on the (general) interchange operator
and a third is based on the shift operator.

Lee and Kim (1996) present a tabu search procedure that was based on
the random key representation scheme. They used the parallel scheduling
scheme as a decoding function and a restricted version of the pairwise
interchange operator.

Baar et al. (1998) develop two tabu search heuristics. A first one is based
on the priority list representation scheme, using the serial scheduling scheme
as a decoding procedure. Three types of shift operators are introduced (see
Section 3.3.1.2.1.2) in order to define the neighbourhood. A second tabu
search heuristic is based on the schedule scheme representation scheme and
uses the decoding procedure that was described in Section 3.3.1.1.5. Four
types of neighbourhood moves are defined, which are based on the
transformation of a flexibility relations into a parallelity relations and vice
versa.
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3.3.3.2 Simulated annealing
The fastest descent approach has been extended by Kirkpatrick et al.

(1983) to simulated annealing. The ideas of this approach date back to a
paper by Metropolis et al. (1953), who describe an algorithm to simulate the
cooling of material in a heat bath, a process known as annealing. Essentially,
their algorithm simulates the change in energy of the system when subjected
to a cooling process, until it converges to a steady ‘frozen’ state. Simulated
annealing thus starts out with an initial solution, obtained by some
constructive heuristic. A new solution is created in the neighbourhood of the
current solution and it is accepted if it is better than the current solution. If
the new solution does not improve upon the current solution, it is accepted
with a probability that depends on the magnitude of the deterioration and on
a parameter that is called the temperature. This temperature typically starts at
a relatively large value and is reduced during the simulated annealing
procedure in order to decrease the probability that nonimproving solutions
are accepted. This process is repeated until time runs out, a number of
solutions have been created or no new solution is accepted for a certain time.

Sampson and Weiss (1993) describe a procedure that can be described as
a variant of simulated annealing. The procedure is based on the shift vector
representation scheme and uses the change operator.

Boctor (1996b) proposes an adaptation of simulated annealing that is
based on the priority list representation scheme. The serial scheduling
scheme is used as a decoding function and neighbours are obtained by using
the shift operator.

Lee and Kim (1996) present a simulated annealing procedure that was
based on the random key representation scheme. As for their tabu search
procedure, they used the parallel scheduling scheme as a decoding function
and a restricted version of the pairwise interchange operator. Cho and Kim
(1997) modify this procedure by extending the random key representation in
order to allow the delay of schedulable activities within an adapted version
of the parallel scheduling scheme.

Bouleimen and Lecocq (1998) describe a simulated annealing approach
that is based on the priority list representation scheme and that uses the serial
scheduling scheme as a decoding function.

3.3.3.3 Genetic algorithms
A third metaheuristic approach, which is called genetic algorithms, is

based on the mechanisms of biological evolution and natural genetics. The
method has been introduced by Holland (1975) and tries to implement the
idea of survival of the fittest in the field of combinatorial optimisation. A
genetic algorithm starts with a population of n solutions that have been
created by constructive heuristics. New solutions are created by combining
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two existing solutions (see the binary neighbourhood operators of Section
3.3.1.2.2) and by applying a mutation on a newly created solution. A
mutation typically consists of a unary neighbourhood operator (see Section
3.3.1.2.1) that is applied with a small probability. After creating a number of
new solutions, the new population consists of the n best solutions out of the
newly created and/or existing solutions and the algorithm continues on the
current population. This process typically continues until a number of
populations have been created and evaluated.

Leon and Balakrishnan (1995) describe a genetic algorithm based
approach that is based on a version of the random key representation scheme
and that uses a modification of the parallel scheduling scheme as a decoding
function. The change operator of Storer et al. (1992) (see Section 3.3.1.2.1.3)
is used as a unary neighbourhood operator, while the standard one-point
crossover is used as a binary one.

Lee and Kim (1996) also present a genetic algorithm approach that was
based on the random key representation scheme. They used the parallel
scheduling scheme as a decoding function and the standard one-point
crossover operator.

Hartmann (1998) presented three genetic algorithm approaches for the
RCPSP, one based on the priority list representation scheme, one based on
the priority rule representation scheme and one based on the random key
representation scheme. All three approaches use the serial scheduling
scheme as a decoding procedure and the two-point crossover operator in
order to define the neighbourhood.

Kohlmorgen et al. (1999) also presented a genetic algorithm approach
that uses the random key representation scheme, the serial scheduling
scheme and the two-point crossover operator. Their approach is tested on a
massively parallel computer.

3.3.4 Other approaches

A number of other approaches have been described in the literature and
some of them will be described in this section.

3.3.4.1 Truncated branch-and-bound methods
As described in the introduction to Section 2.2, one can obtain rather

good feasible solutions when prematurely interrupting a branch-and-bound
algorithm that is based on a depth-first strategy. This process of interrupting
a depth-first branch-and-bound approach after a certain time limit or after
visiting a certain number of nodes is called truncated branch-and-bound.
Pollack-Johnson (1995), Demeulemeester and Herroelen (1997a) and
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Sprecher (2000) have presented versions of truncated branch-and-bound
methods.

3.3.4.2 Disjunctive arc based methods
The basic idea of the disjunctive arc based methods is to add precedence

relations to the original problem in order to destroy minimal forbidden sets
(see Section 2.2.4). The resource scheduling method (see also the RSM
priority rule that is described in Section 3.2.2.3) of Shaffer et al. (1965)
restricts the scope to those forbidden sets for which all activities in the
earliest finish schedule are processed in parallel. The disjunctive arc that
produces the smallest increase in the project makespan is introduced and the
earliest finish schedule is recalculated. The algorithm stops as soon as a
feasible schedule is obtained. Alvarez-Valdés and Tamarit (1989) propose
four different ways of destroying the minimal forbidden sets. The best
results were obtained by repetitively choosing one minimal forbidden set of
lowest cardinality and destroying it by adding the disjunctive arc that leads
to a minimal project makespan. Bell and Han (1991) present a two-phase
approach for the RCPSP, the first phase of which is very similar to the
approach of Shaffer et al. (1965). In the second phase, however, each added
disjunctive arc that is part of the critical path is temporarily removed and the
resource scheduling method of Shaffer et al. (1965) is applied on the
resulting network.

3.3.4.3 Integer programming based methods
Oguz and Bala (1994) present an integer programming based heuristic

that is based on the integer programming formulation that was proposed by
Pritsker et al. (1969) and that was described in Section 2.1.2.

3.3.4.4 Block structure based methods
Mausser and Lawrence (1998) use block structures to improve the project

makespan. They create a feasible solution using the parallel scheduling
scheme and then identify blocks, i.e. intervals with the characteristic that
every activity belongs to one block only. Each such block can be scheduled
independent of each other. The method essentially reschedules individual
blocks in order to shorten the overall project length.

4. LOWER BOUND CALCULATIONS

In this section, different lower bound calculations will be presented for
problem The purpose of the computation of lower bounds is
mainly twofold: first, it can help in fathoming nodes in the branch-and-
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bound tree which should have a beneficial effect on the required
computation time. Second, the percentage deviation from a lower bound may
help in validating heuristics in those cases where optimal solutions are not
available. In the process of calculating lower bounds, there is always a trade-
off between the quality of the lower bound and the computation time
required for its computation. This trade-off is certainly important when the
calculations are to be performed during the computation of a branch-and-
bound tree. Elementary lower bound calculations have already been used in
Section 2.2 of this chapter. We will illustrate the different basic as well as
more involved lower bound calculations on the example of Figure 134. This
project instance involves 10 non-dummy activities that require the use of
four different renewable resource types, each with a constant availability of
15. The optimal solution, with a project length of 30, is represented in Figure
135, where the resource requirements for every different interval are
indicated. The alert reader will remark that no three activities can be
scheduled in parallel in this example.
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4.1 Simple lower bound calculations

4.1.1 Critical path based lower bounds

4.1.1.1 Critical path lower bound
A first, obvious lower bound is the critical path based lower bound. This

bound, which was already used in Section 2.2 of this chapter, forgets about
the resource constraints and considers only the precedence constraints. In the
example network of Figure 134, there are two longest paths, namely 1-2-8-
12 and 1-3-8-12, both with a length of 16. As it is by definition impossible to
obtain a feasible project where these activities are not scheduled in sequence,
16 is a valid lower bound for the problem instance. Quite often, this lower
bound is referred to as

On the other extreme, the optimal solution is also a lower bound on the
project length. By definition of the optimal solution, there does not exist a
feasible schedule with a project length that is smaller than the optimal
project makespan and thus also this value constitutes a (binding) lower
bound for the problem instance. For the instance of Figure 134, this last
lower bound amounts to 30, the optimal makespan of Figure 135.
Unfortunately, the time needed to calculate this last lower bound might be
enormous (remember the of problem The search
will therefore consist of finding as high a lower bound as possible in the
smallest possible computation time.

4.1.1.2 Critical sequence lower bound
An improvement over the critical path based lower bound was introduced

by Stinson et al. (1978). This critical sequence lower bound, frequently
referred to as simultaneously considers both the precedence as well as
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the resource constraints. To that purpose, consider a critical path in the
project network (ties are broken arbitrarily): for the example instance, we
will arbitrarily choose the critical path 1-2-8-12 with a length z of 16. For all
other activities, it is determined how many time periods the
corresponding activity can be scheduled consecutively in parallel (taking the
resource constraints into account) with the activities on the critical path
between its early start and late finish time (calculated based on the
critical path length). In the example instance of Figure 134, we have the
following calculations:

We observe, for instance, that activity 5 has an early start time of 0 and a
late finish time of 11. During that period, it can overlap with activity 2 for 7
time periods (no resource violation), but it cannot be scheduled in parallel
with activity 8 as for the third resource type there would exist a resource
conflict (10 + 8 > 15). As a consequence, the critical path 1-2-8-12 has to be
extended by at least time periods in order to schedule
activity 5 in parallel with the activities on the critical path, resulting in a
critical sequence length of Looking at all non-
critical activities, the highest elongation of the critical path occurs for
activity 3, resulting in a critical sequence lower bound of
- 0 = 23.

4.1.1.3 Extended critical sequence lower bound
The critical sequence lower bound of Stinson et al. (1978) has been

extended by Demeulemeester (1992) to obtain the so-called extended critical
sequence lower bound. We start by calculating the critical sequence lower
bound and thus determining which activities cannot be scheduled in parallel
with the critical path within their slack times (i.e., activities for which
> 0). Then, we consider all paths, consisting of at least two non-critical
activities and for which the first and last activity could not be scheduled in
parallel with the critical path within their slack times. Indeed, starting or
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finishing with an activity that could be scheduled continuously between its
early start and late finish time would only allow other activities to utilise the
slack of this activity. A simple type of dynamic programming then allows us
to calculate the extended critical sequence lower bound for every non-critical
path. Define the following notation:

the maximal number of time periods that the activity on the
non-critical path can be executed continuously in the interval
between the end of time period v and the end of time period w, on
the condition that the critical path activities are scheduled at their
earliest start times and that the resource constraints are not
violated cannot exceed the duration of the activity
involved)
the extension of the critical path if the activity has to finish at
time w
the activity that occupies the position on the non-critical path
the number of activities on the non-critical path
the earliest start time of the first activity on the non-critical path
the latest finish time of the last activity on the non-critical path

The following dynamic programming relations can now be formulated:

Dynamic programming relation [6.46] calculates at every time instant w
the minimal extension of the critical path if the first activity on the non-
critical path can be scheduled between g, its earliest start time, and w.
Dynamic programming relation [6.47] then computes at every time instant w
the minimal extension of the critical path if the first u activities of the non-
critical path had to be scheduled between g and w. The extended critical
sequence lower bound can then be found by adding the minimal
extension of the critical path if all activities of the non-critical path have to
be scheduled between g and h, to the critical path length. The illustration of
this extended critical sequence lower bound on the example problem of
Figure 134 will provide additional insight.

From the calculations of the critical sequence lower bound, we can
observe that there exists only one non-critical path that starts and ends with
an activity that could not be scheduled in parallel with the critical path
within its slack time. This non-critical path is 5-9. The earliest start time for
this path is 0 and the latest finish time is 16. The values and for w =
0,..,16 are indicated below:
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The values for v,w = 0,..,16 are indicated below (the values of w are
represented in the top row):
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As a result, we obtain the following values

As there are only two activities on this non-critical path, the value
gives the minimal elongation of the critical path if both paths need to be
scheduled in combination. As a result, we obtain an extended critical
sequence lower bound of 16 + 7 = 23, which for this example equals the
critical sequence lower bound.

4.1.2 Resource based lower bounds

4.1.2.1 Basic resource based lower bound
A second group of lower bound calculations can be obtained by focusing

on the resource constraints instead of the precedence constraints. Each
activity has a certain work content (person hours) that need to be performed
on the different resource types. This work content can be obtained by
multiplying the resource requirements for every renewable resource type
with the duration of the corresponding activity. The basic resource based
lower bound can then be obtained as follows (where denotes the
smallest integer that is larger than x):
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The calculations for the problem example of Figure 134 are illustrated
below:

In the columns type 1 to type 4, we have multiplied the resource
requirements for the corresponding resource type with the duration of the
activity, obtaining for instance for activity 2: 10x7=70, 7x7=49, 7x7=49 and
3x7=21. Totalling the work contents for the different resource types, we
obtain total work contents of 271, 322, 357 and 333. Taking the upper
integer of the division of this total work content by the resource availability,
we obtain resource based lower bounds of 19, 22, 24 and 23, respectively.
As a result, we have a lower bound on the project makespan of 24.

4.1.2.2 Extended resource based lower bound
This resource based lower bound can even be improved. It is quite often

possible that we can increase the resource requirements of several activities
without changing the underlying problem instance. For instance, in the
problem example of Figure 134 it really doesn’t matter whether the resource
requirements of activity 8 are 2/6/10/1 or 5/9/10/5. Indeed, every feasible
subset (i.e., a subset of the activities that can be scheduled in parallel) that
includes activity 8 with the original resource requirements is also a feasible
subset if the resource requirements are increased to 5/9/10/5. As a result, this
increase in the resource requirements does not alter the underlying problem,
but it helps to improve the resource based lower bound. To that purpose, we
will consider each activity in decreasing duration order (we will take the
highest activity number as a tiebreaker, but that can be changed) and
determine with what amount the resource requirements can be increased
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without changing the underlying problem. For the example of Figure 134,
the calculations start with activity 8:

Activity 8: {8}:2/6/10/l, {4,8}:4/7/13/8, {6,8}:7/l1/15/11, {8,10}:
3/7/15/8, {8,11}:12/12/13/6 increase of 3/3/0/4 work
content increases with 27/27/0/36

We observe that only five feasible subsets exist that include activity 8.
For each resource type, we have indicated the maximal demand by any of
these feasible subsets in bold. The difference between the resource
availability and this maximal demand then denotes the possible increase in
the different resource requirements. The resulting increase in the total work
content is also indicated. Similar calculations can be performed on the
remaining activities (remember, however, that the resource requirements of
an activity should immediately be updated in order to avoid double-
counting):

Activity 5: {5}: 3/4/8/7, {2,5}:13/11/15/10, {3,5}: 7/14/11/15, {4,5}:
5/5/11/14, {5,10}:4/5/13/14, {5,11}:13/10/11/12 increase of
2/1/0/0 work content increases with 18/9/0/0
Activity 11: {11}:10/6/3/5, {4,11}:12/7/6/12, {5,11}: 15/11/11/12 (here
the updated resource requirements of activity 5 are used),
{6,11}: 15/11/8/15, {8,11}:15/15/13/10, {9,11}:11/13/11/12
increase of 0/0/2/0 work content increases with 0/0/14/0
Activity 3: {3}:4/10/3/8, {3,4}:6/l1/6/15, {3,5}:9/15/11/15, {3,10}:
5/11/8/15 increase of 6/0/4/0 work content increases with
42/0/28/0
Activity 2: {2}:10/7/7/3, {2,4}:12/8/10/10, {2,5}:15/12/15/10, {2,6}:
15/12/12/13, {2,9}:11/14/15/10, {2,10}:11/8/12/10 increase of
0/1/0/2 work content increases with 0/7/0/14
Activity 9: {9}:l/7/8/7, {2,9}:11/15/15/13, {9,10}:2/8/13/14, {9,11}:
11/13/11/12 increase of 4/0/0/1 work content increases
with 20/0/0/5
Activity 4: {4}:2/l/3/7, {2,4}:12/9/10/12, {3,4}: 12/11/10/15, {4,5}:
7/6/11/14, {4,8}:7/10/13/12, {4,10}:3/2/8/14, {4,11}: 12/7/8/12
increase of 3/4/2/0 work content increases with 15/20/10/0
Activity 6: {6}:5/5/5/10, {2,5}:15/13/12/15, {6,8}: 10/14/15/15, {6,11}:
15/11/10/15 increase of 0/1/0/0 work content increases
with 0/4/0/0
Activity 10: {10}:1/1/5/7, {2,10}:11/9/12/12, {3,10}: 11/11/12/15,
{4,10}:6/6/10/14, {5,10}:6/6/13/14, {8,10}:6/10/15/12, {9,10}:
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6/8/13/15 increase of 4/4/0/0 work content increases with
12/12/0/0
Activity 7:{7}:10/4/7/9 increase of 5/11/8/6 work content
increases with 10/22/16/12

Multiplying these updated resource requirements with the durations of
the corresponding activities and adding them all up, we obtain total work
contents of 415, 423, 425 and 400. Taking the upper integer of the division
of this total work content by the resource availability, we obtain lower
bounds of 28, 29, 29 and 27, respectively. As a result, the improved resource
based lower bound amounts to 29, which is pretty close to the optimal
solution of 30 for this project instance.

We should remark that these two resource based lower bounds need to be
calculated only once during the search process, namely at the root node of
the branch-and-bound tree. For all other nodes in the branch-and-bound tree,
it suffices to add all unused resource units to the total work content and
calculate the lower bound based on this updated total work content (i.e.,
divide by the resource availability and take the upper integer).

4.1.3 Combined lower bounds

Various lower bounds can be calculated by taking both the precedence
and resource constraints into consideration. In fact, both the critical sequence
lower bound and the extended critical sequence lower bound already
considered the precedence constraints in combination with the resource
constraints, but they were explained under the heading of critical path based
lower bounds. Indeed, they were more precedence oriented than resource
oriented. In this section, we will consider various lower bound calculations
that consider both the precedence and resource constraints.

4.1.3.1 Zaloom’s lower bound
Zaloom (1971) was among the first to suggest a combined lower bound

approach (see also Elmaghraby (1977)). Assume that the late start schedule
for an arbitrary project scheduling problem is given in Figure 136. In periods
1 to 5 we would very much prefer a resource based lower bound, while for
the remainder of the schedule a critical path based lower bound performs
better. Zaloom’s lower bound will serve exactly this purpose: determine the
optimal time instant up to which a resource based lower bound is preferred
and beyond which the critical path based lower bound should do its work.
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In order to achieve this goal, the cumulative resource requirements for
the late start schedule are calculated, as indicated in Figure 137. It is
perfectly obvious that it is impossible to schedule this project in nine days:
the total work content is 30 units and with an availability of three units per
period we need at least ten periods. We therefore can shift the cumulative
resource availability line (dotted line) from indicating that the
critical path should be extended with at least one time period. Remark that
this shift results in an inventory of three resource units that are available at
the start of the project. As such these resource units can be used throughout
the entire project. However, we easily observe that even this increase in the
cumulative resource availability line is not sufficient to yield a feasible
schedule: in periods 4, 5, 6, 7 and 8 the cumulative resource requirements of
the late start schedule exceed the cumulative resource availabilities.
Increasing the line to adding another inventory of three resource
units, solves the problem in periods 4, 7 and 8, but an increase to line

is necessary to make sure that in every period the cumulative
resource availability exceeds the cumulative resource requirement. As a
result, we obtain a lower bound of 9 + 3 = 12 for the resource type of this
fictitious problem instance.
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Zaloom’s lower bound can of course also be calculated by constructing
an early start schedule and calculating the cumulative resource requirements
from the end of the project to its start. Assume that for the same fictitious
example the schedule in Figure 136 is an early start schedule. Under that
assumption, we obtain the graph of the (reverse) cumulative resource
requirements of Figure 138.
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We again observe that based on a time horizon of 9 periods, the
cumulative resource availability of 27 does not satisfy the cumulative
resource demand of 30. As a result we have to shift the reverse cumulative
resource availability line from  to adding now an inventory
of three resource units at the end of the project such that these can be used
throughout the whole project. We still observe that in period 1 the reverse
cumulative resource requirement of 28 exceeds the reverse cumulative
resource availability of 27 and thus we need to consider line Now
every reverse cumulative resource requirement falls below the cumulative
resource availability at that time and thus we obtain a lower bound of 9 + 2 =
11 periods, which is one period less than in the reverse case. Typically,
however, the early start and late finish schedule will differ and thus different
lower bounds might be obtained, depending on the direction in which the
accumulation of requirements and availabilities occurs. For the problem
instance of Figure 134, however, both directions lead to lower bounds which
equal the resource based lower bound for every resource type as in this
problem example the resource based lower bound clearly dominates the
critical path based lower bound. Obviously, the resource requirements can be
updated as indicated in Section 4.1.2.2 in order to further improve Zaloom’s
lower bound. In that case, for the problem instance of Figure 134, the lower
bounds for every resource type will equal those of the improved resource
based lower bound.

4.1.3.2 The n-machine lower bound
A different lower bound calculation has been proposed by Carlier and

Latapie (1991). They define so-called parallel-machine or n-machine
problems from the resource-constrained project scheduling problem and do
obtain valid lower bounds based on them. The precedence relations are
translated into heads and tails for each activity. A head can be defined as the
minimum amount of time that has to occur between the start of the project
and the start of the activity involved. A tail, correspondingly, can be defined
as the minimum amount of time that has to occur between the completion of
the activity and the completion of the project. For the problem instance of
Figure 134, the head and tail information for every activity, except the
dummy start and end activities, is presented on the next page:
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The resource constraints, on the other hand, are translated into n-machine
problems as will be indicated below. These n-machine problems are defined
on subsets of the set of activities, where, based on the resource constraints
for a particular resource type, at most n of the activities in the subset could
be scheduled in parallel.

The joint use of the n-machine problem and the head and tail information
will provide the base for this lower bound calculation. We will first illustrate
how a 1-machine problem can be constructed from the example problem in
Figure 134. To that purpose we will consider the second resource type only.
First, we order the activities according to non-increasing resource
requirement, using non-increasing duration as a tiebreaker. For the second
resource type, we obtain the following information for the ordered activities:

The corresponding 1-machine problem is then constructed by forming the
largest subset of activities such that, based on the resource requirements, no
two activities from that subset could be scheduled in parallel. For the
example, this largest subset is {3,2}. Indeed, activities 3 and 2 cannot be
scheduled in parallel, because they require 10 + 7 = 17 resource units,
whereas only 15 are available. However, activities 2 and 9 could be
scheduled concurrently as 7 + 7 = 14 which is smaller than the availability of
15. The alert reader will have remarked that the subsets {3,9}, {3,8} and
{3,11} also constitute valid 1-machine problems for the second resource type
of the example problem. Typically, only one of these subsets is chosen for
calculating a lower bound. In order to try to make the lower bound as large
as possible, the activities with identical resource requirements were ordered
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according to non-increasing duration: activities with a larger duration have a
higher probability of entering these n-machine problems.

An exact solution to this 1-machine problem, using the durations of the
activities as well as the head and tail information, yields a lower bound on
the completion time of the corresponding problem instance. Since the 1-
machine problem is (Carlier (1982)), the computation time needed
to solve the 1-machine problem optimally might be far too high. The optimal
preemptive solution to the parallel-machine problem, however, can be
obtained in polynomial time and still forms a lower bound on the
corresponding resource-constrained project scheduling problem. This
optimal preemptive solution can be obtained by a so-called Jackson
preemptive schedule, which works along the following lines: for all activities
in the parallel-machine subset, take the remaining activity with the largest
tail (pick one of them randomly if a tie occurs), schedule it as soon as
possible within the free periods, obeying its head time, and remove the
activity from the subset. If the activity cannot be scheduled continuously, we
break it into several parts that fit within the holes of the schedule and
schedule these parts as early as possible.

An illustration of the Jackson preemptive schedule on the 1-machine
subset {3,2} will clarify the logic:

First, we arbitrarily pick activity 3 (both have a tail of 9) and schedule it
as soon as possible beyond its head, which is 0. As such, activity 3 is
scheduled between time instants 0 and 7. As the tail of activity 3 amounts to
9 periods, we obtain a lower bound of 7 + 9 = 16, as indicated to the right of
the arrow. Next, we have to choose activity 2 with a head of 0. As the
periods before time instant 7 are already assigned to activity 3, we can
schedule activity 2 between time instants 7 and 14. Considering the tail of
activity 2 leads us to a lower bound of 14 + 9 = 23. As only two activities
belong to the 1-machine subset, the maximum of the two lower bounds is
used as the lower bound for the 1-machine problem that is based on resource
type 2. Obviously, a similar lower bound can be obtained for the other three
resource types.

Similar reasoning leads us to the definition of 2-machine problems:
construct the maximal subset such that, based on the resource constraints, no
three activities can be scheduled concurrently. For resource type 2 this
maximal subset amounts to {3,2,9,8,11,6}. Indeed, no three of these
activities can be enumerated such that the combined resource requirements
are below 15: the smallest combined resource requirements are 6 + 6 + 5 =
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17 (for activities 8, 11 and 6). However, adding activity 5 to the subset
would allow activities 11, 6 and 5 with combined resource requirements of 6
+ 5 + 4 = 15, to be scheduled concurrently within the resource availability.
In order to apply the Jackson preemptive schedule, we have to translate the
2-machine problem into a 1-machine problem. This can easily be obtained
by multiplying the heads and tails by two, leaving the durations unchanged.
The detailed calculations for the Jackson preemptive schedule for the 2-
machine problem look as follows:

Every two time units in this 1-machine problem correspond with one
time unit in the original 2-machine problem (and the corresponding RCPSP
instance), which is graphically depicted in Figure 139.

One can observe, for instance, in Figure 139 that activity 3, which is
scheduled in periods 1 to 7 in the 1-machine problem, becomes scheduled
for 4 periods on the first machine and for 3 periods on the second machine.
Activity 2, on the other hand, is scheduled in periods 8 to 14 in the 1-
machine problem, which translates into periods 5 to 7 on the first machine
and periods 3 to 7 on the second machine. The 2-machine lower bound can
therefore be calculated as the upper integer of the division of the maximal
sum of the completion time and the tail by 2. In the example the maximal
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sum of completion time and tail is 39, as indicated to the right of the arrows
in the above schedule. The upper integer of 39/2 is 20, as can be clearly
observed in the schedule for the 2-machine problem in Figure 139. The very
alert reader might have remarked that the subset {3,2,9,8,11,5} also
constitutes a 2-machine problem and that the corresponding 2-machine lower
bound amounts to 22 instead of 20.

The extension to the 3-machine problem should be quite obvious by now.
However, a delicate twist shows up during this calculation, as will be
demonstrated immediately. In the same way as before, we can determine the
maximal subset that defines the 3-machine problem. In the example, this
subset is {3,2,9,8,11,6,5,7}. No activity can be added without introducing
the possibility that four activities exist within the subset with a combined
resource requirement that does not exceed the resource availability of 15.
However, activity 3 can only be scheduled in parallel with one other activity
in the subset at the same time and therefore one could think of the other
activity occupying one machine, while activity 3 is occupying two machines.
This reasoning is introduced into the Jackson preemptive schedule by
splitting activity 3 in two parts, namely activity 3a and activity 3b. Each of
these activities is now assigned a resource requirement of 5 units instead of
the 10 units that are actually required by activity 3. We thus obtain the subset
{3a,3b,2,9,8,l1,6,5,7}. We could consider activity 2 for a similar split, but
activity 2 can already be scheduled concurrently with activities 5 and 7 at the
same time. Therefore a split of activity 2 would allow 4 activities to be
possibly scheduled in parallel, which would no longer constitute a 3-machine
problem. The Jackson preemptive schedule for the subset
{3a,3b,2,9,8,l1,6,5,7} can be calculated as follows (the heads and tails are
now multiplied by three):

The resulting 3-machine lower bound can thus be obtained as the upper
integer of 57/3, which amounts to 19. It is quite interesting to note that the
removal of activity 7 from the maximal subset would allow us to increase the
3-machine lower bound: we could split activity 2 into activity 2a and activity
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2b and thus obtain the maximal subset {3a,3b,2a,2b,9,8,l1,6,5}. The Jackson
preemptive schedule would then look as follows:

As a result, a 3-machine lower bound of 21 can be obtained (the upper
integer of 62/3) for resource type 2. The possibility of splitting activities
leaves us a second opportunity to look for more than one maximal subset in
order to increase the corresponding parallel machine lower bound (see also
the latter part of the explanation for the 2-machine lower bound). Obviously,
there is a trade-off between the number of maximal subsets constructed and
the necessary computation time. One should therefore carefully analyse the
increases in lower bound when one searches for more than one maximal
subset in order to observe whether the increase in computation time is worth
the effort. The principle of parallel machine lower bounds should now be
clear to the reader such that we do not have to explicitly explain 4-machine,
5-machine, ... lower bounds. Typically, beyond a certain value of n, the n-
machine lower bounds will decrease in value and will therefore not be tight
anymore. The exact trade-off value of n, however, depends on the problem
instance involved.

4.1.3.3 The weighted node packing lower bound

4.1.3.3.1 Basic logic
A basis for totally different lower bound calculations was given in

Mingozzi et al. (1998). Their linear programming formulation was already
described in some detail in Section 2.1.6 of this chapter. They also
demonstrate how the resource-constrained project scheduling problem can
be transformed into a weighted node packing problem or, equivalently, into a
maximum weight independent set problem.

These problems can be defined as follows:
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WEIGHTED NODE PACKING PROBLEM or MAXIMUM WEIGHT
INDEPENDENT SET PROBLEM:

Given a graph G = (V,E) with a set V of nodes j with weight and a set
E of edges (i,j) between the nodes, find a subset such that no pair of
nodes (i,j) with is connected by an edge and the sum of the weights

is maximised.

In order to explain their lower bound calculations, we have to construct
some kind of dual graph in which the nodes still represent the activities, but
where the arcs indicate whether two activities are companions, i.e. activities
that can be scheduled in parallel, based on the precedence as well as the
resource constraints. The dual graph for the problem instance of Figure 134
is represented in Figure 140.

In the dual graph of Figure 140, we remark, for instance, that although
the precedence relations allow activities 2 and 3 to be scheduled
concurrently, the resource constraints restrict them from being scheduled in
parallel. Indeed, the resource requirements for the second resource type
amount to 7 + 10 = 17, which exceeds the resource availability of 15. As a
result the two activities cannot be scheduled in parallel and thus no arc is
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linking the two activities in the dual graph. The same information can also
be represented in a matrix. When an entry is shaded, it indicates that the two
activities cannot be scheduled in parallel because of precedence or resource
constraints. The dual graph of Figure 140 yields the following matrix (the
duration of each activity is included in the last column):

It should be clear to the reader that the sum of the durations of any subset
of the activities, where no two activities are included that can be scheduled
in parallel, constitutes a lower bound on the corresponding RCPSP problem.
The optimal solution to the weighted node packing problem therefore also
constitutes a lower bound to the corresponding RCPSP. The determination of
the subset with the maximal sum of durations is possible by means of the
exact algorithm proposed by Carraghan and Pardalos (1990). However, the
weighted node packing problem or, equivalently, the maximum weight
independent set problem is (Nemhauser and Wolsey (1988)) and it
can therefore be too time-consuming to find the optimal solution. In the
sequel, we will illustrate several heuristic algorithms to find lower bounds
for the RCPSP. These lower bounds are often referred to as

A first heuristic starts by taking the smallest numbered activity, which is
activity 2 in our case, and add it to the weighted node packing subset. We
mark its duration in bold and change all blank entries in the column of
activity 2 into ‘x’. Now we take the smallest numbered activity that has no
‘x’-mark in its row, which is activity 3, and add it to the weighted node
packing subset. Again, we mark the duration of activity 3 in bold and change
all blank entries in the corresponding column into ‘x’. Activities 4, 5 and 6
have marks of ‘x’ in their row, so we add activity 7 to the weighted node
packing subset. We mark its duration in bold and change the only blank
entry in its column into an ‘x’. Next, activity 8 is added to the weighted node
packing subset and as a result no activity remains with a row without ‘x’-
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marks. As none of the activities in the weighted node packing subset
{2,3,7,8} can be scheduled in parallel with each other, we have a lower
bound of 7 + 7 + 2 + 9 = 25. The resulting matrix is indicated below:

It should be clear to the reader that any order of the activity list will result
in a possibly different lower bound. In the example above, we actually used
the list <2,3,4,5,6,7,8,9,10,11>. This list, however, can also be rotated
cyclically (i.e., the second time considering the activities 3 to 11 and then
activity 2, the fourth time activities 4 to 11 and then activities 2 and 3, ...)
such that we obtain 10 subsets (some of them perhaps being identical) with
corresponding lower bound values. For this example, we would still obtain a
lower bound of 25. Other lists, however, have been proposed. Mingozzi et al.
(1998) propose to start the list with the activities on the critical path,
followed by the non-critical activities in non-decreasing order of the number
of companions. Demeulemeester and Herroelen (1997a) propose to include
all activities in the list in order of non-decreasing number of companions,
using non-increasing duration as a tiebreaker.

Assuming that we take the last way of constructing a list, we obtain the
list <7,3,9,6,8,5,11,2,4,10>, where activities 11 and 2 can be switched as
they have the same number of companions, namely 5, and the same duration,
namely 7. Based on this list, a lower bound of 18 is obtained (activities 7, 3,
9 and 6 are selected).

4.1.3.3.2 Improvements of the basic version
This lower bound can be improved in two ways. For the first approach,

we try to find out whether the introduction of a new activity in the weighted
node packing subset (eliminating all its companions from this subset) would
result in an increase in the weighted node packing lower bound. Repetitively
introducing the activity that results in the highest increase in the weighted
node packing lower bound, an improved lower bound is obtained. To that
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purpose, we replace all blank entries of the rows of the chosen activities by
the corresponding duration, as can be seen in the matrix below:

Based on this matrix, it can be calculated how much the weighted node
packing lower bound will increase if an activity is introduced into the
weighted node packing subset, while all its companions are excluded from it.
This increase of the lower bound can be obtained by taking the difference
between the duration of an activity and the added durations of its
companions in the weighted node packing subset (including its own duration
if the activity is a member of the weighted node packing subset). To that
purpose, the duration of each activity is repeated in the last but one row,
while the resulting difference is presented in the last row. For instance, for
activity 5 a value of 2 indicates that the lower bound of 18 can be increased
by a value of 9 – 7 = 2 if only the corresponding activity is exchanged for all
its companions that belong to the weighted node packing subset. In this
example, only one companion activity of activity 5 happens to belong to the
weighted node packing subset, which happens to be activity 3.

As we want to increase the lower bound as much as possible, we choose
to insert the activity with the highest value in the last row, which happens to
be activity 8. Only one companion of activity 8 belongs to the weighted node
packing subset, namely activity 6. Therefore, we exchange activity 6 for
activity 8 in the weighted node packing subset and obtain the following
matrix:
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The highest values in the bottom row are obtained for activities
(columns) 2 and 5, indicating a choice between the insertion of activity 2 or
that of activity 5. We arbitrarily choose to exchange activity 5 for activity 3
and obtain the following matrix:

There are no positive entries in the bottom row of the above matrix.
Hence, we have to conclude that we cannot further increase the weighted
node packing lower bound by introducing another activity into the weighted
node packing subset. As a result, we obtain a lower bound of 25, even when
the choice of the list to start with was not very lucky.

A second improvement was presented by De Reyck and Herroelen
(1998a). They observed that it was not necessary to eliminate every
companion completely. Indeed, if activity i has activity j (with a longer
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duration) as one of its companions, then both activities can be scheduled in
parallel for at most periods. As a result, activity j can be considered to
have a remaining duration of periods. Clearly, if the duration of
activity j is smaller than that of activity i, the updated duration of activity j
will become 0. Using the same activity list <7,3,9,6,8,5,11,2,4,10> as before,
we obtain the following calculations (in the last six rows, the first column
indicates the activity that is entered into the weighted node packing subset
while the remaining columns indicate the updated durations for every
activity):

We observe that the selection of activity 7 has no impact on the duration
of other activities (there are no companions for activity 7). The selection of
activity 3 reduces the duration of activities 4 and 10 to 0 and that of activity
5 to 2. The impact of sequentially introducing other activities can be
observed in the above matrix. Remark that the selection of activities 8 and 5
only counts for 5 and 2 time units, respectively, as that was the remaining
duration for those activities (they are scheduled in parallel with previously
introduced activities for the remainder). For this approach, we obtain a lower
bound of 7 + 2 + 4 + 2 + 5 + 5 = 25 time units. The last two approaches
make the lower bound calculations less dependent on the ordering of the
activities in the list.
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4.1.3.3.3 The n-machine based version
A detailed study of the weighted node packing lower bound by Mingozzi

et al. (1998) from a different perspective reveals that it can result in a clever
extension of the n-machine lower bound of Carlier and Latapie (1991) where
all the resource types are taken into account. In order to clarify how the logic
of the approach by Mingozzi et al. (1998) can be extended to an n-machine
lower bound, it will have to be explained in a slightly different way.

Previously, we have explained the approach of Mingozzi et al. by using a
matrix in which both the rows and the columns coincided with the non-
dummy activities and where an entry in the matrix indicated whether the two
corresponding activities could be scheduled in parallel or not. This
information could also be represented in a matrix where the rows still
coincide with the non-dummy activities, but where the columns are
indicating all feasible subsets of exactly two activities. The entries in the
matrix then indicate whether the activity belongs to the feasible subset or
not. This matrix for the example instance of Figure 134 looks as follows (we
have represented activity 10 with the symbol ‘T’ and activity 11 with the
symbol ‘E’):

We observe, for instance, that the heading of the second column
identifies the feasible subset {2,4}. In that column, the entries for rows
(activities) 2 and 4 are blank, while the entries for the other activities are
shaded. Using the list <2,3,4,5,6,7,8,9,10,11>, we can determine a subset of
activities such that none of them could be scheduled in parallel. The first
activity in the list is activity 2. We add activity 2 to the weighted node
packing subset, we mark its duration in bold and we mark all blank entries
that correspond with a feasible subset that includes activity 2 with an ‘x’. As
a result, we obtain the following matrix:
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From the above matrix, it can be seen that the choice of activity 2
prohibits the introduction of activities 4, 5, 6, 9 and 10 into the weighted
node packing subset. The next activity in the activity list, however, is
activity 3, which can be added to the weighted node packing subset.
Updating the information of the matrix along the lines that were indicated
before, we obtain the following matrix:

Continuing the activity list, we cannot select activities 4, 5 or 6 as the
selection of activities 2 and 3 already introduced marks of ‘x’ in the rows of
those activities. We can, however, select activity 7, but as no feasible subset
of two activities exist that includes activity 7, the matrix does not change,
except for the duration of the activity that is marked in bold. Next, activity 8
can be selected (there is no mark of ‘x’ in that row) and as a result, we obtain
the following matrix:
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It should be clear that all unselected rows contain at least one mark of ‘x’
and hence, no further activity can be selected to enlarge the weighted node
packing subset {2,3,7,8}. The sum of the durations of this subset amounts to
7 + 7 + 2 + 9 = 25, which is a lower bound for the example problem and
which perfectly coincides with the value that we have obtained before using
the same list. The similarity between the two 1-machine based approaches
should now be clear to the reader, who should have observed that the first
approach requires a more compact and thus more efficient representation.
The second approach, however, can be more easily generalised to n-machine
based lower bounds.

4.1.3.4 The generalised weighted node packing lower bound
In this section, we will illustrate the generalisation of the weighted node

packing lower bound to a 2-machine based lower bound, using the example
of Figure 134, but with the resource availabilities set to 20/20/20/20. The
rows of the matrix still denote the activities, but the columns now represent
all feasible subsets of exactly three activities. In every column, we again
shade the entries for the rows where the corresponding activity is not a
member of the feasible subset that is indicated in the column heading. These
actions result in the following matrix:
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For illustrative purposes, we will again use the activity list
<2,3,4,5,6,7,8,9,10,11> to construct the subset of activities that will provide
us with the lower bound. However, now we can only eliminate an activity as
soon as the two other activities in a feasible subset of size 3 are selected. As
a result, we will obtain a subset of activities such that no three of its
activities can be performed in parallel. This clearly results in a 2-machine
based lower bound. In the example, we start with activity 2, mark its
duration in bold and mark all blank entries in the columns that correspond
with a feasible subset that contains activity 2 with an ‘x’. This results in the
following matrix:

The next activity in the activity list is activity 3. We do observe,
however, that in the above matrix two entries in row 3 are already marked
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with an ‘x’, indicating that exactly one activity from the corresponding
feasible subset has been selected so far. The result is that the selection of
activity 3 will restrict our choice of activities that can be selected in the
sequel of the process. The selection of activity 3 in this example means that
it will be impossible to select activities 4 or 10 later on in the process. To
indicate this fact, we will mark all entries for the corresponding feasible
subsets {2,3,4} and {2,3,10} with a ‘#’-sign instead of an ‘x’. Moreover, the
durations of the ‘forbidden’ activities will be shaded. For the two feasible
subsets that include activity 3 as a member (i.e., {3,4,11} and {3,5,11}), we
will mark all blank entries with an ‘x’. The resulting matrix then looks as
follows:

As activity 4, which happens to be the next activity in the activity list,
cannot be chosen, we move on to select activity 5 and mark its duration in
bold. Four out of the five entries in row 5 are already marked with an ‘x’: we
change all ‘x’-marks for those columns into ‘#’. As a result, two additional
activities become ineligible, namely activities 6 and 11, whose durations
become shaded. For the remaining feasible subset that includes activity 5
(i.e., {4,5,11}), we mark all open entries with an ‘x’:
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The next activity in the list is activity 6, but it is ineligible and thus we
select activity 7: we mark its duration in bold and mark the blank entries for
feasible subset {4,7,8} with an ‘x’. Next, activity 8 can be selected: we mark
its duration in bold. Only one entry in row 8 was marked with an ‘x’, namely
the one for feasible subset {4,7,8}, but this doesn’t matter because activity 4
was already ineligible. All open entries for the remaining feasible subsets
that include activity 8, namely subsets {4,6,8}, {4,8,10}, {4,8,11}, {6,8,10}
and {6,8,11}, are marked with an ‘x’. As a result, the following matrix is
obtained:

The last activity that we can select is activity 9: two entries for activity 9
are already marked with an ‘x’, so we change the entries in the
corresponding columns into ‘#’. The final matrix then looks as follows:
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The resulting weighted node packing subset for the 2-machine problem is
{2,3,5,7,8,9} with a total duration of 7 + 7 + 9 + 2 + 9 + 5 = 39 time units.
As we are considering a 2-machine problem, the resulting lower bound
equals In fact, for this subset we can also obtain a lower bound
by computing the Jackson preemptive schedule:

Based on this Jackson preemptive schedule, we also obtain a lower bound
of because the maximal sum of the completion time and the tail
(for the 2-machine problem: the original tail multiplied by 2) equals 39. The
logic of this approach can easily be generalised to the n-machine based
lower bound.

However, a slight improvement can even be made on this 2-machine
based lower bound, which can be illustrated on the original problem instance
of Figure 134, i.e. with resource availabilities of 15/15/15/15. For that
problem instance there are no feasible subsets of exactly three activities and
thus we can include all activities in the maximal subset for the 2-machine
lower bound. The total sum of the durations of all activities amounts to 58
and hence we obtain a lower bound of time units, which is pretty
close to the optimal solution of 30.

Similar to what has been discussed in the case of the 3-machine problem
in the approach by Carlier and Latapie, it is possible for the 2-machine
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problem to search for activities that cannot be scheduled in parallel with any
other activity in the maximal subset. These activities could be split into two
activities with the same duration. This can be done using the matrix that was
constructed to calculate the equivalent of the 1-machine problem according
to Mingozzi et al. (1998). However, we now also shade the entries on the
diagonal (indicating that an activity can be scheduled in parallel with itself).
The corresponding matrix is presented below:

As all activities were already selected in the 2-machine problem, all open
entries are marked with an ‘x’. The rows that do not contain an ‘x’ designate
activities that cannot be scheduled in parallel with any other activity. In the
example, this is the case for activity 7, which therefore can be split in
activities 7a and 7b, each with a duration of 2. The total sum of the durations
now becomes 60 and the resulting lower bound equals which
equals the optimal solution to this problem.

4.1.4 The subproject based lower bound

Klein and Scholl (1999) describe a subproject based lower bound. It
considers all subprojects <i,j> in the network, defined by two activities i and
j that are linked by an indirect precedence relation (i,j) and for which it
applies that activity i has at least two direct successors and activity j has at
least two direct predecessors. The subproject then consists of all activities
that are at the same time (direct or indirect) successors of activity i and
(direct or indirect) predecessors of activity j, where the activities i and j are
temporarily replaced by a dummy activity with a duration of 0. The
subproject <1,n> is not considered for this lower bound calculation. In the
project example of Figure 134, there are only two such subprojects, namely
<1,8> and <1,9>.
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For each of these subprojects, one (or more) of the previously mentioned
lower bound calculations could be used in order to calculate a lower bound
value for the subproject. This lower bound value can then be incorporated
into the network by specifying a finish-start precedence relation with a time-
lag that equals this lower bound value. It is, for instance, clear that in
subproject <1,8> activities 2 and 3 cannot be performed in parallel. We
therefore either have to schedule activity 2 before activity 3 or vice versa.
The lower bound for this subproject hence amounts to 7 + 7 = 14 and we can
introduce a finish-start precedence relation In subproject <1,9>,
the activities 4 and 5 can be performed in parallel and the corresponding
lower bound for the subproject thus amounts to 9. The added precedence
relation therefore does not alter the lower bound value of the
project in any way. Considering the updated network, we obtain a critical
path 1-8-12 with a length of 23, because of the added precedence relation

4.2 Destructive improvement

Klein and Scholl (1999) apply the meta-strategy of destructive
improvement to compute lower bounds on combinatorial minimisation
problems. In their approach trial lower bound values for the RCPSP are
examined and if it can be shown that no feasible schedule can be obtained
within such a trial value, it should be increased with at least one unit to
obtain an improved lower bound. Klein and Scholl make the distinction
between the meta-strategy of destructive improvement and that of the
constructive methods that were explained in Section 4.1. Those constructive
lower bounds were always obtained by relaxing one or more of the
restrictions in the original problem. Some of these constructive lower bounds
will be quite useful in the process of destructive improvement, but we will
focus on the reduction techniques that are specifically suited for destructive
improvement. In the literature, reduction techniques are also referred to as
immediate selection, edge finding, energetic reasoning and interval
consistency tests. A comprehensive survey of these techniques from a more
theoretical point of view can be found in Dorndorf et al. (1999). In the
sequel, three different reduction techniques will be presented that are
applicable in the meta-strategy of destructive improvement.

4.2.1 Reduction by core times

This first reduction technique is based on the idea that it is absolutely
impossible, given a certain lower bound, that an activity is inactive in one of
the periods between its late start and its early finish time. This interval
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between the late start time and the early finish time of an
activity i is called the core time of an activity. Activities for which the length
of the core time equals the duration of the activity are obviously critical
activities, while it has become habit to call the activities with a length of the
core time larger than 0 near-critical (see Neumann and Zimmermann
(1999)). We can immediately apply this reduction technique to the problem
instance of Figure 134, starting with a (critical path based) lower bound of
16. To that purpose, we first perform the critical path calculations:

From the core time calculations, it is absolutely clear that for six of the
ten non-dummy activities we can specify an interval in which part of the
activities need to be scheduled, namely the interval between their late start
and early finish time. This is only true because we have specified a maximal
project length of 16 (late finish time of the dummy end activity). The Gantt
chart for the core times of these six activities is presented in Figure 141.
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In Figure 141 it is indicated for each interval what the combined resource
requirements are of the activities that need to be scheduled in that interval. It
is immediately clear that a feasible schedule with a project length of 16 is
impossible: the resource availabilities are violated in many of the periods.
We therefore have to redo the analysis with a trial lower bound that is
increased by 1. To that purpose, we increase the latest start times and the
latest finish times by 1. For illustrative purposes we will increase the trial
lower bound to a value of 22. We then obtain the following critical path
calculations:

Using the trial lower bound of 22, only activities 2, 3, 5 and 8 have a late
start time that is smaller than the early finish time. The Gantt chart for the
core times of these four activities is drawn in Figure 142. It should be
obvious to the reader that every unit increase in the trial lower bound
decreases the core time of every activity with exactly one time unit. There is
still one time interval, namely period 7, in which the combined resource
requirements exceed the resource availability. Hence, we can increase the
lower bound with another unit. With a trial lower bound of 23 only one
activity will have a core time of positive length, namely activity 8 between
time instances 14 and 16, and thus no resource conflict can originate based
on the core times. Therefore the lower bound based on reduction by core
times amounts to 23.
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4.2.2 Reduction by precedence

A second reduction technique for destructive improvement (Klein
(2000)) is based on the added precedence relations necessary to solve
potential resource conflicts if the activities in a minimal forbidden set were
scheduled in parallel. We will illustrate this reduction technique on the
(small) project example of Figure 143. This example considers five non-
dummy activities that require three renewable resource types with a constant
availability of 1 unit each. It should be clear to the reader that two (minimal)
forbidden sets exist in this project, namely {2,5} and {4,6}.
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Assuming a trial lower bound of 5 periods, we can consider the different
possibilities of solving the potential resource conflicts for each of the
minimal forbidden sets. The resulting project durations are indicated below:

It should be clear from the above calculations that resolving the resource
conflict that possibly could originate from forbidden set {2,5} by introducing
the precedence relation leads to a lower bound of 6. Hence, no
feasible schedule with a length of 5 or less could result if this precedence
relation were introduced. We therefore have to select the precedence relation

to resolve the possible resource conflict. This phenomenon is
sometimes called immediate selection (Carlier and Pinson (1994)). A similar
reasoning applies to forbidden set {4,6}, where, based on the lower bound
calculations, we can immediately select the precedence relation

As a result, we obtain the adapted network of Figure 144. It is clear that
the critical path now consists of the chain 1-2-5-6-4-7 with a length of 6. As
this value exceeds the trial lower bound of 5 periods, we cannot possibly
obtain a project length of 5. We can therefore safely increase the trial lower
bound to 6 periods as a result of reduction by precedence. If we want to test
this new trial lower bound, we have to remove the two added precedence
relations as these only apply for a trial lower bound of 5. Indeed, for both
forbidden sets, the above calculations show that it is quite possible to obtain
a project length of 6 if the other precedence relation is chosen to resolve both
possible resource conflicts.
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Illustrating reduction by precedence on the problem instance of Figure
144, we have to consider all minimal forbidden sets. First, we will perform
the calculations for all forbidden sets that consist of two activities. We will
start the calculations with a trial lower bound of 16 (critical path length). We
obtain the following calculations for the different ways of resolving the
corresponding forbidden set:

In computing the results of the above table, we first observe that the
resolution of the forbidden set {2,3} leads to lower bounds of 23 and 23.
Thus, whatever choice we make to resolve the potential resource conflict, we
will obtain a lower bound of at least 23 (for all forbidden sets, these values
are indicated in the fourth column). As a result, we can increase the trial
lower bound value from 16 to 23. As no other value in the fourth column
exceeds this value of 23, we cannot further increase the trial lower bound
value.

Using the trial lower bound value of 23, reduction by precedence occurs
for six minimal forbidden sets. Each time the lower bound value for a certain
precedence relation strictly exceeds the trial lower bound value, the other
precedence relation can be fixed. For instance, the decision is made
as the introduction of the precedence relation would not allow to
find a feasible schedule with a length that is smaller than 28. In this way, the
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six precedence relations that are indicated in the last column can be added to
the network as long as the trial lower bound does not exceed a value of 25.
As soon as the trial lower bound reaches a value of 26 (or higher), the
precedence relation needs to be eliminated because the possibility
exists that the selection of the precedence relation might also lead to
a project length of 26. If the trial lower bound becomes 28 or higher, three
more precedence relations need to be eliminated, while all added precedence
relations should be eliminated as soon as the trial lower bound reaches a
value of 30.

In the problem instance of Figure 144, also seven minimal forbidden sets
of three activities exist. These can be used in a similar way in order to
introduce additional precedence relations. In this case, six different
precedence relations need to be examined in order to resolve the potential
resource conflict. These six possibilities and the corresponding lower bound
values for each of the forbidden sets are indicated below (in these
calculations, the precedence relations that were added as a result of
considering all forbidden sets that consisted of exactly two activities are
considered):

If a minimal forbidden set would exist for which exactly five of the lower
bound values of the corresponding precedence relations would exceed the
trial lower bound value of 23, the remaining precedence relation could be
fixed. In this example no additional precedence relation can be fixed.
Moreover, if all of the lower bound values for a certain minimal forbidden
set exceed the current trial lower bound, this trial lower bound can be
increased up to the smallest of these values. This phenomenon can be
illustrated on the problem instance of Figure 96 that was used to explain the
different exact procedures. The critical path lower bound for this problem
instance amounts to 13 and cannot be increased by considering minimal
forbidden sets of size two because these do not exist for the problem at hand.
Considering the seven minimal forbidden set of size three, we obtain the
following calculations:
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Using a trial lower bound of 13, the precedence relations
and could be fixed. However, the different lower bound

values for resolving the minimal forbidden set {3,4,5} indicate that the trial
lower bound can be increased up to 15. As a result, the added precedence
relations can be eliminated as these were only valid for a trial lower bound
of 13 (or 14).

5. EXERCISES

1. Consider the following project in AoN format:

Using a project length T of 10, find the minimal project makespan by
constructing the linear program that is based on the formulation of:
a) Pritsker et al. (1969);
b) Kaplan (1988);
c) Klein (2000);
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d) Alvarez-Valdés and Tamarit (1993);
e) Mingozzi et al. (1998).

2. Consider the following AoN network:

Solve this RCPSP optimally using the following branch-and-bound
approaches:
a) precedence tree;
b) extension alternatives;
c) minimal delaying alternatives;
d) minimal forbidden sets;
e) schedule schemes (basic version);
f) schedule schemes (binary version);
g) float splitting;
h) binding precedence relations;
Find a node in one of the branch-and-bound trees that were constructed
for exercise 2 where the first dominance rule that was presented in
Section 2.3 can be applied in order to reduce the size of the branch-and-
bound tree.
Find a node in one of the branch-and-bound trees that were constructed
for exercise 2 where the cutset dominance rule (see Section 2.3) can be
applied in order to reduce the size of the branch-and-bound tree.
Consider the following project in AoN format:

3.

4.

5.
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Using the priority list <1,2,3,4,5,6,7,8,9,10,11,12>, construct a heuristic
solution for this RCPSP by employing:
a) Forward planning with the serial scheduling scheme;
b) Forward planning with the parallel scheduling scheme;
a) Backward planning with the serial scheduling scheme;
b) Backward planning with the parallel scheduling scheme;
a) Bidirectional planning with the serial scheduling scheme;
b) Bidirectional planning with the parallel scheduling scheme;
For the problem instance of question 5, construct the priority list that is
based on the following priority rules (uses smallest activity number as a
tie-breaker):
a) LPT;
b) LNRJ;
c) GRPW;
d) EST
e) MSLK;
f) RSM;
g) GRD;
h) WRUP;
i) IRSM (see Kolisch (1996a)).
Consider the following AoN project network:

6.

7.
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Calculate a lower bound value for this resource-constrained project
scheduling problem instance, using the following lower bound
calculations:
a) critical path lower bound;
b) critical sequence lower bound;
c) extended critical sequence lower bound;
d) resource based lower bound;
e) extended resource based lower bound;
f) Zaloom’s lower bound;
g) n-machine lower bound;
h) weighted node packing lower bound (basic version);
i) weighted node packing lower bound (improved version);
j) generalised weighted node packing lower bound;
k) subproject based lower bound;
l)  reduction by core times;
m) reduction by precedence.



Chapter 7

RESOURCE-CONSTRAINED SCHEDULING:
ADVANCED TOPICS

The previous chapter dealt with the basic resource-constrained project
scheduling problem; i.e. scheduling project activities subject to minimal
finish-start precedence constraints and renewable resource constraints under
the minimum makespan objective. This chapter focuses on major extensions
of the basic resource-constrained project scheduling problem by introducing
other types of precedence constraints, introducing ready times and due dates,
allowing for activity preemption, and introducing other types of objective
functions. As this chapter will only deal with renewable resource types, we
will omit the superscript from all notation that is related to resource
types: will, for instance, be used for the availability of renewable resource
type k instead of the notation that was suggested in Chapter 3.

1. THE GENERALISED RESOURCE-
CONSTRAINED PROJECT SCHEDULING
PROBLEM

A first relaxation of the classical resource-constrained project scheduling
problem consists of the introduction of generalised precedence relations
(GPRs) with minimal and maximal time-lags. These GPRs have been
introduced in Section 1.2.3 of Chapter 2, while the temporal analysis in
networks with GPRs has been clarified in Section 2 of Chapter 4. In this
section, a distinction will be made between the resource-constrained project
scheduling problem with precedence diagramming (i.e. only minimal time-
lags exist between activities) and that with generalised precedence relations
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(i.e., minimal and maximal time-lags are allowed between activities).
Computational results obtained with two solution procedures for the two
problem types will be presented in a third section.

1.1 The precedence diagramming case

In this section, the fundamentals of a branch-and-bound procedure for
optimally solving resource-constrained project scheduling problems with
generalised precedence relations of the precedence diagramming type will be
discussed. This problem type, when extended to cope with activity release
dates and deadlines as well as variable resource availabilities, is also referred
to as the generalised resource-constrained project scheduling problem or
GRCPSP (Demeulemeester and Herroelen (1997b)) and is denoted as

using the classification scheme of Herroelen et al.
(1998d). This problem is known to be and even the decision
problem of detecting whether a feasible schedule exists is
(Bartusch et al. (1988)). To the best of our knowledge, the only exact
solution procedures presented in the literature for the GRCPSP are the
branch-and-bound algorithms of Bartusch et al. (1988) and of
Demeulemeester and Herroelen (1997b). In this section, we will describe
this last branch-and-bound procedure.

1.1.1 The search tree

The branch-and-bound procedure of Demeulemeester and Herroelen
(1997b) is an extension of the branch-and-bound algorithms that were
presented in Demeulemeester and Herroelen (1992,1997a) for the resource-
constrained project scheduling problem with zero-lag finish-start precedence
constraints The basics of this last approach (without the
cutset dominance rule) were explained in Section 2.2.3 of Chapter 6. The
branch-and-bound procedure for the GRCPSP is based on a depth-first
solution strategy in which nodes in the search tree represent resource- and
precedence-feasible partial schedules. Branches emanating from a parent
node correspond to exhaustive and subset-minimal combinations of
activities, the delay of which resolves a resource conflict at the parent node
(referred to as minimal delaying alternatives). The search process closely
resembles the one used in the procedure of Demeulemeester and Herroelen
(1992) for the RCPSP The modifications involve a different
definition of the decision point, a different process of delaying temporarily
scheduled activities, a different definition of the cutset activities, and a
modified backtracking scheme. In addition, the procedure relies on a
different set ofdominance rules and bounding calculations.
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The nodes in the search tree correspond to partial schedules in which
finish times temporarily have been assigned to a subset of the activities of
the project. Scheduling decisions are temporary in the sense that scheduled
activities may be delayed as the result of decisions made at later stages in the
search process. Partial schedules are constructed by semi-active timetabling;
i.e. each activity is started as soon as possible within the precedence and
resource constraints. A precedence-based lower bound is calculated by
adding the maximal remaining critical path length of any of the activities
that belong to a delaying alternative to the current delaying point. The
delaying alternative with the smallest lower bound is chosen for further
branching. When a complete schedule is constructed or when a partial
schedule can be dominated using one of the node fathoming rules described
below, the procedure backtracks to a previous level in the search tree. The
procedure is completed upon backtracking to level 0. Activity deadlines are
coped with through a standard critical path-based backward pass
computation starting from the deadlines.

1.1.2 Node fathoming rules

Three dominance rules are used to prune the search tree. Proofs can be
found in Demeulemeester and Herroelen (1997b).

THEOREM 1. In order to resolve a resource conflict it is sufficient to
consider only minimal delaying alternatives (which do not contain other
delaying alternatives as a subset).

THEOREM 2. Consider a partial schedule (the set of scheduled or
completed activities) at level p of the search tree in which activity i is started
at time t. If activity i was delayed at level p-1 of the search tree, and if this
activity can be left-shifted without violating the precedence or resource
constraints, then the partial schedule is dominated.

THEOREM 3. Consider a cutset     (the set of unscheduled activities for
which at least one direct predecessor belongs to which contains the
same activities as a cutset which was previously saved during the search
of another path in the search tree, and which was considered during the
same resource interval. If if all activities in progress at time t’ did not
finish later than the maximum of t and the finish time of the corresponding
activities in and if the earliest possible start time of every activity in
is smaller than or equal to the earliest start time of the corresponding
activity in then the current partial schedule is dominated.

Remark here that the definition of the cutset differs slightly from the one
formulated in Demeulemeester and Herroelen (1997b). In the GRCPSP,
contrary to the RCPSP, it is possible that an unscheduled activity is
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precedence constrained by an already scheduled activity, while some of its
other predecessors are not yet scheduled. A subtle change in the definition of
the cutset is therefore needed. This fact was overlooked in the original
implementation of the algorithm. Based on computational experience that
was gathered to write Chapter 4 of the book by Weglarz (1998), one project
example was discovered (out of the many examined) for which the optimal
solution was missed because of this flaw. As was indicated in that chapter,
the correction of the flaw only slightly affects the computational results.

1.2 Generalised precedence relations

In this section, a branch-and-bound procedure will be described for the
resource-constrained project scheduling problem with minimal and maximal
time-lags and where release dates and deadlines as well as minimal resource
availabilities and requirements are introduced. This problem is known as the
RCPSP-GPR (the resource-constrained project scheduling problem with
generalised precedence relations) and can be denoted by

using the classification scheme of Chapter 3.

1.2.1 The search tree

Essentially, the algorithm for the RCPSP-GPR of De Reyck and
Herroelen (1998a), further referred to as DRH, is a hybrid depth-first/laser
beam search branch-and-bound algorithm. The nodes in the search tree
represent the initial project network, described by the longest path matrix

(see Section 2.2 in Chapter 4 for more details on the calculation of
this longest path matrix), extended with extra zero-lag finish-start
precedence relations to resolve a number of resource conflicts, which results
in an extended matrix Nodes which represent precedence-feasible
but resource-infeasible project networks and which are not fathomed by any
node fathoming rules described below lead to a new branching. Resource
conflicts are resolved using the concept of minimal delaying alternatives.
However, contrary to the procedure that was described in Section 1.1 of this
chapter, each of these minimal delaying alternatives is delayed (enforced by
extra zero-lag finish-start precedence relations implying
by each of the remaining activities also belonging to the conflict set
the set of activities in progress in period (i.e., the period of the first
resource conflict). Consequently, each minimal delaying alternative can give
rise to several minimal delaying modes.

In general, the delaying set DS, i.e. the set of all minimal delaying
alternatives, is equal to:
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The set of minimal delaying modes equals:

Activity k is called

the delaying activity: implies that for all

Based on these definitions, the following theorem can be proven:
THEOREM 4. The delaying strategy which consists of delaying all minimal

delaying alternatives by each activity will lead to the

optimal solution in a finite number of steps.
PROOF. See De Reyck and Herroelen (1998a).
Each minimal delaying mode is then examined for precedence feasibility

and evaluated by computing the critical path based lower bound Each
precedence-feasible minimal delaying mode with a lower bound that is
smaller than the current upper bound T is then considered for further
branching, which occurs from the node with smallest If the node
represents a project network in which a resource conflict occurs, a new
branching occurs. If it represents a feasible schedule, the upper bound T is
updated and the procedure backtracks to the previous level in the search tree.
Branching occurs until at a certain level in the tree, there are no delaying
modes left to branch from. Then, the procedure backtracks to the previous
level in the search tree and reconsiders the other delaying modes (not yet
branched from) at that level. The procedure stops upon backtracking to level
0.

The fact that semi-active timetabling cannot be applied when dealing
with both minimal and maximal time-lags results in a solution strategy that
is different from the one that was described in Section 1.1.1 of this chapter.
In that procedure, partial schedules based on the precedence relations were
constructed, until a resource conflict was observed. The remainder of the
schedule need not be computed. A resource conflict was resolved through
the delay of activities that were participating in the conflict, which
corresponds to the addition of precedence relations. The search then
advanced through time to subsequent resource conflicts until the dummy end
activity was scheduled. Upon finding such a complete (precedence- and
resource-feasible) schedule, the procedure backtracked, which corresponds
to a partial destruction of the schedule. Contrary, in the procedure that is
described in this section, in each node of the search tree, complete
(precedence-based) schedules are evaluated. The first resource conflict in
that schedule is subsequently resolved using additional precedence relations.
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However, contrary to the procedure for the GRCPSP, the procedure cannot
proceed through time, because in a newly derived schedule, obtained by
resolving a resource conflict at time t, a new conflict can occur at a time
instant t’ < t. When a precedence- and resource-feasible schedule is
encountered, the procedure backtracks to the previous level in the search tree
which corresponds to removing precedence relations from the project
network.

1.2.2 Node fathoming rules

Nodes are fathomed if they represent a precedence-infeasible project
network or when exceeds (or equals) T. Four additional node fathoming
rules (three dominance rules and a new lower bound) and a procedure which
reduces the solution space and which can be executed as a pre-processing
rule are added. These rules are given below. Additional information and
proofs can be found in De Reyck and Herroelen (1998a).

THEOREM 5. If there  exists a  minimal delaying  alternative with
activity but its real successor we can extend with

activity j. If the resulting delaying alternative becomes non-minimal as a
result of this operation, it may be eliminated from further consideration.

THEOREM 6. When a minimal delaying alternative gives rise to two
minimal delaying modes and with delaying activities i and j

respectively, is dominated by if  If and

either delaying mode         or can be dominated.

Mingozzi et al. (1998) have developed five new lower bounds for the
RCPSP, namely and derived from different relaxations of
the mathematical formulation that was presented in Section 2.1.6 of Chapter
6. They compute using a heuristic for the maximum weighted
independent set problem (see Section 4.1.3.3 of Chapter 6 for a detailed
explanation). Demeulemeester and Herroelen (1997a) have incorporated
another version of in their algorithm for the RCPSP, which can be
extended to the RCPSP-GPR as follows. For each activity its
companions j are determined (the activities with which it can be scheduled in
parallel, respecting both the precedence and

and resource constraints All activities i are

then entered in a list L in non-decreasing order of the number of companions
(non-increasing duration as tie-breaker). The following procedure (see
Section 4.1.3.3.2 in Chapter 6 for an explanation of its logic in the absence
of generalised precedence relations) then yields a lower bound, For
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each activity, we define a remaining duration Initially, all are equal

to and

while L not empty do
take the first activity (activity i) in L and remove it from L

for every companion j of i do
if then

else if then

else

endif
if remove activity j from L

enddo
enddo

THEOREM 7.     is a valid lower bound for problem

is used to fathom nodes for which However, whereas is

calculated immediately upon the creation of a node, the calculation of is
deferred until a decision has been made to actually branch from that node.
The rationale behind this is that (a) is more difficult to compute than

and (b) calculating implies calculating the entire matrix We

defer the calculation of and until the node is actually selected for
branching. As a result, only is used as a branching criterion.

THEOREM 8. If the set of added precedence constraints which leads to
the project network in node x contains as a subset another set of precedence
constraints leading to the project network in a previously examined node y
in another branch of the search tree, node x can be fathomed.

THEOREM 9. If and for which and

we can set

De Reyck et al. (1998a) describe how the procedure of this section can be
extended to other objective functions, which can both be regular and non-
regular. Examples of regular measures of performance are the minimisation
of the weighted tardiness and the minimisation of the mean flow time.
Examples of non-regular measures of performance constitute the
maximisation of the net present value of a project and the minimisation of
the weighted earliness-tardiness cost of a project.
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1.3 Computational experience

In this section, some computational experience with the two branch-and-
bound procedures on a benchmark problem set (see Section 4.8.2 in Weglarz
(1998)) consisting of 1,620 randomly generated instances will be presented.
The parameters used to generate the new problem set are given in Table 25.
The indication [x,y] means that the corresponding value is randomly
generated in the interval [x,y], whereas x; y; z means that three settings for
that parameter were used in a full factorial experiment. For each
combination of the parameter values, 10 instances have been generated.

The resource factor RF (Pascoe (1966)) reflects the average portion of
resources required per activity. If RF=1, then each activity requests all
resources. RF=0 indicates that no activity requests any resource:

The resource strength RS (Cooper (1976)) is

redefined by Kolisch et al. (1995) as where is the

total availability of renewable resource type (the maximum

resource requirement for each resource type, i.e., the minimal availability
that is required for a resource type in order to be able to execute the project

properly), and is the peak demand for resource type k in the
precedence-based early start schedule. The resource availability is assumed
to be constant over time.
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The order strength OS is defined as the number of precedence relations,
including the transitive ones, divided by the theoretical maximum of such
precedence relations, namely n(n-1)/2, where n denotes the number of
activities (Mastor (1970)). Because OS only applies to acyclic networks, it is
applied to the acyclic skeleton of the generated project networks obtained by
ignoring all maximal time-lags (for details see Schwindt (1996)). For the
definition of cycle structures and related measures, we refer the reader to
Schwindt (1996).

The problems without any maximal time-lags correspond to instances of
the GRCPSP, whereas the problems with 10% and 20% maximal time-lags
correspond to instances of the RCPSP-GPR. Therefore, the former (540)
instances were solved with the procedure that was described in Section 1.1
of this chapter, while the latter (1,080) instances with the procedure that was
presented in Section 1.2. A time limit of 1,000 seconds is imposed. The
overall results can be found in Table 26.

The GRCPSP instances can be solved to optimality within very small
CPU-times. However, the RCPSP-GPR instances require much more time.
Five out of the 1,080 instances cannot be solved to (verified) optimality
within 1,000 seconds. This observation illustrates the much higher
complexity of the RCPSP-GPR versus the GRCPSP. The main reason for the
difference in complexity is that for solving the RCPSP-GPR, semi-active
timetabling cannot be applied. Consequently, most of the concepts
developed for the minimal time-lag case are not transferable to the case with
generalised precedence relations. The fundamental logic of the procedure for
the GRCPSP, namely its branching strategy, is based on the principle of
semi-active timetabling and can therefore not be applied for the case with
generalised precedence relations. Also the dominance rules, including the
left-shift dominance rule and the powerful cutset dominance rule, which is
mainly responsible for the efficiency of the procedure for the GRCPSP, are
not applicable anymore. Consequently, the procedure that was described in
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Section 1.2 is based on a different branching strategy and a new set of
dominance rules and lower bounds.

The fact that the branching strategy and the dominance rules which are
applicable for the case with generalised precedence relations are less
powerful than those used for the precedence diagramming case, can be
illustrated by comparing the performance of both algorithms on the problem
instances with minimal time-lags only. Whereas the procedure of Section 1.1
solves all 540 instances to optimality with an average CPU-time of 0.009
seconds, the more general procedure of Section 1.2 cannot solve 12 out of
the 540 instances within 1,000 seconds. Naturally, when no maximal time-
lags are present, the procedure of Section 1.2 is no longer efficient because it
is designed for the inclusion of maximal time-lags. In that case, the
procedure of Section 1.1 should be used. Similarly, when all precedence
relations are of the zero-lag finish-start type, the procedure of
Demeulemeester and Herroelen (1992, 1997a) should be used instead. The
efficiency of the procedure of Section 1.2 heavily depends on the relative
number of maximal time-lags in the problem instances. The more maximal
time-lags, the more effective the dominance and bounding rules, and the
more efficient the procedure of Section 1.2.

Table 27 presents the computational results when the procedure of
Section 1.2 is truncated after a certain time limit. No results are reported
with a truncated version of the procedure of Section 1.1 since it is able to
solve all of the instances with minimal time-lags to optimality with very
little computational effort. Therefore, only the results with a truncated
version of the procedure of Section 1.2 are reported (even for the instances
without maximal time-lags). The results reported are the number of instances
for which the optimal solution is found (not necessarily verified, including
the problems proven to be infeasible) and the average deviation from the
best known solution (all but five of these solutions are known to be optimal).
The deviations are only computed for the instances which are feasible and
for which the truncated procedure was able to find a feasible solution.

Although the procedure for the RCPSP-GPR cannot solve all instances to
optimality when the imposed time limit is rather small, the obtained heuristic
solutions are of high quality, especially when the relative amount of
maximal time-lags is rather high. The results conform to the results of
previous computational experiments (De Reyck and Herroelen (1998a)),
which show a similar performance of the truncated procedure of Section 1.2
on instances with up to 100 activities.
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In Table 28, the impact of the order strength OS on the complexity of the
problem instances is examined. Clearly, OS has a negative impact on the
problem complexity, measured by the number of problems solved to
optimality as well as by the required CPU-time. This result is in line with
other results reported in the literature (De Reyck (1995), Schwindt (1996),
De Reyck and Herroelen (1998a)).

The impact of the resource-based measures RF and RS is given in Tables
29 and 30. RF has a strong impact on the complexity of the problem. The
higher the resource factor RF, the harder the corresponding problem
instances. These results conform to the conclusions drawn by other research
for related problem types (Kolisch et al. (1995), De Reyck and Herroelen
(1998a)). The effect of the resource strength RS is not monotonously
increasing or decreasing. On the contrary, it is bell-shaped, the hardest
instances corresponding to an intermediate RS setting (equal to 0.25).
However, there is a clear difference between the complexity of problems
with small or large RS values. Problems with small RS values (RS=0) are
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much more difficult than problems with a high RS value (RS=0.5).
Therefore, the ‘top’ of the bell-shaped complexity curve is skewed towards
RS=0. The impact of RS corresponds to the conjecture of Elmaghraby and
Herroelen (1980) and the results of De Reyck and Herroelen (1996a) for the
RCPSP.

When the resource availabilities are allowed to vary over time, the
complexity of the GRCPSP and the RCPSP-GPR increases. The procedure
of Section 1.1 for the GRCPSP needs to be explicitly equipped with the
ability to handle such time-varying resource availabilities, which will result
in an increased number of decision periods and nodes in the search tree. The
procedure for the RCPSP-GPR need not be modified in order to be able to
handle time-varying resource availabilities (or, for that matter, variable
resource requirements). The introduction of dummy activities and
appropriate time-lags, as discussed in Section 4.4 of De Reyck et al. (1999),
will transform an instance with variable resource availabilities (and
requirements) into an equivalent instance with constant availabilities (and
requirements). Naturally, the increased number of activities in the project
network will have a substantial effect on the efficiency of the procedure for
the RCPSP-GPR.

In order to estimate the effect of introducing variable resource
availabilities on the performance of the procedure for the GRCPSP, the 540
instances with minimal time-lags were modified as follows. The constant
availabilities were replaced by variable availabilities which are constant for
an interval equal to 5 time periods. The availability was varied from interval
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to interval by increasing, respectively decreasing the availability with 1 or 2
units (or by keeping it constant), each with equal probability. Each time the
resource availability dropped below the maximal demand of any of the
activities for that resource type, the availability was assigned that maximal
demand. The computational results indicate that the performance of the
procedure does not suffer significantly from this relaxed assumption. The
average computation time increases from 0.009 to 0.018 seconds, while the
average number of nodes in the search tree increases from 781 to 1,492.

2. THE PREEMPTIVE RESOURCE-CONSTRAINED
PROJECT SCHEDULING PROBLEM

In the classical resource-constrained project scheduling problem that was
described in Chapter 6 there is no room for preemption of the activities in
the project. However, in some projects it might well be possible that the
nonpreemption assumption of the classical RCPSP can be relaxed. The
resulting PRCPSP (i.e., the preemptive resource-constrained project
scheduling problem or problem will be discussed in this
section.

2.1 Problem formulation

It is a typical assumption of the PRCPSP that activities can only be
preempted at integer time instants (Slowinski (1980) and Weglarz (1981b)
have studied the preemptive case when continuous processing times are
assumed for the different activities) and that activities can be restarted later
on in the project at no additional cost, i.e. the fixed duration of an activity i
may be split in duration units. Each duration unit of activity
i is then assigned a finish time In order to ease the conceptual
formulation, a variable can be used to denote the earliest time that an
activity i can be started (which equals the latest finish time of all its
predecessors as only finish-start relations with a time-lag of 0 are allowed in
the PRCPSP). An activity i belongs to the set of activities in progress at
time t if one of its duration units finishes at time t (i.e., if

With this variable definition in mind, the PRCPSP can be modeled
conceptually in the following way:

subject to
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The objective function [7.1] minimises the project makespan by
minimising the earliest start time of the dummy end activity which by
assumption has a duration of 0. Eq. [7.2] ensures that all precedence
relations are satisfied: the earliest start time of an activity j cannot be smaller
than the finish time for the last unit of duration of its predecessor i. In Eq.
[7.3] it is specified that the finish time for every unit of duration of an
activity has to be at least one time unit larger than the finish time for the
previous unit of duration. The dummy start activity (activity 1) is assigned
an earliest start time of 0 in Eq. [7.4], while Eq. [7.5] stipulates that the
resource constraints cannot be violated.

The solution procedure that will be presented in Section 2.2 of this
chapter is based on the assumption that only two dummy activities with a
duration of 0 exist in the project, being the dummy start and end activities.
However, as the projects are described using the activity-on-the-node
scheme, there is no reason whatsoever to introduce dummy activities except
to denote the start and end of a project.

2.2 A branch-and-bound algorithm for the PRCPSP

Kaplan (1988) was the first to study the PRCPSP that was described in
the previous section. She formulated the PRCPSP as a dynamic program and
solved it using a reaching procedure, incorporating dominance properties
and upper/lower bounds on the optimal project duration in order to decrease
the amount of computational effort. Her main, most time-saving dominance
rule (Theorem 3.14 in Kaplan (1988)) was proven to be wrong:
Demeulemeester and Herroelen (1996) provided a counterexample that
demonstrated that for some problem instances the optimal solution might be
missed by her procedure. Demeulemeester and Herroelen (1996) provided a
correct branch-and-bound procedure for the PRCPSP, which will be
described in this section.

2.2.1 Description of the branch-and-bound logic

In order to ease the description of the solution procedure a distinction
will be made between activities and subactivities. At the start of the
procedure a new project network will be created in which all activities are
replaced by one or more subactivities. The dummy start and end activities
are replaced by dummy start and end subactivities with a duration of 0. All
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other activities (with, by assumption, a non-zero duration) are split into
subactivities, the number of these subactivities being equal to the duration of
the original activity. Each of these subactivities has a duration of 1 and
resource requirements that are equal to those of the corresponding activity.

The nodes in the branch-and-bound search tree correspond with partial
schedules in which finish times have been assigned to a number of
subactivities. The partial schedules are feasible, satisfying both precedence
and resource constraints. Partial schedules are only considered at those
time instants t that correspond with the completion of one or more
subactivities. A partial schedule at time t thus consists of the set of
scheduled subactivities. An unfinished activity at time t is an activity for
which not all subactivities have been scheduled.

Partial schedules are built up starting at time 0 and proceed
systematically throughout the search process by adding at each decision
point subsets of activities until a complete feasible schedule is obtained. In
this sense, a complete schedule is a continuation of a partial schedule. At
every time instant t we define the eligible set as the set of activities for
which one of the subactivities is eligible to start given the precedence
constraints. These eligible activities can start at time t if the resource
constraints are not violated. In the next section a number of dominance rules
will be described that may be used to restrict the growth of the search tree.

2.2.2 Node fathoming rules

A first dominance rule heavily restricts the number of feasible schedules
that have to be considered during the solution procedure. This dominance
rule is based on the notion of a semi-active timetabling schedule, which was
already defined by French (1982): a schedule is constructed by semi-active
timetabling if no activity can be started earlier in the schedule without
violating the precedence or resource constraints. However, for the PRCPSP
semi-active timetabling has to be considered at the level of the subactivities,
as indicated in theorem 1.

THEOREM 1. In order to solve the PRCPSP it is sufficient to construct
the partial schedules by semi-active timetabling at the level of the
subactivities.

PROOF. See Demeulemeester and Herroelen (1996).
Two dominance rules can be introduced that allow to decide at certain

time instants t on which eligible activities must be scheduled by themselves
or which pair of eligible activities are to be scheduled concurrently to start at
time t in an optimal continuation of the corresponding partial schedule. To
that purpose, some further definitions are in order. Consider an eligible,
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unfinished activity i at time instant t. Denote the z unfinished subactivities
of activity i at time t as It is said that activity i is scheduled
immediately at time t if all its remaining subactivities are
scheduled such that A second theorem can then be formulated as

follows.
THEOREM 2. If for a partial schedule at time instant t, there exists an

eligible activity i that cannot be scheduled together with any other
unfinished activity j at any time instant without violating the
precedence or resource constraints, then an optimal continuation of
exists with all remaining subactivities                       of activity i scheduled
immediately at time t.

PROOF. See Demeulemeester and Herroelen (1996).
It should be observed that it is not necessary to check whether an activity

is in progress at time t or not. This is possible because the preemption
assumption allows us to forget the scheduling decisions in the previous
period and to consider only those possibilities implied by the set of eligible
subactivities. In addition, it is important to note that the theorem implies that
it is necessary to check whether an eligible activity can be scheduled
together with any other unfinished activity at any time instant t’, greater than
or equal to t. Theorem 2 can easily be extended to the case where an eligible
activity can be scheduled concurrently with only one other activity, which is
also eligible. The exact statement of this dominance rule can be found in
Theorem 3.

THEOREM 3. If for a partial schedule at time instant t, there exists an
eligible activity i that can be scheduled together with only one other
unfinished activity j at any time instant without violating the
precedence or resource constraints and if activity j is eligible, then an
optimal continuation of exists with all remaining subactivities of activity
i scheduled immediately and with as many subactivities of activity j as
possible scheduled concurrently with the subactivities ofactivity i.

PROOF. See Demeulemeester and Herroelen (1996).
It should be noticed that in Theorem 3 no test needs to be performed to

check whether the remaining duration of activity j is larger than that of
activity i. Indeed, if the remaining duration of activity j is larger, as many
subactivities of activity j will be scheduled as there are unscheduled
subactivities in activity i. If, however, the remaining duration of activity j is
smaller or equal, all remaining subactivities of activity j will be scheduled
concurrently with those of activity i. Again, the time instant t’ may be greater
than or equal to t.

If it is impossible to schedule all eligible subactivities at time t, a so-
called resource conflict occurs. Such a conflict will produce a new branching
in the branch-and-bound tree. The branches describe ways to resolve the
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resource conflict by determining which combinations of subactivities are to
be delayed (see Section 2.2.3 in Chapter 6 for a similar approach that solves
the RCPSP). A delaying set D(p) is defined which consists of all subsets
of eligible subactivities, the delay of which would resolve the current
resource conflict at level p of the search tree. A delaying alternative is
minimal if it does not contain other delaying alternatives as a
subset. The next dominance rule allows the procedure to delete from explicit
consideration a large number of redundant delaying alternatives.

THEOREM 4. In order to resolve a resource conflict, it is sufficient to
consider only minimal delaying alternatives.

PROOF. See Demeulemeester and Herroelen (1996).
A last dominance rule is based on the cutset dominance rule that was

described in Demeulemeester (1992) and Demeulemeester and Herroelen
(1992). This theorem compares partial schedules at identical decision points
and determines whether the current partial schedule is a subset of a partial
schedule that has already been considered. If this is the case, the current
partial schedule can be dominated as stated more exactly in Theorem 5.

THEOREM 5. Consider a partial schedule      at time t. If there exists a
partial schedule that was previously saved at a similar time t and if
is a subset of then the current partial schedule is dominated.

PROOF. See Demeulemeester and Herroelen (1996).
Based on these five dominance rules and using a simple critical path

based lower bound, a branch-and-bound procedure will be described that can
optimally solve the PRCPSP.

2.2.3 The algorithm

The detailed algorithmic steps of the branch-and-bound algorithm are
described below.

Step 1: Initialisation
Construct a new project network in which all activities are replaced by
subactivities (the durations and the resource requirements that will
be mentioned in the sequel of this procedure now refer to subactivities
instead of activities). All subactivities of a non-dummy activity have a
duration of 1, while the subactivities of a dummy activity have a duration
of 0.

Let T = 9999 be an upper bound on the project duration.
Set the level of the branch-and-bound tree p = 0.
Initialise the decision point: t = -1.
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For every subactivity i compute the remaining critical path length
Schedule the dummy start subactivity: and
Compute the critical path lower bound at level 0:
Compute the eligible set: E={i| subactivity i has subactivity 1 as a single
predecessor}.

Step 2: Augmentation
If the dummy end subactivity n’ has been scheduled, the schedule is
completed. Update the schedule length: If T equals then STOP
(with the optimal solution), else update the branching level: p = p - 1 and
go to step 7 (backtracking).

Update the decision point: t = t + 1.
Check if the current partial schedule is dominated by a previously saved
partial schedule (Theorem 5). If it is dominated, go to step 7 (backtrack),
else save the current partial schedule and the decision point t.

Step 3: Separation
For each eligible activity i count the number of unfinished activities that
can be scheduled concurrently with activity i at any time instant
without violating the precedence or resource constraints.
If no unfinished activity can be scheduled concurrently with activity i,
apply Theorem 2: schedule all remaining subactivities of
activity i as soon as possible: and

Update the decision point and the eligible set

subactivity y is a successor of and all predecessors of y have been
scheduled}. There is, however, one small exception: if the dummy end
subactivity n’ (with a duration of 0) is scheduled during this step, its finish
time is put equal to the current decision point:
If only one unfinished activity j can be scheduled together with activity i
and if activity j is eligible, apply Theorem 3: schedule all remaining
subactivities of activity i as soon as possible:

and Let z’ be the number of remaining subactivities of

activity j at time t. Put z" = min {z, z’}. Schedule the z" first remaining
subactivities of activity j as soon as possible:

and Update the decision point and the

eligible set subactivity y is a successor of and
all predecessors of y have been scheduled}.
If no subactivity has been scheduled during this step, go to step 4.
Otherwise, test whether these scheduling decisions have increased the

or
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critical path of the project beyond the current best feasible solution: if
T, go to step 7. Otherwise, go to step 2.

Step 4: Scheduling
For each resource type k check if If there is at least one

resource type k for which the sum of the resource requirements of all
eligible activities exceeds the resource availability, we have a resource
conflict: go to step 5.

If no resource conflict occurred, schedule all eligible subactivities: PS = PS
+ E, S = E and for all
Compute the eligible set is a successor of and all
predecessors of j have been scheduled} and go to step 2.

Step 5: Resource conflict
Update the branch level of the search tree: p = p + 1.
Determine for each resource type k how many units have to be released in
order to resolve the current resource conflict:

Determine the delaying set is a subset of E,

each resource type k and does not contain other as a
subset}.

For every compute the lower bound:

Select the with the smallest (ties are broken arbitrarily).
Update the delaying set:
Compute If decrease the branching level: p =

p - 1 and go to step 7.
Store the current partial schedule and the eligible set.

Step 6: Delaying
Schedule all eligible subactivities that do not belong to the chosen delaying
alternative: PS = and for all
Update the eligible set: subactivity j is a successor of
subactivity and all predecessors of j have been scheduled}.
Go to step 2.

Step 7: Backtracking
If the branching level then STOP.
If D(p) ={}, set p = p - 1 and repeat step 7.
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Select the delaying alternative with the smallest lower bound
and update the delaying set:
Compute If update the branching level: p =

p - 1 and repeat step 7.
Restore the partial schedule and the eligible set and go to step 6.

2.2.4 A numerical example for the PRCPSP

The formal description of the branch-and-bound algorithm for the
PRCPSP will be clarified on the example of Figure 145. As indicated on the
top right of the figure, a constant resource availability of 5 units is assumed
for a single renewable resource type. The optimal non-preemptive schedule
for this example is presented in Figure 146.
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The different steps of the branch-and-bound procedure can now be described
as follows.

Step 1: Construct the subactivity project network that is shown in Figure
147. Initialise the upper bound on the project length T = 9999, the branching
level p = 0 and the decision point t = -1. Compute the remaining critical path
length for every subactivity and schedule the dummy start (sub)activity:

PS = {1} and S = {1}. Update the lower bound and
compute E ={2, 3, 5, 9}.

Step 2: Update t = 0. The current partial schedule cannot be dominated: save
the current partial schedule and the decision point.
Step 3: Every eligible activity can be scheduled with at least two other
unfinished activities (e.g., activity 2 could be scheduled together with
activities 3, 4, 5 and 8): no subactivities can be scheduled during this step.
Step 4: The resource requirements for all eligible subactivities amount to 7,
whereas only 5 units are available: a resource conflict occurs.
Step 5: Update p = 1 and compute Determine with

with with Select and update
D(1)= {{5}, {9}}. Compute store the current partial schedule
and the eligible set.
Step 6: Update PS = {1, 2, 5, 9}, S = {2, 5, 9} and Compute
E ={3, 6, 10, 12}.
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Step 2: Update t = 1. The current partial schedule is not dominated: save the
current partial schedule and the decision point.
Step 3: Every eligible activity can be scheduled with at least two other
unfinished activities: no subactivities can be scheduled during this step.
Step 4: The resource requirements for all eligible subactivities amount to 8,
whereas only 5 units are available: a resource conflict occurs.

Step 5: Update p = 2 and compute Determine
with with with
with with with Select
and update D(2) = {{3, 10}, {3, 12}, {6, 10}, {6, 12}, {10, 12}}. Compute

store the current partial schedule and the eligible set.
Step 6: Update PS = {1, 2, 5, 9, 10, 12}, S = {10, 12} and
Compute E= {3, 6, 11, 13}.
Step 2: Update t = 2. The current partial schedule is not dominated: save the
current partial schedule and the decision point.

Continuing the procedure in this manner leads to the delay of subactivity 4 at
level p = 6 of the solutions tree. The algorithm then proceeds along the
following steps:
Step 6: Update PS = {1, 2, 3, 5, 6, 7, 8, 9, 10, 11, 12, 13, 14, 15, 16, 18, 19,
20}, S = {8, 16, 20} and 6. Compute E= {4,17}.
Step 2: Update t = 6. The current partial schedule is not dominated: save the
current partial schedule and the decision point.
Step 3: Activity 3 (for which subactivity 4 is eligible) can be scheduled
concurrently with only one other unfinished activity, namely activity 7 (for
which subactivity 17 is eligible). All remaining subactivities of activity 3 are
therefore scheduled: PS = {1, 2, 3, 4, 5, 6, 7, 8, 9, 10, 11, 12, 13, 14, 15, 16,
18, 19, 20}, S = {4} and As there were as many unscheduled
subactivities in activity 7 as in activity 3 (z = z’ = z" = 1), the single
subactivity 17 was scheduled: PS = {1, 2, 3, 4, 5, 6, 7, 8, 9, 10, 11, 12, 13,
14, 15, 16, 17, 18, 19, 20}, S = {4, 17} and As only one subactivity
was scheduled for each activity, the decision point remains unchanged: t = 6.
Update the eligible set: E ={21}. As 6+1 + max {0} = 7 < T, go to step 2.
Step 2: Update t = 7. The current partial schedule is not dominated: save the
current partial schedule and the decision point.
Step 3: Activity 9 (for which subactivity 21 is eligible) cannot be scheduled
concurrently with any other unfinished activity (all other activities have
completed). Schedule all remaining subactivities of activity 9: PS = {1, 2, 3,
4, 5, 6, 7, 8, 9, 10, 11, 12, 13, 14, 15, 16, 18, 19, 20, 21}, S = {21} and
(the dummy end subactivity has been scheduled). As only one subactivity
was scheduled for activity 9, the decision point remains unchanged: t = 7.
Update the eligible set: E = {}. As 7 < T, go to step 2.
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Step 2: The dummy end subactivity has finished: update T=7. T equals
STOP with the optimal solution. This optimal schedule of the subactivities is
shown in Figure 148.

Translating this optimal schedule in terms of the original activities, the
optimal preemptive schedule of Figure 149 is obtained. It should be clear to
the reader that in this optimal schedule activities 3 and 4 are preempted.

In this small example problem little could be gained by allowing activities to
be preempted: the same optimal project length was obtained as when no
preemption was allowed (see Figure 146), while more branching levels were
created during the search procedure. In the next section, the costs and
benefits of activity preemption will be explored in greater detail.
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2.2.5 Computational experience for the PRCPSP

Using an IBM PS/2 personal computer that was running at 25 MHz, the
above algorithm was tested on the famous 110 Patterson problems (Patterson
(1984)). Both constant resource availabilities as well as variable resource
availabilities were tested using this problem set. The results are presented in
the sequel of this section.

2.2.5.1 Constant resource availabilities
If the assumption was taken that the resource availabilities were constant

over time (as is the case in the standard Patterson problem set), all 110
problems could be solved within 5 minutes of computation time. A summary
of the computational results can be found in Table 31.

Comparing these results with the computational requirements obtained by
the branch-and-bound procedure of Demeulemeester and Herroelen (1992)
for the nonpreemptive RCPSP (which was programmed using the same C
compiler and the same computer), an increase in the average computation
time with a factor of 33.82 can be noticed. The question can be posed
whether this increase in the computational requirements can be justified by a
corresponding decrease in the optimal project lengths. The effect on the
project length reduction is shown in Table 32.

The results in Table 32 indicate that the 33-fold increase in the average
computation time from RCPSP to PRCPSP is only compensated by a one
time unit reduction in the optimal project duration for 30 of the 110
Patterson problems. This constitutes an average relative decrease in the
optimal project length of 0.7823%. This small improvement in the project
length was already recognised by Kaplan (1988). Moreover, she expected
that the optimal schedules found by her dynamic programming solution
procedures would show greater reductions in project duration (over the
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nonpreemptive case) in situations where the availability of resources does
not remain constant over the course of the project.

In section 2.2.5.2 a description will be given of what minor adaptations to
the branch-and-bound algorithm are necessary in order to make it applicable
for the PRCPSP under the assumption of variable resource availabilities.
Subsequently the Kaplan hypothesis that more significant improvements in
the optimal project length can be found if preemption is introduced into a
project scheduling problem with variable resource availabilities will be
tested.

2.2.5.2 Variable resource availabilities
When variable resource availabilities are introduced into the PRCPSP,

Theorems 2 and 3 are no longer valid. Indeed, as the resource availabilities
vary over time, no pairwise interchange can be performed under the
guarantee that no resource constraint is violated. Therefore, step 3 of the
solution procedure cannot be applied in the case of variable resource
availabilities. All other dominance rules, as well as the critical path lower
bound calculation, are still valid for this generalised PRCPSP. The only
other adaptation needed is that in steps 4 and 5 every reference to the
resource availability is changed into (its equivalent when variable
resource availabilities are allowed).

These adaptations being made, the resulting solution procedure can be
applied on the Simpson problem set that was described in Simpson (1991)
and in Demeulemeester and Herroelen (1997b). This problem set consists of
the 110 Patterson problems where the resource availability has become
variable over the project horizon. Computational experience with the
nonpreemptive case of this problem set can be found in Demeulemeester and
Herroelen (1997b). The results for the preemptive case are presented in
Table 33 (the limit on the computation time was also set to 5 minutes).

From Table 33 it can be observed that not all 110 Simpson problems can
be solved to optimality within the allowed time limit. There are three
problems for which the optimal project length was not found or confirmed
after 5 minutes of computation time. For the 107 problems that were solved



3. THE RESOURCE LEVELLING PROBLEM

3.1 Problem formulation

In many project scheduling situations, the pattern of resource usage over
time might be much more important than the peak demand of the schedule.
In such situations it might be wise to shift from resource-constrained project
scheduling to resource levelling. In the latter problem type one aims at
completing the project within its deadline with a resource usage which is as
level as possible over the entire project horizon. Usually, no explicit resource
considerations are taken into account when this problem statement is
considered. When denotes the resource usage for resource type k during
time period t, the resource levelling problem can be formulated conceptually
as follows:

These computational results clearly indicate that in project scheduling the
introduction of preemption has little effect, except when variable resource
availability levels are defined.

optimally, the average solution time of 12.6321 seconds is 12.34 times larger
than the average computation time needed by the Demeulemeester and
Herroelen procedure (1997b) when no preemption was allowed. The results
of Table 34 clearly show that the improvements in the optimal project length
are more significant in the case of variable resource availabilities than when
constant resource availabilities are considered. Indeed, for the variable
resource availability case the average relative decrease in the optimal project
length is 2.8802%, thus confirming the Kaplan hypothesis.
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In this formulation, the expression can take on many forms,
depending on the priorities of the decision-maker. Typical forms for this
expressions are:

The traditional performance measure that is used to test whether a
resource profile is level or not is presented in Eq. [7.11]: the total weighted
sum of the squared resource usage is minimised. Eq. [7.12] presents an
objective function that weights the absolute deviation of the resource
consumption from a given resource availability while Eq. [7.13] denotes
a similar objective function, but now the deviations are squared. Eq. [7.14] is
used in a situation where (weighted) overtime is minimised: every excess
resource usage over the resource availability is penalised. Eq. [7.15]
represents a quite similar situation, but now the overtime is squared before it
is weighted by the importance of the corresponding resource type. Eqs.
[7.16] - [7.19] represent similar weighting functions, but now the variation
of the resource utilisation from period to period is minimised (it is generally
assumed that The alert reader will observe that Eq. [7.18] makes
little sense as a strict resource levelling problem: this objective function is
minimised if the weighted maximal resource usage over all resource types is
minimised. This problem type will be considered in great detail in Section 4
of this chapter. Using the classification scheme that was presented in



It should be clear from the pseudo-code that whenever the smallest value
of the performance measure for a certain activity is obtained at several
possible starting times, the largest of these starting times is chosen. In this

3.2 The Burgess and Killebrew levelling procedure

Chapter 7

Chapter 3 of this book, the resource levelling problem can be classified as
Obviously, the of this classification can be specified

more explicitly by including one of the performance measures that were
described in Eq. [7.11] – [7.19]. Remark that a project deadline is
specified, indicating that the project can be delayed beyond its critical path
length.

370

Already in 1962, Burgess and Killebrew (1962) proposed ‘a procedure
for readjusting the starting time of each operation until the variability in
activity level has been reduced to a near optimum'. Their method is a quite
general one (it can be used for all performance measures [7.11] – [7.19]) and
can be described in pseudo-code as given below. In this pseudo-code,
denotes the early start time of activity i (see Section 1.1.1 in Chapter 4),
denotes the late start time of activity i given the current starting times of all
other activities, denotes the current starting time of activity i, change is a
binary variable that indicates whether an activity has been rescheduled
during the last loop over all activities, CB equals the current best solution,

represents the value of the performance measure if activity i were to be
started at time t and indicates the best starting time of activity i, given
the current starting times of all other activities.

FOR several priority lists
Schedule all activities at their early start time:
change= 1;
WHILE change = 1

change =0;
FOR each activity i from the last one in the priority list to the first

FOR each possible starting time t of activity i from to
Calculate the performance measure
IF
THEN and

IF
THEN and change = 1;

END.



First, we will consider the (standard) priority list <1,2,3,4,5,6,7,8,9,10>.
In considering the activities in the priority list in reverse order, we can
neglect the dummy activities 1 and 10 as they have no impact whatsoever on
the resulting schedule (the dummy start activity 1 is assumed to start at time
instant 0, while the dummy end activity 10 is assumed to start at time instant
18).

The early-start schedule for the problem instance is represented in Figure
151. The current start times for all 10 activities are therefore

and
The value of the objective function for the early-start schedule

amounts to 939.

way, as much float as possible is given to the activities that appear earlier in
the priority list (and will therefore be considered next).

We will illustrate the Burgess and Killebrew levelling procedure on the
example instance that was introduced in Figure 96 of Chapter 6 and that is
repeated in Figure 150 for ease of reference. In this example instance, the
resource availability limit of 8 units has been removed as it has no meaning
for the resource levelling problem. However, we will assume a project
deadline of 18. The performance measure that will be used is that of the
squared resource usage, which is represented in Eq. [7.6]. As only one
resource type is considered in this problem instance, we will assume to
equal 1.

3717. RESOURCE-CONSTRAINED SCHEDULING: ADVANCED
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The first activity to be considered is activity 9. This activity has a current
start time of 11 and a late start time of 16. The values of for each
possible starting time t are as follows (the values of are indicated
between brackets): 16 (891), 15 (891), 14 (891), 13 (891), 12 (915) and 11
(939). The minimal value for the performance measure equals 891 and
is obtained at starting times 13, 14, 15 and 16. The procedure, however,
picks the latest of these possible starting times and activity 9 is therefore
delayed to start at time instant 16. The next activity to be considered is
activity 8 with possible starting times between time instants 7 and 12. The
values of the performance measure for these starting times are: 12 (801), 11
(819), 10 (837), 9 (867), 8 (879) and 7 (891). Activity 8 is therefore delayed
to start at time instant 12. The next activity in the priority list is activity 7
with the following results: 12 (781), 11 (777), 10 (773), 9 (773), 8 (773), 7
(773), 6 (773), 5 (785) and 4 (801). Activity 7 is thus delayed to start at time
instant 10. The different values for the performance measure of activity 6
are: 10 (875), 9 (851), 8 (827), 7 (797), 6 (785) and 5 (773). As a result, the
starting time of activity 6 remains unchanged. The calculations for activity 5
are: 6 (701), 5 (725), 4 (757), 3 (789), 2 (797), 1 (789) and 0 (773). Activity
5 is therefore delayed to start at time instant 6. Activity 4 has only one
possible starting time (its successor remained scheduled to start at time
instant 5) with a value of 701. Obviously, activity 4 is not delayed.
Activity 3 can start between time instants 0 and 5. The corresponding
calculations provide the following results: 5 (791), 4 (785), 3 (779), 2 (761),
1 (731) and 0 (701). Thus, the starting time of activity 3 also remains
unchanged. As activity 4 has not been delayed, activity 2 only has one
possible starting time, namely time instant 0 with a corresponding
performance measure value of 701. In this way, we have completed one loop
of the priority list <1,2,3,4,5,6,7,8,9,10>, decreasing the value of the squared
resource utilisation from 939 to 701. The resulting schedule is represented in



A second loop through the priority list again starts with activity 9. Both
activities 9 and 8, however, are scheduled at their latest starting times and
thus cannot be delayed anymore. Activity 7, on the other hand, has a current
starting time of 10 and a latest starting time of 12. The calculations for this
activity give the following result: 12 (709), 11 (705) and 10 (701). There is
therefore no reason to delay activity 7 beyond its current starting time.
Activity 6 has six possible starting times: 10 (707), 9 (707), 8 (707), 7 (701),
6 (713) and 5 (701). The largest starting time with a performance measure
value of 701 is 7 and thus activity 6 is delayed to start at time instant 7.
Activity 5 is already scheduled at its latest starting time and therefore cannot
be delayed. Activity 4 can be started between time instants 2 and 4: 4 (733),
3 (701) and 2 (701). Activity 4 is therefore delayed for one time period. The
next activity is activity 3, which has six possible starting times: 5 (815), 4
(809), 3 (803), 2 (761), 1 (731) and 0 (701). There is thus no reason to delay
activity 3 beyond its current starting time. Because of the delay of activity 4
with one time period, activity 2 now has two possible starting times: 1 (701)
and 0 (701). Activity 2 is therefore also delayed by one time period. The
resulting schedule is shown in Figure 153. During this second loop of the
activities in the priority list, activities 6, 4 and 2 have been delayed for
respectively 2, 1 and 1 time period(s). The value of the performance
measure, however, has not changed at all during this loop. Still, a third loop
through the priority list is required.

Figure 152. During this loop, activities 9, 8, 7 and 5 have been delayed and
thus we have to repeat the loop over all activities in the priority list.
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Activities 9 and 8 are already scheduled at their latest starting times and
thus these activities cannot be delayed any further. Activity 7, however, still
has three possible starting times: 12 (709), 11 (705) and 10 (701). There is
therefore no need to delay activity 7. Activity 6 still has four possible
starting times: 10 (707), 9 (707), 8 (707) and 7 (701). Thus, activity 6 need
not be delayed. Activity 5 only has one possible starting time and therefore
cannot be delayed. Activity 4 has two possible starting times: 4 (733) and 3
(701). There is obviously no need to delay the start of activity 4 beyond time
instant 3. Activity 3 can be started between time instants 0 and 5: 5 (815), 4
(809), 3 (803), 2 (773), 1 (743) and 0 (701). There is therefore no gain in
delaying activity 3. Activity 2 has only one possible starting time and thus
remains scheduled to start at time instant 1. During this loop, no activity has
been delayed and the loop over the activities in the priority list therefore
need not be repeated. The priority list <1,2,3,4,5,6,7,8,9,10> thus resulted in
the schedule that is represented in Figure 153 and that has a performance
measure value of 701. The resulting schedule seems to be pretty level.

The outer loop of the Burgess and Killebrew levelling procedure can be
repeated with a different priority list, e.g. priority list <1,2,5,4,3,6,8,9,7,10>.
We again start this loop with the early-start schedule that is represented in
Figure 151. The current start times for all 10 activities are therefore

and

The first activity in the loop over the priority list is now activity 7. This
activity has nine possible starting times: 12 (819), 11 (847), 10 (871), 9
(895), 8 (919), 7 (943), 6 (939), 5 (935) and 4 (939). Activity 7 is therefore
delayed to start at time instant 12. Activity 9 can be started between time
instants 11 and 16: 16 (787), 15 (787), 14 (787), 13 (787), 12 (811) and 11
(819). It is clearly beneficiary to delay activity 9 as far as possible and thus



we start activity 9 at time instant 16. Activity 8 also has six possible starting
times: 12 (781), 11 (787), 10 (793), 9 (799), 8 (787) and 7 (787). Thus,
activity 8 is delayed to start at time instant 12. Activity 6 can be started
between time instants 5 and 10: 10 (907), 9 (871), 8 (835), 7 (805), 6 (793)
and 5 (781). There is therefore no need to delay activity 6 beyond its current
starting time. Activity 3 also has six possible starting times: 5 (679), 4 (685),
3 (715), 2 (745), 1 (763) and 0 (781). Activity 3 is thus delayed until its
latest starting time. Activity 4 has only one possible starting time and
therefore cannot be delayed. Activity 5, however, has nine possible starting
times: 8 (775), 7 (775), 6 (775), 5 (775), 4 (759), 3 (743), 2 (727), 1 (695)
and 0 (679). There is obviously no need to delay activity 5. Activity 2 only
has one possible starting time and thus cannot be delayed. The resulting
schedule is represented in Figure 154 and is more level (according to the
performance measure used) than the one obtained with priority list
<1,2,3,4,5,6,7,8,9,10> (see Figure 153). As activities 7, 9, 8 and 3 have been
delayed during this loop, a second loop over all activities in the same priority
list has to be started. During that second loop, no activity is delayed (a nice
and small exercise for the interested reader) and thus the outer loop in the
Burgess and Killebrew levelling procedure with priority list
<1,2,5,4,3,6,8,9,7,10> is completed. Repeating the outer loop of the
procedure with other priority lists does not lead to improvements over the
value of the performance measure of this schedule. The schedule in Figure
154 therefore constitutes the optimal solution for the problem instance of
Figure 150 if the objective function is the minimisation of the (weighted)
squared resource utilisation.
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The Burgess and Killebrew procedure discussed in the previous section is
a heuristic procedure that does not guarantee the optimal solution. Exact
algorithms based upon (implicit) enumeration, integer programming or
dynamic programming have been developed by Ahuja (1976), Easa (1989),
Bandelloni et al. (1994) and Youmis and Saad (1996). These studies,
however, do not contain any computational performance analysis and
discuss only small problem examples.

Neumann and Zimmermann (2000a) describe a branch-and-bound
procedure that reduces the set of all feasible solutions by successively
scheduling activities. The overall logic of the procedure can easily be
extended to cope with generalised precedence relations involving both
minimal and maximal time-lags.

Each node of the enumeration tree represents a partial schedule. The
children of a node are obtained by scheduling an unscheduled activity i at
one of its feasible start times derived from the classical forward-
backward critical path calculations. If there exist more than one unscheduled
activity, the activity with minimum total float is chosen, where ties are
broken on the basis of increasing activity numbers.

In order to determine the node to be branched from, a combined depth-
first- and least-lower-bound-search is used. After each branching step the
node with the smallest lower bound among all newly generated nodes is
investigated. Whenever a node can be fathomed, all its brothers can.

A node is fathomed whenever its lower bound is greater than or equal to
the current upper bound. The initial upper bound is computed by evaluating
the for the earliest start schedule. The lower bound used is a
workload-based lower bound that depends on the underlying objective
function. We know from our discussion in Section 4.2.1 in Chapter 6 that for
a given project deadline an activity i should be in progress during its so-
called unavoidable time interval or core time We also remember
that Neumann and Zimmermann (1999) define a near-critical activity as an
activity i with duration for which the total float It is easy to

see that exactly if activity i is critical or near-critical.
Consider now a partial schedule containing the set of activities The
earliest start time of unscheduled activity is

where is the scheduled start time of

activity i and is the longest path length from i to j in the project network

provided that j can be reached from if this is not the case). The

Chapter 7

3.3 Branch-and-bound
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latest allowable start time of activity j is

If activity is to be scheduled we should take into account both the

critical and the near-critical activities. So for any activity to be

scheduled, the set of activities that must be in progress in period t

given the partial schedule is for

Then is the smallest number of resource units of

type k (k=1,2,...,m) used in period t for the activities The

matrix U’ with elements is called the resource

utilisation matrix for the partial schedule. Let be the

corresponding cost in terms of the objectives [7.11]-[7.14]. The additional
cost when activity is scheduled at start time is

where matrix U" is given by if

otherwise, for

Let such that for all

By scheduling each activity at a start time that

minimises (inspired by the Burgess and Killebrew logic) we obtain the

resource profiles Since there are no two activities that can be

simultaneously in progress, it follows that for all schedules W and

Let be the set of unscheduled activities after the previous

step and let be the remaining workload of the activities

where for each near-critical activity      and

otherwise. The workload is taken into consideration by

successively increasing the resource profiles times by one unit in

periods for which it holds that The resulting resource

profiles are denoted by and the corresponding resource utilisation matrix

is denoted by It holds that for all schedules W and

As a result, is a lower bound on the optimal



In the previous section, the resource levelling problem was considered in
which it was the objective to schedule the activities in a project such that the
resource use over time was as level as possible. The topic of this section is
very much related: the resource availability cost problem (often abbreviated
as RACP) consists of scheduling the activities in a project such that the total
cost of acquiring the necessary resources is minimised, assuming that a
resource (whether it is used or not) is assigned to the project for the total
project duration. The RACP can be formulated conceptually as follows:

4.1 Problem formulation

4. THE RESOURCE AVAILABILITY COST
PROBLEM

objective function value. Zimmermann and Engelhardt (1998) provide
details for the computation of lower bounds for the other objective functions
[7.15]-[7.19].

Obviously, the performance of this type of branch-and-bound procedure
heavily depends on the size of the time intervals and hence on
the project deadline.

The authors report on computational results on 270 instances with
generalised precedence relations. The set contains problem instances with
10, 15 and 20 activities and 1, 3 and 5 different resources. The project
deadline is set to 1.1 times the length of the longest path in the network.
Using a CPU-time limit of 10 seconds, some 34.4% of the instances could be
solved on a 200 MHz machine. Extending the time limit to 100 seconds, this
percentage went up to 63.3%.
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In this formulation, represents a discrete, non-decreasing resource
cost function that could take any form (linear, concave, convex, ...). In the

subject to



In previous research Demeulemeester (1992) and Demeulemeester and
Herroelen (1992) have offered an effective depth-first branch-and-bound
algorithm for the RCPSP (see Section 2.2.3 in Chapter 6 of this book).
Basically, the procedure provides an answer to the following question: Given
the project data and the resource availabilities, what is the shortest project
length that can be obtained such that no precedence or resource constraints
are violated? A typical characteristic of the solution methodology used is the
fact that the search procedure is started with a high value (infinity) for the
upper bound on the objective value. The search space is then restricted to all
solutions that have an objective value that is strictly lower than the current
upper bound. Each time a feasible solution is found (with an objective value
that is necessarily smaller than the current upper bound), the upper bound is
immediately updated to the value of the objective function for this solution.
The search is then continued with a more restricted search space, containing
all solutions with a project length that is at least one time unit smaller than
the current upper bound, until all possible solutions have been considered,
either explicitly or implicitly. Thus, the upper bound directly determines the
magnitude of the search space.

Based on the solution procedure for the RCPSP an effective procedure
can be constructed for solving the corresponding recognition or decision
problem: Given the project data, the resource availabilities and a deadline
for the project, does there exist a solution with a project length that does not
exceed the deadline of the project and for which none of the precedence or
resource constraints is violated? In order to find a yes/no answer to this
question, one can make use of the upper bound to restrict the search space.
Initialising the upper bound to a value that is one unit above the deadline

4.2 Solution methodology

classification scheme of Herroelen et al. (1998 b,c,d) the RACP can be
denoted as

Möhring (1984) was the first author to study the RACP. His solution
method is based on a solution procedure developed by Radermacher (1985)
for the RCPSP. The author shows that the optimum is determined for all
possible resource availabilities and costs by certain sets of "feasible" partial
orders which extend the precedence relations and respect the given time limit
on the project length. He characterises the least such sets and offers a
solution procedure based on graph theoretical algorithms for comparability
graph and interval graph recognition and orientation. A second author who
has worked on the resource availability cost problem is Demeulemeester
(1995). His procedure will be described in the sequel of this section.
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Basically two strategies exist for determining the cheapest resource
availability levels for a project. The maximum bounding strategy starts with
ample resource units of each type and reduces the resource availability
whenever a solution is found that schedules the project within the allowed
project duration. The advantage of this solution strategy is the fact that a
feasible solution is obtained almost immediately, and can be improved very
quickly. The procedure, however, has a serious disadvantage: as soon as it is
no longer possible to reduce the resource availability, there is no guarantee
that the solution that was found is indeed optimal. Therefore a laborious
search would have to be started in order to verify the optimality of this
solution or eventually find an improved solution. For that reason a minimum
bounding strategy is advocated.

The minimum bounding strategy starts by determining the minimum
resource availabilities required for the different resource types. These are
derived from the solution of resource-constrained project scheduling
decision problems (RCPSDPs), either with a single resource type or with
two resource types (for all other resource types the availability is assumed to
be infinite). Based on the solutions to these problems, so-called efficient
points are defined, which delimit the solution space of all possible
combinations of resource availabilities that are not eliminated by solving the

4.3.1 General strategy

4.3 Search strategy

(this upper bound is no longer an upper bound in the traditional sense of the
word as it does not necessarily correspond with the length of a feasible
schedule), we restrict the search space to that set of all feasible solutions for
which the project length is smaller than or equal to the deadline. As soon as
a feasible solution is found during the search process, the decision problem
can be given a positive answer. However, if no feasible solution can be
found in the search space, the answer is negative.

In the resource availability cost problem a deadline is specified and the
objective is to determine the cheapest resource availability amounts for
which a feasible solution exists that does not violate the project deadline.
The solution approach of Demeulemeester (1995) involves the iterative
solution of decision problems with different resource availabilities.
However, in order to find the optimal solution, the order in which the search
strategy solves the various decision problems is very important. The search
strategy that was proposed by Demeulemeester (1995) will be explained in
the next section.
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In order to clarify the minimum bounding strategy a simple example will
be used with two resource types and a specified maximal project length. The
assumption will be made that the total resource availability cost is given by
the following non-decreasing function of the resource availabilities:

where and denote the availabilities of resource
types 1 and 2, respectively. Initially the solution space corresponds to the
quadrant that is lying above the and to the right of the (see
Figure 155).

The solution space can be narrowed by calculating the maximal resource
requirement over all activities for any resource type. Assuming that the
maximal resource requirement by any activity is two for the first resource
type and two for the second resource type, two new boundaries of the
solution space are introduced: line A indicates that every point in the
solution space should have a resource availability of at least two units for the
first resource type, while line B signifies that at least two units of the second
resource type are required. Any resource combination that falls below one of
these boundaries would not be able to even schedule the single activity that
requires two units of either type 1 or type 2. It is possible to strengthen these
boundaries by solving RCPSDPs with a single resource type. Assuming that
no feasible project schedule can be found with a length that is smaller than

4.3.2 Graphical example

RCPSDPs with one or two resource types. A point i with resource
availabilities is defined to be an efficient point if no other point j
with resource availabilities exists in the solution space such that all

These efficient points being defined for the problem at hand, one tries to
solve the RCPSDP that corresponds with the cheapest efficient point (which
also is the cheapest point of the entire solution space as no point in the
solution space has a resource availability cost that is smaller than the cost of
the cheapest efficient point). If no feasible solution can be found with these
resource availabilities, this efficient point is cut from the solution space and
new efficient points are defined for which the resource availability for one
resource type is one unit higher. Next, the search is continued by trying to
solve the RCPSDP that corresponds with the currently cheapest efficient
point. This process is repeated until a feasible solution is found for the first
time (the project is scheduled within the deadline and no resource
availabilities are violated at any time during the project duration). The
resource availabilities that correspond with the efficient point for which the
first feasible solution is found constitute the optimal solution.
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This is where the notion of an efficient point comes in. The solution
space, lying to the right of line C and above line B, can also be characterised
by one point, namely point with co-ordinates (3,2) and a resource
availability cost of 9 (= 3 + 3 * 2). All other points in the solution space have
a higher resource availability (i.e., the resource availability for at least one
resource type is higher, while no other resource availability is lower) than
this efficient point.

By definition of an efficient point, there will always be at least one
efficient point that is lying on the highest isocost curve (a curve that is
connecting all points with an equal resource availability cost) that is tangent
to the solution space. In Figure 155 point is lying on isocost curve D
which connects all combinations of resource availabilities with a total
resource availability cost of 9. Now the branch-and-bound solution
procedure for the RCPSDP is called iteratively for the cheapest efficient
point until a feasible schedule is found, which then yields the optimal
solution to the overall problem. Assuming that no feasible solution can be
found for point this point is cut from the solution space and two new
efficient points are defined: point with co-ordinates (4,2) and a resource
availability cost of 10 and point with co-ordinates (3,3) and a cost of 12.

or equal to the project deadline when two units are available of the first
resource type (and infinitely many of the second resource type) and
assuming that such a feasible schedule can be found when three units are
available of the first resource type, boundary C can be introduced, indicating
that no feasible solution to the decision problem can be found with a
resource availability for resource type 1 of less than 3 units. Assuming that a
feasible schedule can be found when two units of the second resource type
are available, no new boundary is introduced.
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Before explaining the solution procedure for the RACP in some detail,
three data structures need to be explained: the partial efficient sets the
set EP of efficient points and the efficient set ES. The partial efficient sets

for every resource type k different from 1 are sets of tuples, consisting
of two elements. Each tuple specifies the minimum number of resource units
of resource type k (second element) needed when only units are available
for the first resource type (where is found as the first element). The set EP
of efficient points contains all values of for which a tuple was added to
one of the partial efficient sets The efficient set ES is a list of tuples,
consisting of two elements: the first element specifies the resource
availabilities that correspond to an efficient point, while the second element
constitutes the added cost of acquiring the resource availabilities, specified
in the first element. Throughout the solution procedure the efficient set ES
remains ordered on the basis of non-decreasing cost.

The solution procedure calls on a number of procedures which are
described below (these procedures are denoted in bold whenever they appear
in the formal description of the solution procedure):

a) rcps (): This procedure calls the branch-and-bound solution procedure
for the RCPSDP with the upper bound on the project length being initialised
to one time unit above the project deadline This procedure returns a value
of 1 as soon as it finds a feasible solution (i.e., the project can be scheduled
within the project deadline) and a value of 0 if no feasible solution is found.

b) update This procedure detects if there already exists a tuple in
for which the first element has the same value as If this is the case,

the second element in that tuple is replaced with the value of Otherwise, a
new tuple is added to with as the value of the first element and as
the value of the second element.

c) update EP: This procedure checks whether in the set EP of efficient
points an element with the current value of exists. If not, such an element
is added.

d) determine This procedure looks for that tuple in the partial efficient
set for which the first element is the greatest element that is smaller
than or equal to Assign the value of the second element in that tuple to

4.3.3 Solution procedure

Now the RCPSDP is solved for point if no feasible schedule exists for
this point (which is assumed for the sake of simplicity), point is cut from
the solution space and one new efficient point is introduced, namely point
with co-ordinates (5,2) and a cost of 11 (the point with co-ordinates (4,3) and
a cost of 13 cannot be considered as an efficient point as it has a higher
resource availability than point which still is an efficient point).
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e) add element to ES: This procedure specifies that if no element with the
same resource availabilities already belongs to ES and if no other element in
ES dominates the current element, such an element is inserted into the list in
the correct place. Otherwise, no element is inserted into ES.

f) restore availabilities: To restore the availabilities means that the values
of for each resource type k are given the values of the first element in the
currently used tuple of the efficient set ES.

The basic procedures being defined, the five steps of the solution
procedure can be formally described. The pseudocode of the procedure
looks as follows (the symbols ’{’and ’}’ respectively denote the start and end
of an iteration or a selection):

FOR EACH resource type k = 1,..,m {
FOR EACH resource type j = 1,..,m

sol = 0;
WHILE sol equals 0 {

sol = rcps ();
IF sol equals 0

}
}

EP is empty;
FOR EACH resource type k = 2,..,m {

FOR EACH resource type j = 2,..,m

sol = 0;
WHILE sol equals 0 {

sol = rcps ();
IF sol equals 0

}
update
update EP;

FOR EACH resource type k = 1,..,m1)

2)

3)
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WHILE
IF rcps () equals 1 {

update
update EP;

}
ELSE

}
}

FOR EACH element in ES (in order) {
restore availabilities;
IF rcps () equals 1

STOP with optimal solution;
ELSE{

FOR EACH resource type k = 1,..,m{
restore availabilities;

add element to ES;
}

}
}

ES is empty;
FOR EACH element in EP {

FOR EACH resource type k = 2,..,m
determine

add element to ES;
}

4)

5)

4.3.4 A numerical example for the RACP

In order to demonstrate the solution strategy that was described in the
previous section, it will be applied on Patterson problem number 72. This
problem instance appears to be the most difficult resource-constrained
project scheduling problem of the Patterson set of test problems (Patterson
(1984)) as experienced by the branch-and-bound procedure of
Demeulemeester and Herroelen (1992). The problem instance has resource
availabilities of 10, 10 and 7 for the three resource types and an optimal



In order to obtain the efficient set, the remaining partial efficient set has
to be determined by solving decision problems involving two resource types,
where the first and the third resource type are taken into consideration (the
resource availability of the second resource type is assumed to be infinite).
Assuming a resource availability of 7 units for the first resource type, an
availability of 8 units is required for the third resource type in order to find a

type 1: 7, type 2: 8
type 1: 8, type 2: 7
type 1: 10, type 2: 6

3) In order to determine the efficient points several two resource type
problems have to be solved. First, the resource availability of the third
resource type will be assumed to be infinite. Assuming a resource
availability of 7 for the first resource type, at least 8 units of the second
resource type need to be available in order to find a schedule length of 41 or
less (no such schedule exists when 7 units are available for the first resource
type and 6 or 7 units are available for the second resource type). Increasing
the resource availability of the first resource type to 8, a schedule length of
41 can be found when 7 units of the second resource type are available, but
not when only 6 units of that type are available. No feasible solution can be
obtained either with 9 units available of the first resource type and 6 units of
the second resource type. However, a schedule length of 41 or less can be
obtained when 10 units are available of the first resource type and 6 of the
second resource type. Therefore the following partial efficient set is built for
resource type 2 during this step:

2) Solving single resource problems (the availability of the other resource
types is assumed to be infinite) one can determine that at least 7 units are
needed for the first resource type (no feasible solution of 41 time units or
less is found when 5 or 6 units are available for this resource type), 6 for the
second resource type and 7 for the last resource type (no solution of 41 time
units or less exists if only 6 units of the third resource type are available).

schedule length of 41 (the third resource type clearly acts as a bottleneck).
Assuming equal costs for every resource type (the unit capacity assignment
cost for every resource unit is assumed to be equal to 1), this schedule has a
cost of 10 + 10 + 7 = 27.

Assuming that a project deadline of 41 time units is specified, the optimal
capacity assignment solution for this problem is computed as follows:

1) The maximal resource requirements for the three resource types by
any of the activities in the project are 5, 6 and 6.
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As a project length of 40 is found for this problem when resource
availabilities of 8, 7 and 8 are considered, this solution also solves the
resource availability cost problem for this project with a deadline of 40.
Assuming an equal unit cost for the different resource types, a schedule
length of 34 can be found for this project at a cost (26) which is lower than
the original cost of the (difficult) resource-constrained problem, which is 27.
This fact clearly indicates the practical value of the ability to solve the

5) Arbitrarily selecting one of the elements of this efficient set, the one
with a resource availability of 10, 6 and 7 is selected. No feasible solution of
41 or less can be found with these availabilities and therefore three new
elements are added to the efficient set, each having a cost of 24, namely the
elements 11/6/7, 10/7/7 and 10/6/8. Now a new element is selected from the
efficient set, having a cost that is not greater than any other point in the list.
In this case the element with resource availabilities of 9, 7 and 7 is chosen.
As no feasible project length of 41 or less can be found for this case, the
elements 9/8/7 and 9/7/8 are added to the efficient set, both having a cost of
24. The element 10/7/7 is not added to the efficient set as there already exists
such an element in the set. Selecting the next element from the efficient set
(with resource availabilities of 8, 7 and 8), a feasible project length of 40 can
be found, indicating that an optimal solution to the resource availability cost
problem has been found.

type 1: 10, type 2: 6, type 3: 7, cost = 23
type 1: 9, type 2: 7, type 3: 7, cost = 23
type 1: 8, type 2: 7, type 3: 8, cost = 23
type 1: 7, type 2: 8, type 3: 8, cost = 23

4) The set EP of efficient points contains the elements 7, 8, 9 and 10.
Combining the two partial efficient sets, the following efficient set ES can be
built:

type 1: 7, type 3: 8
type 1: 9, type 3: 7

schedule length of 41 (no solution can be found when 7 units are available
for the third resource type). No feasible solution exists when 8 units are
available for the first resource type and 7 for the third resource type, but one
can be found when 9 units of the first resource type and 7 units of the third
resource type are available. Therefore the partial efficient set for resource
type 3 consists of the following elements:
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resource availability cost problem efficiently. The next section on
computational experience will report the computation times that are needed
to solve different instances of the RACP.

The solution procedure described above finds the optimal solution to the
RACP with three or more resource types. For problems with only one
resource type, only steps 1 and 2 need to be performed in order to obtain the
optimal solution. For problems with two resource types, the solution
procedure starts by applying steps 1 and 2. Then one element is added to the
efficient set ES, for which the resource availabilities correspond to the
values that were computed in step 2 and for which the resource availability
cost is obtained by using these resource availabilities. A simple application
of step 5 then yields the optimal solution.

In Sections 1 and 2 of this chapter effective depth-first branch-and-bound
procedures for extensions of the basic RCPSP are described. The decision
versions of the procedures for optimally solving the GRCPSP, the RCPSP-
GPR and the PRCPSP can be called by the search procedure of Section 4.3.3
in order to solve the corresponding extensions of the RACP. Some
computational experience gained with these procedures is described in
Demeulemeester (1992).

4.3.5 Computational experience

The search strategy that was described in Section 4.3.3 has been
programmed in Turbo C® Version 2.0. All computation times in this
section were obtained by running the program under DOS on an IBM PS/2
personal computer with an Intel 486 processor, running at 25 MHz.

4.3.5.1 The adapted Patterson problem set
In order to test the solution procedure of Section 4.3.3 the Patterson

problem set was adapted in two ways. First, the time limit on the project
length for each project was assigned the value of the optimal solution to the
corresponding RCPSP. Secondly, the discrete, non-decreasing resource
availability cost function for each resource type was specified by
determining a per unit resource availability cost for each resource type. Two
different problem sets were defined. In the first set (indicated with "3/2/1" in
Table 35) the unit cost for the last resource type was assumed to be 1, while
the last but one resource type (if it was specified) had a unit cost of 2. For
the problems with three resource types (most problems in the Patterson test
problem set are of that type), the first resource type had a unit availability
cost of 3. In the second problem set (indicated with "random" in Table 35)
the unit availability cost for each resource type was determined by drawing
random numbers from a uniform distribution in the range from 1 to 20. The
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computational results obtained on these two problem sets are presented in
Table 35.

For the first problem set the optimal solution was found in an average
computation time of 0.55 seconds. Comparing the optimal resource
availability costs with the availability cost for the resource availabilities in
the original RCPSP instance, an identical cost was found for only 40 out of
the 110 problems. Thus, for 70 out of the 110 Patterson problems the optimal
project length to the RCPSP could be obtained with a resource availability
cost that is lower than the cost that was incurred if the original resource
availabilities were used. The relative cost for the 110 problems (i.e., the sum
of the optimal availability costs over all 110 problems as a percentage of the
sum of the costs of the original resource availabilities for these 110
problems) amounted to 95.32 %: almost 5 % of the cost could be saved on
average by applying the algorithm. In order to obtain the optimal solution to
all 110 problems, 2348 RCPSDPs were solved: 1391 of these problems
required the manipulation of a single resource type (the resource availability
of the other resource types was assumed to be infinite), 789 problems were
solved involving two resource types, while only 168 problems needed to be
solved where all three resource types were considered.

The average solution time for optimally solving the second problem set
amounted to 0.57 seconds. In this set there are 74 problems for which the
optimal cost is lower than the resource availability cost for the original
problem instance, while the relative cost for this problem set amounts to
94.53 %. In order to solve these 110 problems, 2435 RCPSDPs had to be
solved. Again 1391 single resource problems and 789 problems with two
resource types had to be solved (these numbers are unchanged as they do not
depend on the unit cost for each resource type). However, 255 RCPSDPs
with three resource types had to be solved. From the results in Table 35, it
should be clear to the reader that the solution procedure is relatively
insensitive to the cost constellation.



It is apparent from Table 36 that the average computation time as well as
the standard deviation of the computation time are increasing functions of
the number of resource types. This is not so much caused by the fact that
solving the RCPSDPs individually took more time, but it is mainly due to
the increasing number of efficient points that had to be evaluated. From three
resource types on, a unit increase in the number of resource types caused an
almost tenfold increase in the average number of evaluated efficient points.
Table 36 also reveals that an increase in the number of resource types from
one to six does not lead to an equally dramatic increase in the number of
RCPSDPs with one or two resource types. A total of six resource types
seems to be the maximum that this procedure can handle. All problems with
five resource types were solved optimally within 90 seconds, while one of

4.3.5.2 The influence of the number of resource types
In this section, an experiment will be described that was conducted in

order to evaluate the impact of the number of resource types on the
efficiency of the solution procedure. Ten different projects were generated
by ProGen (Kolisch et al. (1995)) with the number of non-dummy activities
in the range from 15 to 20. Each activity had a duration between 1 and 10
time units and had resource requirements between 1 and 10 units for each of
the six resource types. Each project had two or three start and end activities
and all activities had at most two predecessors or successors. The complexity
(arcs over nodes) of the projects was determined at a value of 1.5, the
resource factor and resource strength (for definitions, see Kolisch et al.
(1995)) were set to 1 and 0.4, respectively, and the seed value was 1. Each
project was assigned a deadline that was equal to the value of the optimal
solution to the corresponding RCPSP and the original resource availabilities
were used as the unit cost of the corresponding resource type. Each of the 10
projects was solved six times, starting with the first resource type only and
then each time adding the next resource type. The results of this experiment
can be found in Table 36.
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In Section 1 of Chapter 5, we have introduced the objective of
maximising the net present value (npv) of a project. As no resources were
introduced in that chapter, only the temporal analysis of the problem

was dealt with. In this section, we will consider the problem
where one tries to maximise the net present value in project networks with
zero-lag finish-start precedence constraints and renewable resource
constraints (problem also known as the RCPSPDC, i.e.
the resource-constrained project scheduling problem with discounted cash
flows). Exact algorithms for the RCPSPDC (or for a variant of this problem)
have been presented by Doersch and Patterson (1977), Smith-Daniels and
Smith-Daniels (1987), Patterson et al. (1989, 1990), Baroum (1992), Yang et
al. (1993), Icmeli and Erengüç (1996), Baroum and Patterson (1999) and
Vanhoucke et al. (2001c). Heuristic approaches have been presented by
Russell (1986), Smith-Daniels and Aquilano (1987), Padman and Smith-
Daniels (1993), Padman et al. (1997), Icmeli and Erengüç (1994), Yang and
Patterson (1995), Ulusoy and Özdamar (1995), Baroum and Patterson
(1996), Pinder and Marucheck (1996), Dayanand and Padman (1997),
Smith-Daniels et al. (1996), Zhu and Padman (1996,1997), Sepil and Ortaç.
(1997) and Özdamar et al. (1998). Extensions of the RCPSPDC to the case
with generalised precedence constraints (problem also
known as the RCPSPDC-GPR, i.e. the resource-constrained project
scheduling problem with discounted cash flows and generalised precedence
relations) are solved by De Reyck and Herroelen (1998b) and Neumann and
Zimmermann (2000a,b). In Section 5.1, we will first describe the recent
procedure of Vanhoucke et al. (2001c) for the RCPSPDC. This procedure is
based on the concept of minimal delaying alternatives that was introduced by
Demeulemeester and Herroelen (1992, 1997a) and of additional precedence
relations to resolve resource conflicts as described by Icmeli and Erengüç,
(1996). In Section 5.2, we will describe the necessary adaptations that are
needed to solve the RCPSP-GPR.

THE RESOURCE-CONSTRAINED PROJECT
SCHEDULING PROBLEM WITH DISCOUNTED
CASHFLOWS

5.

the problems with six resource types took close to 25 minutes. Solving the
same project networks with seven resource types would probably take
prohibitively long.
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5.1.2.1 Description of the branch-and-bound logic
In this section the branch-and-bound procedure of Vanhoucke et al.

(2001c) will be described. This solution procedure is based on the
knowledge that an optimal solution to the unconstrained max-npv problem

5.1.2 A branch-and-bound algorithm for the RCPSPDC

This formulation is identical to the one that is described in Eq. [5.16]-
[5.20], except for Eq. [7.27] which introduces the resource constraints. In the
formulation S(t) denotes the set of activities that are in progress in period
]t-1,t]. This linear program, however, cannot be solved directly because of
this definition of the set S(t). The linear programming based approaches that
are explained in Section 2.1 of Chapter 6 demonstrate different ways in
which these resource constraints can be specified in a correct and solvable
form.

subject to

The RCPSPDC differs from the (unconstrained) max-npv problem in the
use of resources for the different activities. There are m renewable resources
with constant availability Let denote
the resource requirements of activity i with respect to resource type k. The
deterministic resource-constrained project scheduling problem with
discounted cash flows involves the scheduling of the project activities in
order to maximise the net present value subject to the precedence and
resource constraints. The RCPSPDC can be conceptually formulated as
follows:

5.1 The deterministic RCPSPDC

5.1.1 Problem formulation
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constitutes an upper bound on any feasible solution for the resource-
constrained version of the problem. To that purpose, the exact recursive
procedure that is described in Section 2.1.2 of Chapter 5 will be used in
order to determine the optimal schedule for the unconstrained problem. If the
solution obtained by the recursive search procedure is resource feasible, we
have found the optimal solution for the RCPSPDC and the procedure
terminates. If, however, the solution shows a resource conflict, we branch
into the next level of the branch-and-bound tree to generate a set of minimal
delaying alternatives (see Section 2.2.3 of Chapter 6 for an explanation of
this concept which was first defined for the optimal solution of the RCPSP).

Icmeli and Erengüç. (1996), however, have shown that in the case of the
RCPSPDC it is not sufficient to delay these minimal delaying alternatives by
introducing additional precedence relations between the earliest finishing
activity that is in progress at the time of the resource conflict and that
doesn’t belong to the minimal delaying alternative on the one hand and the
activities of the minimal delaying alternative on the other hand. In order to
correctly calculate the optimal solution for the RCPSPDC, one has to
consider all possible precedence relations between any activity that is in
progress at the time of the resource conflict and that does not belong to the
minimal delaying alternative on the one hand and the activities of the
minimal delaying alternative on the other hand. These added precedence
relations for every minimal delaying alternative were called delaying modes
by De Reyck and Herroelen (1998a). If, for example, activities 1, 2 and 3
cause a resource conflict and the delaying set contains two minimal delaying
alternatives, i.e. the delaying set DS = {{1,2},{3}}, then the three different
delaying modes are (i.e., the precedence relations ‘3 before 1’ and
‘3 before 2’ are considered in one node of the branch-and-bound tree),

and
Each delaying mode corresponds to one node in the branch-and-bound

tree which will be further explored during the branching process. The node
with the largest upper bound (as determined by the exact recursive procedure
for the unconstrained max-npv problem) is selected for further exploration.
If, on the one hand, the upper bound of a node corresponds to a solution
which is resource feasible, we update the lower bound of the project
(initially set to and explore the next delaying mode at this level. If, on
the other hand, the node does not correspond with a resource feasible
solution and the upper bound of that node is lower than or equal to the
current lower bound, the procedure fathoms this node and backtracks to the
previous level of the search tree. Otherwise, if the node does not correspond
with a resource feasible solution and the upper bound is greater than the
current lower bound, the algorithm generates a new set of delaying modes at
the next level of the tree. If there are no delaying modes left unexplored, the
procedure backtracks and proceeds in the same way at the previous level.
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Since the detection of a dominated subset goes much faster than the
calculation of an upper bound, it is advisable to first check if a node can be
dominated by a previously examined node. Only if the node cannot be
fathomed due to the subset dominance rule, does the algorithm calculate an
upper bound using the recursive procedure for the unconstrained max-npv
problem. De Reyck and Herroelen (1998a) have described the way in which
the information that is needed to test this dominance rule is saved on a stack.
When the procedure backtracks to a node at level p, all the required
information for dominance testing which has been saved at level p + 1 will
be removed from the stack and the added precedence relations of that node
will be saved on the stack. In doing so, only the necessary information is
saved on the stack while the superfluous information is removed again and
again. Clearly, as mentioned earlier, a node can also be fathomed when its
upper bound is lower than or equal to the current lower bound or when its

Subset dominance rule: If the set of added precedence constraints
which leads to the project network in node x contains as a subset another set
of precedence constraints leading to the project network in a previously
examined node y in another branch of the search tree, node x can be
fathomed.

5.1.2.2 Node fathoming rule
Essentially, each node in the branch-and-bound tree represents the initial

project network extended with a set of zero-lag finish-start precedence
constraints to resolve resource conflicts. Therefore, it is quite possible that a
certain node represents a project network that has been examined earlier at
another node in the branch-and-bound tree. One way of checking whether
two nodes represent the same project network is to check the added
precedence constraints. If a node is encountered for which the set of added
precedence constraints is identical to the set of precedence constraints
associated with a previously examined node, the node can be fathomed.
Moreover, this fathoming rule can also be applied when the set of added
precedence constraints is a superset of the set of precedence constraints of a
previously examined node in the branch-and-bound tree. This observation
has led to the development of the subset dominance rule by De Reyck and
Herroelen (1998a) for the resource-constrained project scheduling problem
with generalised precedence relations (RCPSPDC-GPR). This subset
dominance rule can easily be applied on the RCPSPDC and can be
formulated as follows:

The algorithm stops when it backtracks to the level 0 of the branch-and-
bound tree.
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STEP 3. RESOURCE ANALYSIS
Do for each non-dominated delaying mode:

and

where denotes the union of all activities of the delaying

alternatives, i.e.

Delete all minimal delaying modes satisfying the subset dominance rule,
i.e. with y a previously examined
node in the branch-and-bound tree;

Compute for each non-dominated delaying mode an upper bound ub on
the npv using the recursive solution procedure of Section 2.1.2 in
Chapter 5;

Delete all minimal delaying modes for which

STEP 2.  MINIMAL DELAYING ALTERNATIVES

Increase the level of the branch-and-bound tree: p=p+ 1;
Determine the minimal delaying set DS (which contains the minimal
delaying alternatives DA) and its corresponding set MS of delaying

modes: and and

STEP 1. INITIALISATION

Let be the lower bound on the net present value of the project;
Initialise the level of the branch-and-bound tree: p = 0;
Relax the problem and compute an upper bound ub on the npv using the
recursive solution procedure of Section 2.1.2 in Chapter 5;

If this solution is resource feasible, i.e. for each period ]t-1,t] and

STOP.

5.1.2.3 The algorithm
When denotes the set of precedence constraints that were added in

node z (with respect to the original set of precedence constraints A) and x is
used to denote the current node in the branch-and-bound tree, the detailed
steps of the branch-and-bound algorithm can be written as follows:

solution is resource feasible. Of course, in the last case, the lower bound has
to be updated first.
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5.1.2.4 A numerical example for the RCPSPDC
In this section, we will demonstrate how to arrive at the optimal solution

for an RCPSPDC. The procedure will be illustrated on an example from the
Patterson set (Patterson (1984)). Consider the AoN project network given in
Figure 156. There are 7 activities (and two dummy activities) and one
resource type with a constant availability of 5. The number above the node
denotes the activity duration, while the numbers below the node denote the
cash flow and the resource requirements, respectively. The discount rate is
considered to be 0.01 and the project deadline equals 12.

Determine the first period in the optimal schedule in which a resource

conflict occurs, i.e. the first period ]t-1,t] for which

If there is no resource conflict, update lb = ub;

STEP 4. BRANCHING

If there are no delaying modes left at this level p with ub > lb, go to
STEP 5;
Select the delaying mode with the largest ub and add the
additional precedence relations, i.e.
Go to STEP 2;

STEP 5. BACKTRACKING
Delete the additional precedence relations inserted at level p, i.e.

Decrease the level of the branch-and-bound tree: p = p — 1;
If the branching level p > 0, go to STEP 4, else STOP.
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The branch-and-bound tree for the example is given in Figure 157. The
number in bold denotes the number of the node in the search tree, while the
two other lines denote the additional precedence relations and the upper
bound obtained by the recursive search algorithm, respectively. At the initial
level p = 0, the npv-value of the optimal solution obtained by the recursive
procedure is ub = -441.96 with finishing times

and Since activities 2,4 and 6 cause a resource conflict
at time instant 7, the minimal delaying set at the next level of the branch-
and-bound tree has to be determined: DS = {{2,4},{6}}. As a result, three
delaying modes (with four additional precedence relations) are defined,
corresponding to the three new nodes 2,3 and 4 at level p=1 . For each node
an upper bound is calculated. The delaying mode with the largest upper
bound is selected, i.e. node 2 with ub = -445.06 and finishing times

and Since in this schedule
activities 2 and 6 cause a resource conflict at time instant 7, the solution of
this node is not resource feasible. The delaying set DS = {{2},{6}} is
determined and two delaying modes are defined, corresponding to nodes 5
and 6 at level p = 2 of the branch-and-bound tree. Note that the solution of
node 6 is resource feasible: the current lower bound lb = -452.73 is updated.
Next, the delaying mode with the largest upper bound is explored, i.e. node 5
with ub = -445.98 and finishing times

and Since the resource requirements at time instant 7 exceed
the resource availabilities, the new delaying set DS = {{5 },{6}} is generated
and two delaying modes are defined, corresponding to nodes 7 and 8 at level
p = 3 of the search tree. Upon computing an upper bound for both nodes,
node 7 can be fathomed because the upper bound is lower than the lower
bound. Next, node 8 is considered for which the max-npv solution is not
resource feasible, since activities 5,7 and 8 have a resource requirement of 6
units at time instant 9. Since the delaying set DS = {{5},{7},{8}}, six new
nodes are generated at level p = 4 and the corresponding upper bounds are
computed. All nodes except node 11 can be fathomed. Node 11 is resource
feasible and its upper bound ub = -450.14 is greater than the lower bound
lb = -452.73, which makes it the best solution currently found: the lower
bound lb = -450.14 can be updated. Since there are no nodes left unexamined
at level p = 4, the procedure backtracks until a level is reached that contains
at least one unexamined node. The procedure backtracks to level p = 1 and
selects the first unexamined node which has the largest upper bound, i.e.
node 3 at level 1. The algorithm continues this way until it returns at the
initial node at level 0. Notice that no upper bound is computed in node 17,
because it is fathomed by node 2 due to the subset dominance rule. This
subset dominance is denoted by in Figure 157. The optimal solution of



The resource profile of the optimal solution is given in Figure 158.
Project execution starts at time instant 3 and terminates at time instant 12.
The observation can be made that the resulting project length of 9 time units
does not correspond to the optimal solution under the makespan objective,
which yields a makespan of 8 (a nice exercise to rehearse the material of the
previous chapter).

the example has a net present value of -450.14 as given in node 11 of Figure
157.
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The branch-and-bound algorithm of Vanhoucke et al. (2001c) for the
RCPSPDC has been coded in Visual C++ Version 6.0 under Windows 2000
on a Dell personal computer (Pentium III, 800 MHz processor). In order to
validate the branch-and-bound algorithm for the RCPSPDC, a problem set
consisting of 47,520 problem instances was generated using the ProGen/Max
network generator (Schwindt (1995)). Table 37 represents the parameter
settings used to generate the test instances for the RCPSPDC. The
parameters used in the full factorial experiment are indicated in bold. 4,752
problem classes are obtained, each consisting of 10 instances and thus a total
of 47,520 problem instances are tested. The problem set was extended with
cash flows, a discount rate and a project deadline The project deadlines
for the problem instances were generated as follows. After solving the
different test instances with the procedure of Demeulemeester and Herroelen
(1997a) to obtain the minimal makespan, the project deadline was
generated by increasing the minimal makespan with a number as described
in the last row of Table 37.

5.1.3 Computational experience for the RCPSPDC
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Table 38 represents the average CPU-time and its standard deviation in
seconds for a different number of activities with a time limit of 100 seconds.
Figure 159 displays the number of problems solved to optimality for a
different number of activities and allowed CPU-time. Clearly, the number of
activities has a significant effect on the average CPU-time and on the
number of problems solved to optimality. All problems with 10 activities can
be solved to optimality within 1 second of CPU-time. For problems
containing 20 activities, 83.8% of the problems can be solved to optimality
when the allowed CPU-time is 1 second, whereas 97.4% of the problems can
be optimally solved when the time limit is 100 seconds (with an average
CPU-time of 4.316 seconds). For problems with 30 activities, 56.2% of the
problems can be solved within 1 second of CPU-time whereas 63.2% of the
problems can be solved to optimality when the allowed CPU-time is 100
seconds (with an average CPU-time of 27.651 seconds).
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The effect of the order strength OS on the number of problems solved to
optimality is displayed in Figure 160. Despite the fact that larger values for
the order strength yield harder max-npv instances (see Table 10 in Chapter
5), the order strength has a negative correlation with the hardness of the



RCPSPDC, i.e. the larger the order strength, the easier the problem. This
means that the negative correlation between the order strength and the
number of nodes in the branch-and-bound tree is stronger than the positive
correlation between the order strength and the time spent per node (in order
to solve the max-npv problem). De Reyck and Herroelen (1998a) have made
a similar observation.
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Figures 161 and 162 display the effect of the resource factor (RF) and the
resource strength (RS ), respectively, on the number of problems solved to
optimality within an allocated CPU-time. The results confirm earlier results
already found by Kolisch et al. (1995) and De Reyck and Herroelen (1998a):
the larger the resource factor, the more difficult the instances, while the
opposite holds for the resource strength.

Figure 163 illustrates the effect of the cash flow distribution on the
average CPU-time with different project deadlines. It appears that, when the
project deadline is high enough, instances with few or many activities with a
negative cash flow are the most difficult to solve. This is due to the fact that
in these cases resource conflicts will occur very often. When there are both
activities with positive and negative cash flows, the chance that a resource
conflict occurs diminishes since the problem now contains activities
scheduled at the beginning of the project as well as activities scheduled close
to the deadline. Although the opposite effect has been observed for the max-
npv problem, the impact of the deadline on the resources seems to be much
stronger. Note that the table reveals that instances with 100% negative cash
flows are more difficult to solve than instances with 0% negative cash flows.
A possible reason is that the resource conflicts are solved by means of extra
precedence constraints, starting from the first resource conflict in the
schedule. This implies that, when all activities are scheduled as early as
possible within the precedence constraints (which is the case for the
instances with 0% negative cash flows), adding an extra precedence
constraints may solve more than one resource conflict, since the introduction
of this extra precedence constraints may lead to a shift of certain activities
towards the project deadline. However, if all activities are scheduled as late
as possible (for instances with 100% negative cash flows) then adding an
extra precedence constraint between two activities for solving the first
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resource conflict can only lead to a shift of some of the predecessor activities
towards the beginning of the project. Consequently, the probability that other
resource conflicts will be resolved by this new precedence constraint is much
smaller.

Table 39, which displays the average number of nodes and the
computational time for 7,920 problem instances with 20 activities (in fact,
those instances from Table 37 were chosen with 20 activities and k = 3 and
k = 6), reveals some interesting results. The table reveals that the subset
dominance rule (SDR) decreases the total CPU-time with approximately
29% (from 4.09 seconds to 2.91 seconds) and the number of created nodes



subject to

As we discussed in Section 1 of Chapter 5, Möhring et al. (2000a,b) have
shown that the project scheduling problem with start-time dependent costs is
equivalent to problem and can be solved in polynomial time.
Inspired by Christofides et al. (1987) who applied Lagrangean relaxation to
the classical resource-constrained project scheduling problem (problem

the same authors (Möhring et al. (2000b)) demonstrate that
the Lagrangean subproblem of the integer programming formulation of
problem also specifies a project scheduling problem with
start-time dependent costs.

Using decision variables to denote that activity i is started at time t

and otherwise and using non-negative Lagrangean multipliers
the Lagrangean subproblem can be obtained by

dualising the resource constraints (see also Christofides et al. (1987), Kimms
(2001), Neumann et al. (2002)):

5.2 The deterministic RCPSPDC-GPR

A number of exact solution procedures for solving the resource-
constrained project scheduling problem under the max-npv objective in the
presence of generalised precedence relations (problem
often referred to as problem RCPSPDC-GPR) have been recently introduced
in the literature.

5.2.1 Lagrangean relaxation of the resource constraints

with approximately 36% (from 107,398 to 68,489). The time needed to
calculate the dominance rule only accounts for 13.07 % of the total CPU-
time. Secondly, it appears that the branch-and-bound procedure can handle
more than 20,000 nodes per second. Finally, the results also show that most
of the CPU-time is spent on the calculation of the upper bound.
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Branch-and-bound algorithms for problem have been
described by De Reyck (1998, Chapter 9), De Reyck and Herroelen (1998b),
Neumann and Zimmermann (2000b), Neumann et al. (2002) and
Zimmermann (2000).

The overall solution logic can be readily adapted from the logic of the
branch-and-bound procedure that was discussed earlier in this chapter in
Section 1.2 for solving problem and the procedure
discussed earlier in this chapter in Section 5.1.2 for solving problem

The overall logic of the branch-and-bound procedure goes as follows (see
also De Reyck and Herroelen (1998b)). Initially, a lower bound on the net
present value of the project is set to An initial upper bound on the net
present value of the project is computed by optimally solving the associated
max-npv problem in the absence of the resource constraints, i.e. problem

Any of the exact procedures discussed earlier in this text in
Chapter 5 as well as the Lagrangean relaxation logic of the previous section

5.2.2 Branch-and-bound

subject to [7.32]-[7.34]. As we already know from Section 1 in Chapter 5,
this formulation specifies a project scheduling problem with start-time
dependent costs which can be solved in polynomial time by minimum cut
calculations. Interestingly enough, for arbitrary multipliers the maximum
objective function value of [7.36] represents an upper bound on the net
present value of the project.

the Lagrangean subproblem can be rewritten as

and introduces weights

where V denotes the set of activities, denotes the set of time-lags,
denotes the length of the time-lag between two activities

denotes the duration of activity i, denotes the cash flow associated with

the completion time of activity i, denotes the discount rate, denotes

the per period requirement of activity i for renewable resource type
the availability of which is a constant If one omits the constant term
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can be used for that purpose. If the solution obtained is resource feasible, the
optimal solution for problem has been found and the
procedure terminates. If, however, the solution exhibits a resource conflict,
the procedure branches into the next level of the search tree to generate the
set of minimal delaying alternatives (the minimal set of activities, the delay
of which will resolve the conflict) and the associated delaying modes (the
precedence relations to be added in order to break the resource conflict)
according to the principles discussed earlier in this chapter in Section 1.2.
Each delaying mode corresponds with a node in the search tree. For each
node, an upper bound is computed by optimally solving the associated
problem The minimal delaying modes for which the upper
bound does not exceed the lower bound are deleted. The idea is to select the
node with the largest upper bound for further branching.

If the upper bound of a node corresponds to a resource feasible solution,
the lower bound is updated and the next delaying mode at this level of the
search tree is explored. If there are no delaying modes left unexplored, the
procedure backtracks to the previous level of the search tree. If the solution
of problem for a node does not yield a resource feasible
solution and the upper bound for that node is smaller than or equal to the
current lower bound, the node is fathomed and the procedure backtracks to
the previous level of the search tree. If the solution of problem
for a node reveals a resource conflict, and the upper bound exceeds the
current lower bound, the procedure generates a new set of delaying modes at
the next level of the search tree. The algorithm stops when it backtracks to
the first level of the search tree. The efficiency of the procedure can be
markedly improved by applying the subset dominance rule described earlier
in Section 5.1.2.2

De Reyck and Herroelen (1998b) report on extensive computational
experience obtained on more than 5,700 instances generated using
ProGen/max (Schwindt (1996)) with 10, 20, 30 and 50 activities, among
which 30% have negative associated cash flows. The results indicate that
problem is not inherently more difficult to solve than
problem 91% of the instances were solved to optimality
in an average CPU-time of 12 seconds on a Digital Venturis Pentium-60
computer.

Neumann et al. (2002) briefly report on computational experience with a
branch-and-bound algorithm that bases its upper bound computations on
primal and dual versions of a steepest ascent procedure for solving the
resource-unconstrained max-npv problems (see Section 2.3.3 of Chapter 5).
55.56% of the 50-activity instances generated using ProGen/max could be
solved to proven optimality on a 333MHz computer. For the 100-activity
instances this percentage dropped to 13.33%.
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6. THE RESOURCE-CONSTRAINED PROJECT
SCHEDULING PROBLEM UNDER THE
EARLINESS/TARDINESS OBJECTIVE

In Section 3 of Chapter 5, the objective of minimising the weighted
earliness-tardiness penalty costs also known as the min-
wet problem, i.e., the problem that minimises the weighted earliness-
tardiness costs) was introduced. There, a recursive search procedure was
presented that was capable of optimally solving the unconstrained version of
the related project scheduling problem. In this section, a branch-and-bound
algorithm will be presented that minimises the weighted earliness-tardiness
penalty costs in project networks subject to zero-lag finish-start precedence
constraints and renewable resource constraints
subsequently denoted as the RCPSPWET, i.e. the resource-constrained
project scheduling problem with weighted earliness-tardiness costs). The
solution procedure proposed in this section computes lower bounds using the
exact recursive search algorithm for the unconstrained version of the
problem that was described in Section 3 of Chapter 5. The branching
strategy resolves resource conflicts through the addition of extra precedence
relations, based on the concept of minimal delaying alternatives developed
by Demeulemeester and Herroelen (1992, 1997a) and further explored by
Icmeli and Erengüç (1996).

6.1 Problem formulation

The RCPSPWET differs from the min-wet problem in the use of
resources for the different activities. Using the symbols that were introduced
in Section 3.1.1 of Chapter 5, the RCPSPWET can be conceptually
formulated as follows:

subject to
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This formulation is identical to the one that is described in Eq. [5.40]-
[5.45], except for Eq. [7.42] which introduces the resource constraints. In the
formulation S(t) denotes the set of activities that are in progress in period
] t-1,t]. This linear program, however, cannot be solved directly because of
this definition of the set S(t). The linear programming based approaches that
are explained in Section 2.1 of Chapter 6 demonstrate different ways in
which these resource constraints can be specified in a correct and solvable
form.

6.2 A branch-and-bound algorithm for the RCPSPWET

6.2.1 Description of the branch-and-bound logic

In this section, the branch-and-bound procedure of Vanhoucke et al.
(2001b) will be described. This branch-and-bound algorithm for the
RCPSPWET (minimisation problem) differs only from the branch-and-
bound algorithm for the RCPSPDC (maximisation problem) in the
calculation of the bounds. It is clear that the optimal solution to the min-wet
problem provides a lower bound on the corresponding RCPSPWET (this is
quite similar to the fact that the optimal solution of the max-npv problem
provides an upper bound for the RCPSPDC). The branching strategy is
identical to the strategy of Section 5 and resolves resource conflicts through
the addition of extra precedence relations based on the concept of minimal
delaying alternatives developed by Demeulemeester and Herroelen (1992,
1997a) and further explored by Icmeli and Erengüç (1996). Moreover, the
same methodology can be applied for the RCPSPWET with respect to the
subset dominance rule in order to fathom nodes in the branch-and-bound
tree.

In this section, we demonstrate the computation of the optimal
RCPSPWET solution on a problem instance that is adapted from the
Patterson set (Patterson (1984)). The corresponding AoN project network is
shown in Figure 164 and is, apart from the additional data, identical to the
example network that was presented in Section 5.1.2.4 of this chapter. There
are 7 activities (and two dummy activities) and one resource type with an
availability of 5. The number above the node denotes the activity duration,
while the numbers below the node denote the due date, the unit penalty cost

6.2.2 A numerical example for the RCPSPWET
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(the unit earliness costs equals the unit tardiness costs) and the resource
requirements, respectively.

The branch-and-bound tree for the example is given in Figure 165. At the
initial level p = 0, the value of the optimal solution using the recursive
procedure is lb = 5 with finishing times

and Since there is a resource conflict at time instant 1 caused by
activities 2, 3 and 8, the minimal delaying set DS = {{2},{3},{8}} at the
next level of the branch-and-bound tree is determined. and 6 delaying modes
(with six additional precedence relations) are created, corresponding to the
six nodes at level p = 1. For each node a lower bound is computed by the
recursive procedure for the unconstrained weighted earliness-tardiness
project scheduling problem (the min-wet problem of Section 3 in Chapter 5).
Now the delaying mode with the smallest lower bound is selected, i.e. node
3 with lb = 15 and finishing times
and Activities 4, 6 and 8 cause a resource conflict at time instant 5 and
thus the minimal delaying set DS = {{4},{6}} is generated as well as 2
delaying modes corresponding to nodes 8 and 9 at level p = 2. The search
continues with the delaying mode with the smallest lower bound, i.e. node 8
with lb = 22 and finishing times and

Since the resource requirements at time instant 3 exceed the resource
availabilities, the solution of this node is not resource feasible either. Again,
the minimal delaying set DS = {{2},{6}} is generated as well as 2 delaying
modes, corresponding to nodes 10 and 11 at level p = 3. A lower bound is
calculated for both nodes. As the solution of node 10 is resource feasible, the
current upper bound is updated: ub = 27. Node 11 can be fathomed because
its lower bound is greater than the current upper bound. The procedure now



The resource profile of the optimal solution is given in Figure 166. It
should be clear to the reader that an optimal solution with respect to the
weighted earliness-tardiness objective does not necessarily correspond to the
optimal solution of the corresponding RCPSP. The minimal makespan of
this example is 8, while the optimal weighted earliness-tardiness-schedule
has a makespan of 9.

backtracks to level p = 2 and selects node 9 which is the only remaining
node at this level. The algorithm continues this way until it returns at the
initial node at level 0. The optimal solution of the example has a weighted
earliness-tardiness cost of 27 as shown in node 10 of Figure 165.
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Table 41 represents the average CPU-time and its standard deviation in
seconds for a varying number of activities and a time limit of 100 seconds.

The branch-and-bound algorithm of Vanhoucke et al. (2001b) has been
coded in Visual C++ Version 6.0 under Windows 2000 on a Dell personal
computer (Pentium III, 800 MHz processor). In order to validate the branch-
and-bound algorithm for the RCPSPWET, a problem set consisting of 7,560
problem instances was generated by ProGen/Max (Schwindt (1995)). The
parameter settings of the resulting 7,560 problem instances are described in
Table 40 (the parameters used in the full factorial experiment are indicated
in bold). In total 756 problem classes were obtained, each consisting of 10
instances. The problem set was extended with unit (earliness and tardiness)
penalty costs for each activity which are randomly generated between 1 and
10. The due dates were generated in the same way as described in Section
3.1.2.3 of Chapter 5. First, a maximum due date is obtained for each project
by multiplying the critical path length with a factor as given in Table 40.
Then random numbers are generated between 1 and the maximum due date.
Finally, these numbers are sorted and assigned to the activities in increasing
order.

6.3 Computational experience for the RCPSPWET
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The effect of the order strength OS on the number of problems solved to
optimality is displayed in Figure 168. As expected, the order strength has a
negative correlation with the problem hardness, i.e. the larger the order
strength, the easier the problem. In Section 3.1.2.3 of Chapter 5, it was
observed that for the min-wet problem the opposite is true. This result means
that, although the order strength has a positive correlation with the problem
hardness for the min-wet problem, the overall effect for the RCPSPWET

The number of activities has a significant effect on the average CPU-time
and on the number of problems solved to optimality, as displayed in Table
41 and Figure 167, respectively. All problems with 10 activities can be
solved to optimality within 1 second of CPU-time. For problems containing
20 activities, 91.0% of the problems can be solved to optimality when the
allowed CPU-time is 1 second, whereas 99.8% of the problems can be
solved when the time limit is 100 seconds. For problems with 30 activities,
73.9% of the problems can be solved within 1 second of CPU-time whereas
85.9% of the problems can be solved to optimality when the allowed CPU-
time is 100 seconds.
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Figures 169 and 170 display the effect of the resource factor RF and the
resource strength RS, respectively, on the number of problems solved to
optimality within the allocated CPU-time. The larger the resource factor, the
more difficult the instances. An opposite effect can be observed for the
resource strength. The number of problems solved to optimality increases
when the resource strength increases.

remains negative. A similar effect was observed for the deterministic
RCPSPDC that was described in Section 5 of this chapter.
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Table 42 illustrates the effect of the due date factor for a different number
of activities on the CPU-time with a time limit of 100 seconds. The negative
correlation between the due date factor and the hardness of the problem is
due to two reasons. First, this effect was also observed for the min-wet
problem: when the factor used for the due date generation is small, the
problem contains many binding precedence relations and an extensive search
will be needed to shift a large number of sets of activities to solve the
problem. Problems with a large factor for the due date generation contain
only few binding precedence relations in the due date tree. In that case, many
activities will be scheduled on their due date and only a small number of
shifts will be needed to solve the problem. Second, when the due date factor
is large, the number of nodes in the search tree will decrease dramatically
since the probability of a resource conflict will decrease heavily. Both the
number of nodes in the search tree and the time spent per node are
negatively correlated with the due date factor.

Table 43 displays the average number of nodes and the computational
time for the 2,520 problem instances of this problem set that consist of 20
activities. The table indicates that the subset dominance rule (SDR) decreases
the total CPU-time with approximately 10% (from 3.33 seconds to 2.99
seconds) and the number of nodes with, on the average, 18%. The time
needed to calculate the dominance rule only accounts for 6.69 % of the total



CPU-time. Notice that the total CPU-time amounts to 2.99 seconds, which is
different than the value (1.367 seconds) in Table 41. However, the increase
in the computational effort is due to the calculation of the time spent on the
B&B, max-npv and SDR. Secondly, it appears that the branch-and-bound
procedure can handle more than 10,000 nodes per second. Finally, the results
also show that most of the CPU-time is spent on the calculation of the upper
bound.

7. EXERCISES

1. Consider the following project in AoN format:

Find the optimal preemptive schedule for this problem and compare this
solution to the one you found in Exercise 2 of Chapter 6.
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For this problem instance, a project deadline of 10 is specified.
Construct the solution with minimal resource availability cost, knowing

For this project, a project deadline of 28 is given. Apply the levelling
procedure of Burgess and Killebrew (1962) in order to heuristically find
a schedule that is as level as possible. You can pick any performance
measure out of the list that is presented in Eqs. [7.11] to [7.19].

3. Consider the following project instance:

2. Consider the following AoN network:
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that this cost is given as the following function of the resource
availabilities and

4. Consider the following problem instance:

Compute the optimal schedule for this instance of the RCPSPDC.
5. Consider the following AoN project network:

Determine the optimal schedule for this instance of the RCPSPWET.
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Chapter 8

PROJECT SCHEDULING WITH MULTIPLE
ACTIVITY EXECUTION MODES

In the previous chapters it was implicitly assumed that activities could
only be performed in one possible execution mode. In practice, however, it
often happens that multiple execution modes can de defined for the project
activities. This leads to very interesting trade-off problems (involving
time/cost and time/resource trade-offs) and multi-mode problems. The first
section of this chapter focuses on continuous and discrete time/cost trade-off
problems under the assumption that the project activities are subject to zero-
lag finish-start precedence constraints. Section 2 studies the time/cost trade-
off problem in the presence of generalised precedence relations. The
time/resource trade-off problem is the subject of Section 3. Section 4
concentrates on the standard multi-mode problem. Multi-mode problems in
the presence of generalised precedence relations are discussed in Section 5.
We conclude the chapter with a brief discussion of mode identity problems
and problems with multiple crashable modes.

1. TIME/COST TRADE-OFF PROBLEMS

The importance of time/cost trade-offs has been recognised some four
decades ago, from the very start of the development of the critical path
method (CPM) at du Pont de Nemours (Kelley and Walker (1959)). The
formal analysis of the time/cost trade-offs involved has been initiated almost
simultaneously (Fulkerson (1961), Kelley (1961)). The developers of CPM
indeed recognised that the majority of activities encountered in real-life
project settings can be performed in shorter or longer durations by increasing
or decreasing the resources available to them, such as manpower, machines,
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facilities, money, etc. Most often the acceleration in the execution of
activities comes at a cost. It is only rational when the additional costs are
more than offset by the “gains” resulting from a reduction in the duration of
the project. On the other hand, accomplishing activities in longer durations
usually implies reduced activity costs but may lead to increases in project
duration which may incur certain “penalties”. The precise determination of
these gains and penalties often poses a tough problem to management.

Both the originators of CPM and most efforts in the vast time/cost trade-
off literature (see the many project scheduling textbooks such as Elmaghraby
(1977), Moder et al. (1983), Wiest and Levy (1977), Shtub et al. (1994))
assume that resources are available in infinite amounts and hence do not
explicitly take resource decisions into account. A direct activity cost function
is used instead, which is assumed to describe the “complex” interaction
between the activity duration and the required resources. Activity durations
are bounded from below by the so-called crash duration (corresponding to a
maximum allocation of resources) and are bounded from above by the
normal duration (corresponding to the most efficient resource allocation).

Given a project deadline, the objective then is to determine the activity
durations and to schedule the activities in order to minimise the total project
costs, i.e. the sum of the direct costs of the activities and the indirect costs
which depend on the project duration. Project indirect costs may include, in
addition to supervision and other customary overhead costs, the interest
charges on the cumulative project investment, penalty costs for completing
the project after a specified date, and bonuses for early project completion. A
reduction of the duration of a project normally leads to a reduction in the
time dependent indirect project costs.

Essentially, the project costs correspond to a requirement for a
nonrenewable resource, the total requirement of which is to be minimised.
This, in turn, corresponds to minimising the (required) availability of the
nonrenewable resource. What originally appeared to be a non-resource
reasoning can actually be interpreted as a resource argument!

Using our notation introduced in Chapter 3, the time/cost trade-off
problem can be denoted as for the case of general
continuous direct activity cost functions. The 1,T notation in the resource
characteristics field denotes the use of a single non-renewable resource
(money). The notation cpm in the activity characteristics field refers to the
presence of zero-lag finish-start precedence constraints. The fact that the
project is subject to a deadline is denoted by The parameter cont in the
activity characteristics field identifies the use of a general continuous
activity direct cost function, while mu refers to the fact that activities can be
performed in multiple execution modes. The specification av in the
performance measure field asks for the minimisation of the resource



4218. PROJECT SCHEDULING WITH MULTIPLE ACTIVITY
EXECUTION MODES

availability (that is, the minimisation of the total projects costs) to meet the
project deadline.

The traditional project management textbook discussion assumes linear
time/cost trade-off functions. The corresponding problem is readily
classified as problem which uses the lin parameter
specification in the activity characteristics field. Accordingly, the notation

can be used to describe the problem under the
assumption that the activity direct cost function is convex, while the notation

refers to the use of concave direct activity cost
functions.

Continuous time/cost trade-off problems have been addressed rather
extensively in the literature and are the subject of the next section. In
contrast, De et al. (1995) observe in their review article that the literature for
the case where the time/cost relationships are defined at discrete points
(representing discrete alternatives) has been relatively sparse and somewhat
disjoint. The discrete time/cost trade-off problem assumes a single
nonrenewable resource. The duration of an activity is now assumed to be a
discrete, nonincreasing function of the amount of a single resource
committed to it. An activity assumes different execution modes according to
the possible resource allocations. When a limit on the total availability of the
single nonrenewable resource is specified, the problem is to decide on the
vector of activity durations that completes the project as early as possible
under the limited availability of the single nonrenewable resource type. A
second objective function reverses the problem formulation. Now a project
deadline is specified and the minimisation is over the sum of the resource
use over all activities. In some studies room is made for a third objective
which involves the computation of the complete time/cost trade-off function
for the total project. Discrete time/cost trade-off problems will be the subject
of Section 1.2.

1.1 Continuous time/cost trade-off problems

As mentioned above, a time/cost trade-off is translated into a function
where the decision variable denotes the duration of activity

a and denotes the corresponding direct cost. The solution procedures

presented in the literature depend on the form of the function The case
where is assumed to be a linear function lies at the very ground of the
critical path method (CPM).
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1.1.1 Linear cost-duration functions: problem

1.1.1.1 Problem formulation
For each activity, the normal activity duration, corresponds to the

most efficient work method used to perform activity i (see Figure 171). It is
this normal duration which is used in the basic critical path planning and
scheduling method. The normal direct cost amount, associated with this
normal duration is nothing else but the minimum direct cost required to
perform the activity. Activity direct costs include such things as the cost of
the material, equipment and direct labour required to perform the activity in
question. If the activity is being performed in its entirety by a subcontractor,
then the activity direct cost is equal to the price of the subcontract, plus any
fee that may be added. The normal duration of an activity is the shortest time
required to perform the activity under the minimum direct cost constraint.
The normal direct project costs are obtained as the sum of the normal direct
activity costs. The normal project duration is the length of the critical path
determined on the basis of the normal activity durations. The minimal
duration of an activity i is denoted as its crash duration The

corresponding direct cost amount, is denoted as the crash cost.

The basic assumption is that reducing the duration of an activity comes at
an increased activity direct cost. In this section we assume that the direct
cost pattern is linear. Linear activity direct cost curves do make sense in
those situations where the extra costs for a unit (e.g. day, hour) of saved time
(for example working in multiple shifts or in overtime) remains constant.
The linear direct activity cost function in Figure 171 can be written as

with
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The marginal cost of reducing the processing time of activity i by one
time unit is then denoted as

The total direct project costs are given by

Let us assume that a project indirect cost amount is incurred per time
unit. As already mentioned, a reduction of the duration of the project
normally leads to a reduction in the time dependent indirect project costs.

The linear time/cost trade-off problem can now be cast in mathematical
programming format as follows. Let be the decision variable
which denotes the start time of activity i, let E denote the set of precedence
relations (the edges in the activity-on-the-node network representing the
project; this network has a single dummy start node 1 and a single dummy
end node n), let V denote the set of nodes (i.e. the set of activities), let
denote the project deadline and let and be defined as
before, then the problem can be formulated as

The objective function Eq. [8.5] is to minimise the sum of the direct and
indirect project costs. Eqs. [8.6] represent the precedence constraints
imposed by the zero-lag finish-start precedence relations. Eq. [8.7] forces the
dummy start activity to start at time zero, while Eq. [8.8] imposes a project
deadline. Eqs. [8.9] and [8.10] represent the lower and upper bounds on the
activity durations. Last but not least, Eqs. [8.11] impose the non-negativity
constraints on the activity start variables.

It should be clear that the above problem is a linear programming
problem, which can be solved using any commercial linear programming
software package.

subject to
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The problem is often cast in parametric linear programming format
(Elmaghraby (1977), Badiru and Pulat (1995)) by omitting the indirect
project cost term in the objective function and by replacing the project
deadline by a parameter T which can be varied between a lower bound

corresponding to the minimal project duration (i.e. the

length of the critical path) when the activities are at their crash duration, and

an upper bound corresponding to the maximum project

duration (i.e. the length of the critical path) when the activities are at their
normal duration. Obviously, as observed by Elmaghraby (1977), a duration

is infeasible, in the sense that it is impossible to realise, and a

duration is wasteful, in the sense that the project is delayed with no
economic advantage. This allows the generation of a convex piecewise-
linear curve showing the total direct project costs as a function of the project
duration, as shown in Figure 172.

If one is interested in finding the direct cost amount corresponding to
a project duration the project time/cost trade-off curve provides the
immediate answer. It should be clear that the time/cost trade-off curve
analysis can be readily extended by including the project indirect cost curve
(a linear function of the project duration) and a resulting curve for the total
project costs (the sum of the direct and indirect costs of the project).

1.1.1.2 Solution procedures
The optimal activity durations corresponding to a project duration T can

be found using the simplex algorithm of linear programming. However,
more efficient algorithms have been developed. A glance at the constraints
given by Eqs. [8.6]-[8.11] reveals the specific structure of the matrix of
coefficients, which are either 0, +1 or –1. Before turning to a direct linear
programming attack for solving the problem, it might be an excellent idea to
exploit the special structure of the problem at hand.
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1.1.1.2.1 The Fulkerson/Kelley flow algorithm
Fulkerson (1961) and Kelley (1961) independently paved the way for the

capitalisation of the special structure, by developing essentially the same
flow network algorithm for the determination of the complete time/cost
trade-off curve of Figure 172. For a clear understanding of this clever
algorithmic thinking, it might be more convenient to rely on the activity-on-
the-arc network representation and the associated problem formulation.

If we denote the project activities as and if we let denote

the decision variable representing the duration of activity represent

the normal activity duration, denote the crash duration, and represent

the marginal cost of reducing the duration of activity (i,j) by one time unit,
then the objective function of minimising the total direct project costs can be
replaced by the equivalent objective

Indeed, the sum of the over all activities is after all a constant.

Following the network flow arguments as presented in Elmaghraby
(1977), the problem of determining the optimal activity durations to
accomplish the project in a specified time T can be formulated as a
parametric linear programming problem as follows

where now denotes the realisation time of node (event) i. Eqs. [8.13]
represent the precedence constraints imposed by the zero-lag finish-start
precedence relations. The reader will remember from the flow network
interpretation given in Section 1.3 of Chapter 4, more specifically Eqs.
[4.22], that the may remain unconstrained in sign. Eq. [8.14] imposes a
project duration T which may be used as a parameter. Eqs. [8.15] and [8.16]
represent the upper and lower bounds on the activity durations. The activity
duration variables are not explicitly constrained in sign. Associating dual

variable with Eq. [8.13], dual variable v with Eq. [8.14], dual variable

with Eq. [8.15] and with Eq. [8.16], we can write the dual LP as

follows:

subject to
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The dual variables can be interpreted as flows in the arcs of the

network. Eq. [8.19] can then be interpreted as flow conservation constraints.
The interpretation of Eqs. [8.18] readily follows. The arc capacities are
determined using the marginal cost values If denotes the flow in arc

(i,j) and   is the capacity of arc (i,j), can be interpreted as the residual

arc capacity, while can be interpreted as the flow in excess of the arc

capacity Given the objective expressed by Eq. [8.17], and given the

relation between and for any fixed value of it immediately

follows that at the minimum, either or must be equal to zero. Stated

otherwise, it is not possible for both and to be simultaneously

different from zero in the optimal solution to the dual LP. This fact can be
readily derived from a primal-dual argument with respect to the primal
constraints [8.15] and [8.16]. From the complementary slackness conditions,
it immediately follows that if, at the optimal solution, then it must

be true that and hence This, in turn, indicates that must

be equal to zero. A similar argument applies if we assume that

The above argument allows us to assume that

and since is a given constant, it follows from Eq. [8.20] that is linear

in for while is linear in for Using to

denote the flow for                   and  to denote the flow               for

we have that                         .

The objective function of [8.17] can now be written as

Substituting and in this objective function readily yields

subject to
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= constant - and

The reader should have no problem

in writing the dual LP in terms of and

subject to

where and and A (i) is the set of nodes connecting with

node i and occurring after i, and B(i) is the set of nodes connecting with
node i and occurring before i.

Defining

and

we can again invoke the complementary slackness conditions to conclude
that

The complementary slackness conditions also allow us to state that
if

if and

from which we conclude that
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Duality theory now learns that it is sufficient for the optimality of both
the primal and the dual to determine node realisation times and arc flows

and which satisfy the optimality conditions given by the statements

[8.26] and [8.27].
A possible interpretation of the dual LP of Eqs. [8.21]-[8.23] is that we

now have a network in which each arc of finite marginal cost value is

replaced by two arcs, the first of which has a capacity equal to while the

second arc is of infinite capacity. Since the problem is

now translated into that of constructing flows in the new

flows are in the arcs of unbounded capacity that satisfy the optimality

conditions of [8.26] and [8.27].
Fulkerson (1961) and Kelley (1961) deserve our admiration for having

exploited this fact in an elegant and efficient manner in a labelling algorithm
for the linear time/cost trade-off problem. Starting at the longest possible

project duration the algorithm proceeds to shorten that duration in such a
way that the resulting LPs are always primal and dual feasible. This is
achieved by consistently satisfying the optimality conditions [8.26] and
[8.27], which implies that the dual variables and are only increased

among permissible arcs in the network.
The labelling algorithm then runs as follows.
Step 1. Determine the feasibility of
All activity durations are set to Node 1 is labelled with

Check each arc originating from node 1 for the relationship Label

any node j for which with In general, for any node i labelled

with check all nodes j connected to it for        and label such node

j with Continue the labelling until either the end node n cannot be
labelled (called a non-breakthrough) or node n can be labelled with (called
a breakthrough). If a non-breakthrough occurs, it is possible to reduce
and the algorithm proceeds with Step 2. In case of a breakthrough, it is not
possible to reduce and the algorithm stops.

The logic behind this argument should be clear. If there is a breakthrough
to the end node n with label it means that there is a flow-augmenting path
(i.e. a path from the initial node to the end node whose forward arcs have
flow and whose reverse arcs - arcs on which the flow has been

network in which the flows      are in the arcs of capacity and the
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reversed as explained below - have positive flow) which is at the same time
a critical path. Since each arc on this path has a duration equal to the crash
duration its duration cannot be reduced. This can happen only if

for the critical activities that form a critical path. The absence of a flow-

augmenting path where every in combination with the test

indicates the possibility of reducing the project duration. The interested
reader will observe that this network flow argument is not really necessary

for testing whether  is feasible. A direct verification that  will do
the job. The network flow argument, however, serves as a nice warm-up for
the remainder of the algorithm.

Step 2. Labelling.

Initialise all activity durations to and all flows to

Label node 1 with For any labelled node i, check all unlabeled nodes j
connected to it for which either

or

If conditions [8.28] hold, label node j with where

and If condition [8.29] holds, label node j with

It is here that reverse labelling may occur which reverses the amount of
flow in arc (i,j) in preparation of subsequent action. Suppose that the arc (i,j)
is directed and that node i is not labelled while node j is labelled with

. Check

Continue the labelling until one of the following three events occur: (a) a
breakthrough to node n with finite (b) a breakthrough to node n with

(c) a non-breakthrough. If (a) occurs, then increase the flow along

the newly discovered flow-augmenting path by the amount Modify all

residual capacities, erase all labels except those with and return to the
labelling procedure with the latest flows. If (b) occurs, then the current
project duration is the shortest possible; stop. If (c) occurs, continue with
Step 3.
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Step 3. Change the node realisation times
Determine the cutset C that separates the set of labelled nodes from the

set of unlabeled nodes, i.e. the set of arcs such that for each arc one end node
is in the set of labelled nodes and the other end node is in the set of
unlabeled nodes. The cutset C contains two mutually exclusive (but not
necessarily exhaustive) subsets of arcs, which we denote by and
defined as follows:

labelled, j not labelled;

not labelled, j labelled;

In these definitions, ignore values of Let

and and put

For all nodes j that are not labelled, change the node realisation times

to Applying Step 1 of the algorithm reveals that it is possible to

shorten the project duration to less than Node 1 is labelled with

to Discard all labels other than and return to the labelling

subroutine.

1.1.1.2.2 Numerical example
The labelling algorithm for optimally solving the linear time/cost trade-

off problem can be illustrated on the example network shown in Figure 173.

Setting all activity durations to normal, we obtain a project duration equal
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Computing and

we cannot label node 2 or node 3 with label which
automatically leads to a non-breakthrough. We proceed with the second step.

Keeping node 1 labelled with leads to

Since node 2 can be labelled

with (12,1). Since and node 3 can be

labelled with (4,2). Next, we find                  and
which allows for the labelling of node 4 with (4,3). We have a breakthrough
with and a flow-augmenting path 1-2-3-4, being a critical path in the

network. Updating the flow values and erasing all labels except yields
the network of Figure 174. Remark that since the residual capacity in arc
(2,3) has dropped to zero, the arc with unbounded capacity is introduced in
the figure (actually, it has always been implicitly there!).

Step 2 now yields and allowing for the

labelling of node 2 with (8,1). We find

so that we cannot label node 3

from node 2. But and allows for the

labelling of node 4 with (4,2). We have a breakthrough with and a
flow-augmenting path 1-2-4 (a second critical path with length equal to 24).
Updating yields the network of Figure 175. Since the residual capacity of arc
(2,4) has dropped to zero, the second arc of unbounded capacity is explicitly
shown in the network.



Step 2 leads to the labelling of node 2 with (4,1). Node 3 cannot be

labelled from node 2, but since and node
3 can be labelled from node 1 with (4,1). Continuing the labelling, node 4
can be labelled from node 3 with (4,3). The algorithm reaches a
breakthrough with It has identified the third critical path 1-3-4.
Updating yields the network of Figure 176. Since arc (1,3) has zero residual
capacity, the second unbounded capacity arc is explicitly shown.

We find and so that node 2 can be
labelled from node 1 with (4,1). No other node can be labelled, so that the
algorithm detects a non-breakthrough. As shown in Figure 177, the
algorithm detects a cutset with and

Compute Update

The reader will observe that this boils down
to crashing activities (1,3), (2,3) and (2,4) with 2 days. It should also be
observed that the sum of the corresponding flows (i.e., 4+4+4 units) equals
the sum of the incremental crashing costs (i.e. the sum of the ) of the

crashed activities. The project duration has been reduced by 2 time periods at
an increase in cost of (2 time periods)×(12 cost units/period)=24 cost units.
The updated network is shown in Figure 178.

Step 2 of the labelling procedure labels node 2 with (4,1), node 3 with
(4,2) and node 4 with (4,3). A breakthrough occurs with     identifying a
new flow-augmenting (critical) path 1-2-3-4. Updating the flows yields the
network of Figure 179. Since the residual capacity of arc (1,2) and arc (3,4)
have dropped to zero, the corresponding unbounded capacity arcs appear on
the scene.
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We find but since and also

node 2 cannot be labelled from node 1. Now

and which allows for the labelling

of node 3 with It is easy to verify that node 4 cannot be labelled from
node 3. At this junction, reverse labelling occurs. We have

and Label node 2 with

(4,3) and subsequently, label node 4 from node 2 with (4,2). The algorithm
detects a breakthrough and identifies a flow-augmenting path 1-3-2-4.
Updating the flows yields the network in Figure 180: the flow along the
unbounded capacity arc (1,3) is set to 4. The flow along unbounded capacity
arc (2,3) is reduced to zero (the effect of reversing the flow) and the flow
along unbounded capacity arc (2,4) is increased to 4.

Continuing with Step 2, we detect that it is not possible to label node 2
from node 1. We label node 3 with Now reverse labelling is

impossible. We indeed have but so that there is
no flow to reverse. The algorithm detects a non-breakthrough and switches
to the node time change routine. The cutset is indicated in Figure 181.
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We have and Compute

and update the node realisation times and . In a very clever
manner, the algorithm has crashed activity (1,2) and activity (3,4) with 2
days, but, at the same time, also extended the duration of activity (2,3) with
2 days. Quite a normal result. There is no reason for keeping the duration of
activity (2,3) crashed, since the length of the path 1-2-3-4 then amounts to
only 18 time units, while paths 1-2-4 and 1-3-4 have a length equal to 20.
The resulting network with updated node realisation times is shown in
Figure 182. The reader will have no problem in verifying that a breakthrough
to node 4 occurs with The procedure terminates with the optimal
solution.

The algorithm has first crashed activities (1,3), (2,3) and (2,4) with two
days reducing the project duration from 24 to 22 days, increasing the direct
activity cost by 24 units. Then the algorithm has reduced the duration of
activities (1,2) and (3,4) with 2 days, while the duration of activity (2,3) is
increased again by 2 days. This last operation yields an incremental unit
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crashing cost of 20 cost units per time period, corresponding to the sum of
the corresponding arc flows (12+12-4=20). The direct cost increase amounts
to (2 time periods)×(20 cost units/time period) = 40 cost units. The optimal
cost-duration curve is shown in Figure 183.

1.1.1.3 Algorithm refinements and extensions
The reader will have no problem in realising that the essence of the

approach discussed in the previous section is to iteratively calculate a
sequence of less and less “cheap” cuts in the current network of critical
activities by which the project duration is reduced. Every breakpoint in the
project cost curve (see Figure 183) corresponds to a change of the current cut
to a more expensive one.

Each network cut can be determined by a maximum flow computation in
which the capacities are derived from the slopes of the linear cost functions
of the critical activities. As new polynomial-time algorithms for solving the
maximum-flow problem have been presented over time (see Ahuja et al.
(1993)), it is not a surprise to find out that researchers have excelled in
efforts to improve the efficiency of the flow augmenting labelling routine
discussed above. Phillips and Dessouky (1977, 1979), for example,
developed the so-called cut search algorithm which directly locates the
minimal cut in a flow network derived from the original project network.
This minimal cut is then used to identify the project activities which should
experience a duration modification in order to achieve the total project
duration reduction. This algorithm is polynomial per cut A
being the set of activities) by applying standard flow methods. The number
of cuts to be computed, however, may be quite large. Skutella (1998a,b)
provides a class of examples for which the project cost curve has
exponentially many breakpoints, thus requiring an exponential number of cut
calculations.
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Tufekçi (1982) provides an algorithm which solves the Phillips and
Dessouky’s network by using a labelling algorithm. The major advantage of
the proposed algorithm is its ability to preserve the flow and the labels on the
flow network from the previous to the next step. This reduces the number of
augmentations required to reach a maximal flow and a minimal cut at each
step. The proposed algorithm compares very favourably with the algorithm
by Phillips and Dessouky.

Elmaghraby and Pulat (1979) allow for due dates to be placed on a set of
key events in the activity-on-the-arc network and invoke penalties for
violating the due dates. They show how this problem can be solved by a
network flow algorithm. Moore et al. (1978) consider the determination of
the optimal project schedule for the case of multiple objectives, i.e. problem

The multiple objectives relate to the completion
time of the entire project as well as the intermediate milestone events, the
duration of a particular set of activities that collectively should be allowed a
specified minimum time, and an attempt to operate within a fixed budget for
total direct project costs. They offer a goal programming formulation but no
computational experience.

1.1.2 Other continuous cost-duration functions

The reader should realise that other than linear activity cost-duration
functions have been treated in the literature (see e.g. Moder et al. (1983),
Elmaghraby (1977)). Space does not permit us to give a detailed account of
the procedures involved. Moreover, the reader may find it somewhat
difficult to link the cost-duration assumptions to direct project management
practice. As a result, our discussion has to remain rather brief.

1.1.2.1 Convex cost-duration functions: problem

The strict convexity assumption of the activity cost-duration function ø is
intuitively appealing. Shortening an activity at a long activity duration may
be relatively cheap, while at short activity durations a much larger cost must
be incurred for the same amount of reduction in the activity duration. A
continuous, convex direct cost curve for activity i is shown in Figure 184.
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A very simple trick (Moder et al. (1983)) now consists of approximating
the convex cost-duration curve by linear segments. Figure 185 shows the
original direct cost curve for activity i on the left while the separate segments
of the piecewise linear approximation are shown on the right.

The original activity i has been replaced in this example by two activities:
the first activity with a normal duration a crash duration of 0 and a

cost slope the second with a normal duration a crash duration of

0 and a cost slope
We leave it up to the reader to verify that the corresponding problem can

now be formulated as follows (we only show that part of the problem
formulation which relates to activity i using as the start time of activity i):

subject to
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The problem can be solved using the simplex method of linear
programming. The variables and are brought into the basis in the

proper order: keeps its maximum value until drops to 0. As soon as

can the value of drop below its maximum value. This results

from the fact that given the objective function

max
It should be clear that when the piecewise linear approximation of the

direct cost curve of an activity contains k segments, the activity should be
replaced by k surrogate activities. The relation discussed above remains valid
for any number of segments, as long as the cost curve is convex, which
causes for all k.

For a discussion of the necessary and sufficient conditions for the optimal
duration of the project, we refer the reader to Elmaghraby (1977), in which
reference is also made to the procedure of Lamberson and Hocking (1970)
which is based on a linearisation using tangent planes. Kapur (1973) offers a
labelling algorithm for the case where the cost-duration functions are
quadratic and convex. Elmaghraby and Salem (1980a,b) have derived a
specific algorithm for the situation of cost curves which are continuously
differentiable and for the case of a continuous derivative. Elmaghraby and
Salem (1981) treat the general convex case and seek a satisfying answer, in
which the project is compressed to a desired completion time with specified
tolerable relative error. They construct the optimal first degree interpolating
linear spline that guarantees such maximal error and consider various
possible refinements.

It should be mentioned that Siemens (1970) has presented an inherently
simple heuristic method that can be applied to the case of linear and convex
cost-duration functions. Siemens and Gooding (1975) also discuss the
applicability of their method to concave and discrete time/cost trade-off
problems.

1.1.2.2 Concave cost-duration functions: problem

The logic behind a concave direct activity cost function has to do with
the economies of scale associated with long contractual periods, i.e. with
long activity durations. While the cost of an activity decreases with its
increasing duration, the largest savings are realised at the longest durations.
A concave direct activity cost function is shown in Figure 186.
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1.1.2.2.1 Piecewise-linear approximation
If the trade-off curve is continuous, concave and non-increasing, the

segments of a piece-wise linear approximation to the actual curve can be
brought into the problem in their proper order by employing a nonnegative
integer variable (Moder et al. (1983)). An approximation of this type is
shown on the right in Figure 187.

Showing again only that portion of the formulation pertaining to activity
i, we have the following model:

subject to
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If constraints [8.41] and [8.42] are put together, one finds that this system
of constraints actually requires that be equal to either zero or one, as
shown in Eq. [8.44b]:

If is equal to its maximal value, then since and
because of the integer constraint on it must continue to equal 1 as long as

Consequently, must, as it should, remain equal to its maximal

and only then can be less than The reader can see that the use of
the integer variable forces the activity segments to vary in a manner
dictated by the physical problem that they represent.

The given formulation can easily be extended to more than two linear
segments by introducing an additional integer variable for each additional
segment:

Actually, the formulation can be extended to any number of straight line
segments, convex or concave.

1.1.2.2.2 Branch-and-bound
The idea of approximating the concave cost-duration curve by linear

segments has been used by Falk and Horowitz (1972) in a branch-and-bound
procedure, which adapts the work of Falk and Soland (1969).

The procedure operates on the following formulation of the problem:
Problem P:

subject to

where is assumed to be concave as in Figure 186 and the set of
constraints F is identical to the constraint set represented earlier by Eqs.
[8.6]-[8.11].

value of as long as When can also equal zero,
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The first step in the procedure is to approximate the concave cost

function by the highest linear underestimating function, as shown in
Figure 188.

Then we take as a first (lower) approximation of the objective
function of the program P of Eq. [8.46] in the formulation of the first
underestimating problem

As shown in Figure 188, the upper and lower bounds on the duration

are and Problem is a linear program that can be solved
using the techniques discussed earlier in this chapter. If we denote the

feasible space of problem P by F and the feasible space of problem by

we have Consequently, if P is feasible, then is also

feasible. If we denote the optimal solution of by then

is a lower bound on the optimal value of problem P.

Since is a feasible solution for problem P, is an upper

subject to

Problem
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bound on We now have bounded the optimal value on the optimal

solution of problem

Obviously, if equality holds throughout [8.49], then the current trial
solution is optimal. If strict inequality holds in [8.49], then a closer linear
underestimation to the cost function can be obtained. Find activity for
which

where ties are arbitrarily

broken. Such an activity must exist, for otherwise there would be equality
throughout [8.49], a contradiction.

The feasible domain of can now be divided into two subintervals

and The two corresponding cost functions and

are the maximum linear approximations that underestimate the

original cost function in the two subintervals and

as shown in Figure 189. The duration of activity must lie in either of these
two subintervals.

We can now define two linear programs as follows:

Problem

subject to
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Problem

subject to

The only difference between the two programs is in the definition of the

range of the duration Both the programs are feasible, since the point

is a feasible point of either of them. Both programs may again be solved
using any of the procedures for the linear cost-duration functions discussed

earlier. This yields optimal solutions and respectively. Since the

cost functions and are tighter underestimates of C over their

domains and since the feasible space we have the

following improved bounds on the optimal value

From this point on, the algorithm proceeds with a binary search. Branching
occurs when a particular activity is selected to have one of its duration
intervals divided into two subintervals with redefined costs and bounds. A
branching node q may be selected according to some heuristic rule, e.g.

choosing the problem with smallest cost value or the problem for

which the optimal solution yields the smallest interval of uncertainty on

The process continues until equality is established on the bounds on
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or until the interval bounding is deemed sufficiently small. Apart from a
small numerical example, the authors do not report on computational
experience with the algorithm.

1.2 Discrete cost-duration functions

In most practical cases resources are available in discrete units, such as a
number of machines, a number of crews or workers, etc. Figure 190 gives a
graphical representation of a discrete cost-duration curve for an activity i.
The discrete cost curve consists of discrete points with corresponding
activity durations and corresponding discrete cost values

Stated otherwise, the activity i has distinct and discrete

execution modes, where mode k is written as the pair

Three possible objective functions have been studied in the literature (for
a review, see De et al. (1995)). For the first objective function, referred to as
problem in our classification scheme, there is a limit

on the project length and we try to minimise the sum of the resource use
over all activities, i.e. we try to minimise the direct project costs. For the
second objective function, referred to as problem a
limit R is specified on the total availability of the single nonrenewable
resource and one tries to minimise the duration of the project. For the third
objective, referred to as problem the complete
time/cost trade-off function for the total project is to be computed, that is, all
the efficient points (T,R) such that with a resource limit R a project length T
can be obtained and such that no other point (T’,R’) exists for which both T’
and R’ are smaller than or equal to T and R.
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Let be a 0-1 variable which is 1 if mode k is selected for executing
activity i and 0 otherwise. The formulation can then be written as follows:

subject to

Eq. [8.52] reflects the cost minimisation objective. Eqs. [8.53] ensures
that exactly one execution mode is chosen for each activity. Eqs. [8.54]
maintain the finish-start zero-lag precedence constraints among the
activities. Eq. [8.55] guarantees that the project will complete by its
deadline, while Eqs. [8.56] impose non-negative start times for the project
activities.

The basic formulations used by Meyer and Shaffer (1963), Harvey and
Patterson (1979), Crowston (1970), Crowston and Thompson (1967) and
Akkan et al. (2000a,b) are similar to the one given above. The approach of
Meyer and Shaffer does not appear to be practically viable from a
computational standpoint. Harvey and Patterson (1979) eliminate
from the formulation in order to obtain a pure 0-1 program. This is achieved
by restricting to be an integer, defining as the early start-late

start activity time-window given the project deadline and letting be a
0-1 variable which is 1 if activity i starts at t and 0 otherwise, substituting

for and adding the constraint for all activities

(note that all the sums are computed over the starting times within the
activity time-windows). The authors report limited computational experience
on a set of test problems of 50 and less activities.

Crowston (1970) and Crowston and Thompson (1967) study the problem
within the context of Decision CPM. The activity-on-the-arc network now
consists of the classical CPM AND nodes (all activities emanating from such
nodes must be performed) supplemented with decision OR nodes which are

1.2.1 Problem 1,T|cpm, ,mu|av

1.2.1.1 Integer programming
A number of mixed integer linear programming models have been

provided in the literature as a convenient basis for modelling the problem.
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followed by a set of discrete activity performance alternatives, one of which
is ultimately to be selected. The general mixed integer program by Crowston
and Thompson (1967) suffers from computational limitations similar to
those of the Meyer and Shaffer approach. The specialised branch-and-bound
approach of Crowston (1970) seems to be somewhat more promising.

Akkan et al. (2000a,b) use variables to specify the activity completion
times instead of the activity starting times. They describe a column
generation approach based on the decomposition of the project network into
smaller subnetworks for which they describe a decomposition heuristic.

Hindelang and Muth (1979) are the first to offer a complete dynamic
programming formulation for the problem in the Decision CPM context.
Recently, however, De et al. (1997) have shown that the Hindelang-Muth
procedure is flawed and provide the necessary corrections.

De et al. (1997) show that the problem is strongly for general
networks by providing a pseudo-polynomial transformation from the
strongly exactly one-in-three 3SAT problem (Garey and
Johnson (1979)). Exact and suboptimal procedures will be discussed in
Section 1.2.3 which focuses on problem

1.2.1.2 The dynamic programming formulation of Hindelang and
Muth

Hindelang and Muth (1979) were the first to provide a complete dynamic
programming formulation for use in Decision CPM networks. We adapt the
formulation to activity-on-the-node networks. Let f(i,s) be the minimum
cost of realising node i such that node i starts at time s and all nodes
complete by time The basic recursion is given by

In order to avoid double counting of costs, special care needs to be taken
while performing the recursion in [8.57] if an immediate successor j of node
i is a merge node (i.e. where P(j) is the set of immediate

predecessors of node j). The true value of f(j,.) is used in the computation
only if node i has the highest number among the immediate predecessors of
j; f(j,.) is taken to be 0 otherwise.

De et al. (1997) have shown that the Hindelang-Muth approach is flawed
because it allows two immediate predecessors of a merge node to assume
different start times at that node. They correct it by freezing the start time of
each nontrivial merge node (one that has multiple feasible start times) in the
network to exactly one value in a given pass and by using multiple passes for
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all combinations of the feasible start times for such nodes. De et al. (1995)
offer a new dynamic program, but do not provide computational experience.

1.2.2 Problem

Following a logic similar to the one discussed in the previous section,
this problem can be formulated using mixed integer linear programming as
follows:

subject to

Eq. [8.58] minimises the starting time of the dummy end node and, as a
result, reflects the makespan minimisation objective. As before, Eqs. [8.59]
ensures that exactly one execution mode is chosen for each activity. Eqs.
[8.60] maintain the finish-start zero-lag precedence constraints among the
activities. Eq. [8.61] guarantees that the use of the single nonrenewable
resource (cost) does not exceed its total availability (budget), while Eqs.
[8.62] impose non-negative start times for the project activities.

De et al. (1997) show that the problem is strongly for general
networks by providing a pseudo-polynomial transformation from the
strongly exactly one-in-three 3SAT problem (Garey and
Johnson (1979)).

Butcher (1967) presents a dynamic programming formulation for solving
the problem when the project networks are pure series and pure parallel. Let

be the budget allocated to activity be the least time in which

activity i can be executed within its allocated budget and be the
least time to execute activities 1 through i with budget b. The recursive
equations (where the minimums are taken over for the series and
parallel cases are respectively

and
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Robinson (1975) provides a conceptual dynamic programming
framework for solving the problem in general project networks, but does not
provide any algorithm for its implementation. Let be the number of

complete paths through the project network, the set of nodes on

path  and  be the least time in which the project can be
executed with budget b. We can then write g(b), taking the minimum over

all such that as follows:

Robinson gives a sufficient condition under which the problem in [8.65]
will recursively decompose into single-dimensional problems as in [8.63]
and [8.64]. He also recognises the multi-dimensionality problem which
arises when [8.65] does not decompose and suggests a conceptual way of
how to handle this.

1.2.3 Problem

In problem the complete time/cost trade-off
function for the total project must be computed, that is all the efficient points
(T,R) such that with a resource limit R a project length T can be obtained
and such that no other point (T’,R’) exists for which both T'’ and R’ are
smaller than or equal to T and R. Three exact algorithms will be described
in this section. The first two exploit clever network reduction techniques.
The last algorithm uses a horizon-varying approach.

1.2.3.1 Exact network reduction procedures
Demeulemeester et al. (1996) present two algorithms for activity-on-the-

arc networks, based on dynamic programming logic, which exploit network
reduction.

1.2.3.1.1 Series/parallel networks
Series/parallel reducible projects (s/p reducible, for short) can be

optimised through a succession of series and parallel optimisations adapted
from a serial and parallel merge algorithm developed by Rothfarb et al.
(1970) and by Frank et al. (1971).

Elmaghraby (1992) has shown that the optimal allocation of resources in
a project that is composed solely of a set of activities in series or in parallel
can be secured through the application of dynamic programming. The serial
optimisation can be viewed as a series arc reduction (see also Chapter 2,
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Section 1.2.1.2): If a = (i,j) is the unique arc into j and b = (j,k) is the
unique arc out of j, then these two arcs in series are replaced by a single arc
c = (i,k). The parallel optimisation process can be viewed as parallel arc

reduction: Two or more parallel arcs leading from i to j are

replaced by a unique arc a = (i, j). A project that can be optimised through a
succession of series and parallel optimisations (reductions) is said to be
series/parallel reducible (s/p reducible). A project which cannot be optimised
in this manner is called series/parallel irreducible (s/p irreducible).

Instead of securing the optimal allocation of resources by the sequence of
extremal equations of dynamic programming, Demeulemeester et al. (1996)
strive for efficiency and accomplish the series/parallel reductions introduced
by Rothfarb et al. (1970) and Frank et al. (1971). The serial and parallel
merge operations can be coded very easily and efficiently and have
demonstrated their effectiveness in the context of optimal capacity
assignment in centralised computer networks (Frank et al. (1971)). Each
activity has an associated duration vector such that the k-th component is the
activity duration arising from a choice of the k-th smallest resource
allocation to that activity. The values of the elements of cost are in
increasing order and those of duration in decreasing order. The two vectors
taken together are called an ‘activity array’ and an element of this
array has been referred to earlier as a mode.

Consider as an example the parallel activities shown in Figure 191. The
corresponding activity arrays are shown in Table 44 (Demeulemeester et al.
(1996)).

The parallel merge operation now proceeds as follows. A testing block is
set up as shown in Table 45. Each activity array being merged has a column
in the testing block as indicated. If the index in a column is set to k, then the
duration and cost entries in that column are the k-th components of the list.
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Initially the indices are set to 1. The procedure locates the largest entry in
the duration row of the testing block. In the example this occurs in the first
column of the testing block and the entry is shown in bold-face type. The
bold-face duration entry and the sum of the cost entries of the testing block
are entered in a new array. Since no better resource allocation for activity 2
is possible with activity 1 at its current index, the index in the activity 1
column is promoted to 2 and the process is continued by choosing the
duration entry in the second column of the testing block. If two or more
duration entries equal the maximum duration entry, all corresponding indices
are increased by 1. The process terminates when the largest entry of the
duration row of the testing block occurs in a column whose index has been
promoted to its maximum value. Further promotions of the other indices

New array: Duration
Cost
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would correspond to assignments of greater cost without possible savings in
duration. Each entry in the final new array represents an assignment of
resources to the activities.

For the example problem of Figure 191, the maximum number of
possible partial assignments is 3×3=9. The parallel merge, however, will
produce an array with at most 3+3-1=5 components, one from the original
testing block and one from each of the testing blocks resulting from a
maximum of 4 index promotions. This is precisely the maximum number of
possible outcome modes. The new activity array shown at the bottom of
Table 45 can be viewed as the duration and cost vectors of an equivalent
activity which replaces those activities whose arrays were merged.

The serial merge operation can be illustrated on the activities in series
shown in Figure 192. Assuming the same resource-duration functions for the
two activities as for the parallel case shown in Figure 191, we now have to
calculate 3×3=9 candidates as each of the three alternatives of activity

will form a candidate with each of the three alternatives of activity The
matrix in Table 46 shows the nine corresponding duration-cost components.

Each duration-cost component is obtained by adding the corresponding
components of the two activity arrays. The new activity array is formed by
consecutively selecting the candidate having the smallest duration
component from this matrix. In case of ties, we select the candidate with the
smallest cost component. Some of the candidates can be eliminated by a
simple dominance rule: A candidate which has a cost component greater
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than or equal to the cost component of an already selected candidate is
dominated and not entered in the final activity array. For the example of
Figure 192, the new activity array looks as follows:

Duration 14, 15, 16, 17, 17, 19, 19, 20, 22
Cost  25, 20, 19, 14, 16, 10, 13,  8, 4.

The candidates indicated in bold can be eliminated due to the dominance
rule.

If a project is s/p irreducible, a different solution strategy is needed. The
most efficient strategies currently available rely on network reduction or
modular decomposition (Billstein and Radermacher (1977), Möhring and
Radermacher (1984, 1989)). The strategy involves the application of a
network reduction plan which consists of all actions to be performed on a
project network in order to reduce the network to a single arc and all actions
needed to fix the resource allocation of a subset of the project network
activities. The basic principles behind a reduction plan and procedures for
constructing a good reduction plan are discussed in the next section.

1.2.3.1.2 Network reduction
The actions of a reduction plan consist of three elements: (a) a

description of the construct to be applied, (b) a specification of the activities
on which the construct has to be applied, and (c) a specification of the name
for the resulting activity. The following five constructs allow all AoA
networks to be reduced to a single arc (1,n):

1. SERIES: Apply the serial merge as described above.
2. PARALLEL: Apply the parallel merge as described above.
3. REDUCE1: Fix the resource allocation of one activity and then apply a

serial merge, adding the cost of the fixed activity to the second.
(Whenever this action is used for the first time, the convention is
used to fix the corresponding activity at its most expensive mode).

4. REDUCE2: Fix the resource allocation of one activity and then apply a
serial merge, without adding the cost of the fixed activity in order to
avoid double counting the cost of an activity

5. EVALUATE: Compare the solution of a totally reduced network with
the best solution found.

We will illustrate the reduction plan on the project example, borrowed
from Demeulemeester et al. (1996) and shown in Figure 193. The activity
numbers are indicated along the arcs, together with the corresponding
modes. Activity 1, for example, corresponds to arc (a,b) and has two
execution modes: a duration of 5 corresponding to a resource allocation of 3,
and a duration of 3 corresponding to a resource allocation of 9. We first
explain the first reduction scheme in which Demeulemeester et al. (1996)
exploit the computation of the reduction complexity of the project network
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(the reduction complexity has been discussed in Section 1.2.1.2 of Chapter
2).

1.2.3.1.2.1 Minimising the number of activities to be fixed
Demeulemeester et al. (1996) compute the reduction complexity of the

project network of Figure 193 to equal Remember that the
reduction complexity (or complexity index) identifies the minimum number
of node reductions needed (in addition to serial and parallel merges) to
reduce the network to a single arc. As will be demonstrated below, applying
a node reduction on nodes c, d and f will not only allow the network to be
reduced to a single arc, but will also identify the activities for which the
resource allocation has to be fixed (the so-called index activities). For the
example network shown in Figure 193, the reduction of node c boils down to
fixing the duration of activity 2. Its duration is added to the duration of
activity 6 and activity 7. Applying a node reduction to node d essentially
means that the resource allocation of activity 3 is fixed, while a node
reduction for node f corresponds to fixing activity 12.

A possible reduction plan for the network may then appear as the first
three columns in Table 47. The last column gives the consequence of the
action in the form of the array of the newly generated activity, when the
index activities are fixed at their shortest (hence, most expensive) duration.

The first action in the reduction plan specifies that activity 2 is to be fixed
at one single mode (namely 3(5)), then serially merged with activity 6 while
including its cost, which results in activity 15 with array [8(6),7(7)]. Now
that the cost of activity 2 has been added to the cost of activity 6, it is not to
be added to any other activity with which activity 2 is serially merged. That
explains why the second action involving activity 2 specifies REDUCE2. As a
result of these two actions, the project network is reduced to the network
shown in Figure 194. The reduction of node c resulted in the creation of a
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new activity 15 with array [8(6),7(7)] and a new activity 16 with array
[11(4),6(7)].

We can now proceed with the reduction of node d. The action REDUCE1
specifies that activity 3 is to be fixed at one single mode (namely 1(3)), and
then serially merged with activity 8 while including its cost, which results in
activity 17 with array [7(5),5(8)]. Now that the cost of activity 3 has been
added to the cost of activity 8, it is not to be added to the cost of activity 9.
Action 4 is a parallel merge applied to activities 16 and 17. Both activities
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are replaced by a single activity 18 with corresponding array
[11(9),7(12),6(15)]. Action 5 is a serial merge of activity 3 and activity 9
leading to the creation of a new activity 19. As already said, the costs are not
added to avoid double counting, yielding the array [4(3),3(7)].

Continuing in this fashion as detailed in Table 47, we obtain the array for
the totally reduced project, designated as single activity 31, given in Table
47 opposite action 17. As this is the first activity array that we have obtained
for activity 31, the action EVALUATE 31 only consists of saving this array for
future use.

Recall that each of the three activities that were fixed – activities 2, 3 and
12 – assumed its most expensive value. In all, 8 realisations must be
evaluated. This is accomplished by reducing the costs in the reverse order of
the selection of the activities. Upon backtracking to the last REDUCE1
construct, which is {REDUCE1; [12,15];23}, activity 12 is fixed to the next
most expensive mode with a duration(cost) assignment of 6(4). Performing
all subsequent actions, the reader can easily verify that in step 17 the
following activity array is obtained for activity 31:
21(39),20(42),19(45),18(46),16(49),15(58),14(60).

The EVALUATE 31 step now combines this activity array with the one
that was previously saved (activity 31 of Table 47) to obtain
21(39),20(42),18(45),16(48),15(52),14(57),13(60),12(68),11(71). This
activity array is then saved for future use in the backtracking process. The
solution tree for the complete enumeration is drawn in Figure 195, where
under each leaf of the tree (i.e., a node where an EVALUATE action is
reached) the activity array for activity 31 is shown. The duration(cost)
assignments shown in bold then constitute the complete time/cost trade-off
function for the example project:

21(34),18(40),17(43),16(45),15(49),14(54),13(57),12(65),11(69).
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1.2.3.1.2.2 Minimising the expected number of leaves of the resulting
fixing tree

The node reduction scheme presented above yields the minimum number
of node reductions. Such a scheme, however, may not minimise the
computational effort required in reducing the network because we should
consider not only the number of node reductions but also the order in which
the reductions are performed (oftentimes there is a choice), as well as the
total number of leaves which have to be evaluated. Demeulemeester et al.
(1996) have developed a procedure for generating a reduction plan that aims
at minimising the total number of leaves evaluated, which is equivalent to
minimising the computational effort.

The impact on the computation time of the total number of modes
evaluated may be illustrated by the interdictive graph (the smallest s/p
irreducible graph) of Figure 196. It should be clear from the arguments
presented above that this network can be reduced to a single arc by reducing
either node 2 or node 3. Reducing node 2 is equivalent to fixing the duration
of activity a, while reducing node 3 corresponds to fixing the duration of
activity e. The smallest computational effort will result from conditioning on
that activity that has the smallest number of modes to be evaluated in
executing the reduction plan. This will result in the smallest number of
leaves to be visited in the search tree during the execution of the reduction
plan. If, for example, activity a has 10 modes and activity e only 2, the
computational requirements would be reduced to a minimum if the reduction
plan would fix the duration of activity e. This would lead to only two leaves
visited during the backtracking process.

The depth-first procedure of Demeulemeester et al. (1996) is best
illustrated on the example network shown in Figure 197. The root node of
the search tree, node 0, corresponds to the original network to be reduced.
Every other node in the search tree corresponds to a partially or completely
reduced network (at every node all possible series or parallel merges are
performed). Thus, node 1 of the search tree corresponds to the partially
reduced network which is obtained after reducing network node e, while
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node 8 in the search tree corresponds to the partially reduced network which
is obtained after reducing network node b; etc.

Branching from a parent node corresponds to fixing the duration of an
activity in the partially reduced network associated with the parent.
Demeulemeester et al. (1996) use the following two heuristics: (a) the
highest numbered node which is eligible for reduction in the parent is chosen
for branching, and (b) the duration of the corresponding network activity is
fixed to its ‘median mode’, where the median mode of an activity i is the

mode, where means the smallest integer larger than or equal
to k. In doing so, the authors hope to pave the way for the application of the
fathoming rule based on node duplication to be discussed below as early as
possible in the search process. By fixing the duration of an activity to its
median mode, they hope to fix the activity to its most representative
duration.

Returning to the example of Figure 197, it can be seen that in the network
associated with the source node of the search tree, node b has a unit in-
degree and node e has a unit out-degree. Both nodes are eligible for
reduction. The procedure will select the highest numbered eligible node for
branching (rule (a)), which is e in this case. The duration of activity 11 is
fixed at its median mode. Executing the network reduction yields the
partially reduced network corresponding to node 1 in the search tree. In it,
node b has a unit in-degree and node d has a unit out-degree. Both nodes are
eligible for reduction. Selecting the highest numbered node for branching, d
in this case, leads into node 2 of the search tree. In the associated network,
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nodes b and c are eligible for reduction. Again selecting the highest
numbered node for branching, c in this case, yields the completely reduced
network associated with terminal node 3 in the search tree.

Let denote the unique path in the search tree which leads into node x.

For each node x in the search tree, except the root, let denote the

union of all activities identified by the branches of and let v(x) denote

the number of corresponding arc fixings in the set For instance, in

the tree of Figure 197, meaning that node 2 in the search tree
was reached through reducing nodes e and d, in that order. The
corresponding index activity for node e is activity 11, which has r(11)
modes. Suppose it is fixed at mode which is the median mode for
activity 11. Activity 9 is merged with activity 11 and the resulting activity is
merged in parallel with activity 10. This activity may be reduced to a single
activity; call it activity 12, whose modes may be different from either of its
constituent activities. We have that v(2) = r(11)×r(12). Let ’t’ be the
generic designation of a "terminal" leaf in the search tree. The elements of

determine a reduction plan; i.e., the sequence of activity duration
fixings required to reduce the original network to a single arc. For instance,

which fully determines the node reductions or,
equivalently, activity fixings, to be performed in the reduction plan: reduce
node e (fix activity 11), followed by node d (activity 12 in the network of
node 1), followed by node c (activity 13 in the network of node 2 which is
the result of the reduction applied to activities 7, 11 and 8). Clearly, v(t)
gives a reasonably good estimate of the number of fixings required for a
complete reduction of the original project network following path for
any terminal node t. The aim now is to find that path (reduction plan) which
results in the minimum estimated number of leaves to be evaluated when
executing the reduction plan.

An obvious estimate on the total number of leaves to be evaluated in the
"completion" of path is v(x) itself, given by, Let U be

the incumbent upper bound on the required number of modes to be evaluated
(initially, For each terminal node t in the search tree for which
v(t) < U, the upper bound is updated as U = v(t).

A node x in the search tree is fathomed when either of three eventualities
occur:
1. we have reached a terminal node, x = t ;
2. whence the node is dominated;
3. the node duplicates a previously enumerated alternative, whence the

node is redundant.
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Backtracking occurs when a node is fathomed. At termination the
optimal path is found (the path with the minimum estimated number of
leaves).

The detailed algorithmic steps of the algorithm may now be described as
follows:

Step 1. Initialisation.
Set the level in the search tree, q = 0. Create the root node   to

correspond to the original project network G, reduce it as much as possible,

a. Set q = q +1. Determine, , the set of nodes eligible for reduction.

If is empty, save the reduction plan, update U = v(t) and go to

step 4 (backtrack).
b. Select among the nodes in the highest numbered node, for

branching.
c. Create node and check for dominance: if the path to node

has appeared in a previous path of the search tree, then set

and go to Step 4 (backtrack); else, go to Step 2d.

d. Reduce node determine the corresponding network activity i to
be fixed, update and fix the duration of i to its

median mode. Let and reduce the network as much as

possible.

Step 3. Lower bound calculation.
Compute the lower bound If go to step 4

(backtrack); else, go to step 2a.

Step 4. Backtracking.
If the branching level q = 0, then STOP. If is empty, set q = q–1

and repeat step 4; else, go to step 2b.

1.2.3.1.2.3 Computational results
Demeulemeester et al. (1996) report on computational results obtained on

a 486 processor operating at 25 MHz. The results are very encouraging. For
projects with up to 20 nodes and 45 activities and with the reduction
complexity of individual networks varying between 2 and 12, the time
required never exceeded about 7 minutes.

put               and put LB(0)=l.

Step 2. Branching.
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1.2.3.2 Exact horizon-varying procedure
Demeulemeester et al. (1998) present a horizon-varying approach which

involves the iterative optimal solution of problem
(minimise the sum of the resource use over all activities subject to a project
deadline) over the feasible project durations in the interval bounded from
below by (the project duration obtained with the activity crash modes)

and from above by (the project duration obtained under normal
conditions).

1.2.3.2.1 The branch-and-bound algorithm
Problem is solved using a branch-and-bound

algorithm which is based on the following logic. The algorithm starts by
computing for each activity a convex piecewise linear underestimation of its
discrete time/cost trade-off curve as shown in bold lines in Figure 198. An
initial lower bound is obtained by solving the resulting time/cost trade-off
problem using a variant of the well-known Fulkerson labelling algorithm
(Fulkerson (1961)) which was discussed in Section 1.1.1.2.1. The algorithm,
which is described below, yields for each activity a mode (y°,c°).

For each activity and associated mode (y°,c°), a vertical distance,  is
computed which measures the quality of the convex underestimation. Two
rules may be used to perform this computation. Rule 1 computes as the
minimum of the distances vd1 and vd2. vd1 is the distance between c° and
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Backtracking occurs when the lower bound exceeds (or equals) the cost
of an earlier found schedule or when no feasible solution can be found for
the modified convex piecewise linear underestimation using the modified
Fulkerson algorithm. The procedure stops when backtracking leads to the
source node of the search tree.

the cost of the nearest mode to the left of y° on the convex piecewise linear
underestimation (cost in Figure 198). vd2 is the distance between c° and
the cost of the nearest mode to the right of y° on the convex piecewise linear
underestimation (cost in Figure 198). Rule 2 computes the vertical
distance between c° and the linear interpolation between the nearest mode to
the left of y° and the nearest mode to the right of y° (distance vd3 in Figure
198). Notice that vd3 is equal to zero when the convex piecewise linear
underestimation connects the mode to the left of y° and the mode to the right
of y°. Therefore, Rule 2 uses Rule 1 as a tie-breaker.

Branching is done by identifying the activity with the largest vertical
distance and partitioning its set of modes into two subsets. The first subset,

consists of the set of modes with a duration greater than y° (modes
and in Figure 198). The second subset, consists of

the set of modes with a duration smaller than or equal to y° (modes
and in Figure 198). These subsets are used to obtain two new convex
piecewise linear underestimations for the activity. The first descendant node
in the search tree replaces the current underestimation for the activity by the
one provided by (Figure 199b), the second descendant node replaces the
current underestimation by the one provided by (Figure 199a). Notice
that the new underestimations may provide a closer fit to the original
time/cost trade-off profile. For the example, this is the case for (Figure
199b). The solution of the two corresponding problems using the adapted
Fulkerson algorithm yields the corresponding new lower bounds. Branching
continues from the node with the smallest lower bound (arbitrary tie-break).
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1.2.3.2.2 Computing the lower bound
In the original Fulkerson labelling algorithm for solving problem

the flow capacity of an arc is associated with the
negative slope of the corresponding activity’s (linear) direct cost curve. The
algorithm is adapted for convex piecewise linear trade-off curves as follows.
Each time the duration of an activity (arc) is reduced to a value which
coincides with a breakpoint in the piecewise linear underestimating cost
curve the arc’s capacity is updated. The way this is done is best illustrated
using the time/cost trade-off curve presented in Figure 200.

The breakpoints of the curve correspond to the modes (20,5), (16,7),
(13,10) and (8,17). Each time the activity’s duration switches between the
intervals [8,8], ]8,13], ]13,16] and ]16,20], the corresponding arc capacity is
updated. At the start of the algorithm, the duration of the activity is
initialised to its normal value (20), while the arc capacity is set equal to 0.5,
the negative value of the slope of the line segment connecting points (20,5)
and (16,7). Suppose the activity’s duration is reduced to 16. It is clear that
the marginal cost value of 0.5 is no longer valid as a further reduction in
duration can only be obtained at a marginal cost of 1, the (negative) value of
the slope of the line segment connecting points (16,7) and (13,10).
Therefore, the (residual) capacity is increased by 0.5 (the difference between
1 and 0.5). Suppose the activity’s duration is reduced to 8. Further reduction
is impossible: the marginal cost is the negative slope of the line segment
connecting points (8,17) and The arc capacity is set to In a similar
way, an increase in an activity duration would lead to a decrease in the
corresponding (residual) arc capacity. Assume the duration of the activity is
extended from 13 (where the curve shows a breakpoint) to 15. The (residual)
capacity is now reduced by 0.4, the difference between 1.4 (the negative
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slope of the line segment connecting points (13,10) and (8,17)) and 1 (the
negative slope of the line segment connecting points (16,7) and (13,10)).

The coded version of the adapted Fulkerson algorithm exhibits worst-
case complexity Despite this relatively high worst-case complexity,
in practice the computational results reported by Demeulemeester et al.
(1998) reveal very small required computation times.

1.2.3.2.3 The horizon-varying algorithm
Assuming an AoA network, the horizon-varying algorithm computes a

convex piecewise linear underestimation for the time/cost trade-off profile
using a set of durations for activity (i,j). The negative slopes of the line
segments of the convex underestimation are saved in the convex set of
marginal costs of activity (i,j). If activity (i,j) only has one mode,
The activity durations which correspond to the modes lying on the convex
underestimating curve are saved in the set the convex set of durations
of activity (i,j).

Step 0. Deadline computation.
Compute the critical path length with every activity (i,j) at its normal
duration.
Compute the critical path length with every activity (i,j) at its crash
duration.
Set the current project deadline

Step 1. Initialisation.
Let the upper bound of the project cost for deadline T.
Set p, the level of the search tree, equal to 0.
Compute for every activity (i,j) the convex piecewise linear
underestimation with the set ofdurations being the original
set of possible durations for activity (i,j).
Run the adapted Fulkerson labelling algorithm to compute a lower bound
lb and the corresponding activity durations

Step 2. Identify the activity with the maximal vertical distance.
Compute for each activity (i,j) its vertical distance
Compute the maximal vertical distance
If the schedule is complete and feasible. Update ub(T) = lb and
go to step 4.
Update the level of the branch-and-bound tree: p = p + 1.
Store the activity (u,v) with at level p (ties are broken
arbitrarily). Store the corresponding sets and

Step 3. Separate and branch.
Generate two descendant nodes in the search tree. For the first node,
define and compute the convex piecewise
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linear underestimation with Store durations and lower
bound For the second mode, define and
compute the convex piecewise linear underestimation with
Store durations and lower bound
Select the node with the smallest lower bound for
branching. If go to step 4.
Store the information for the remaining node r. Go to step 2.

Step 4. Backtracking.
If the branching level p = 0, then go to step 5.
If both nodes at level p have been evaluated, set p = p - 1 and repeat step
4.
Evaluate the remaining node r at this level: if set p = p - 1 and
repeat step 4.
Go to step 2.

Step 5. Update project deadline.
Set T = T - 1. If stop; else, go to step 1.

In the worst case and for a given deadline, the algorithm generates

nodes in the search tree (r(i) being the number of modes of

activity i) yielding a worst-case complexity of where k denotes the
maximum number of modes over each of the m activities. For each node in
the search tree, a lower bound is computed using the adapted Fulkerson
algorithm, which is of worst case complexity

1.2.3.2.4 An illustrative example
Consider the AoA network shown in Figure 201. The cost/duration

profiles and the first convex piecewise linear underestimation for activities
(1,2), (1,3), (2,4) and (3,4) are shown in Figures 202a through 202d. The
original sets of activity durations are

and In Step 0 of the algorithm we compute
and We illustrate the branch-and-bound procedure for a

deadline This will yield one point on the project’s time/cost trade-
off profile. The resulting branch-and-bound search tree is shown in Figure
203.
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Step 1. Initialise and p = 0. Compute the convex piecewise
linear underestimation with This yields the convex set of
durations and

The convex set of marginal costs is computed as
and The adapted

Fulkerson algorithm yields a lower bound lb = 28.67 and corresponding
activity durations

Step 2. Let us assume that the vertical distances are computed according
to Rule 1: As an
illustration, is computed as follows. The duration corresponds to
a cost on the piecewise linear underestimating curve of 3 + 0.71 × (10 - 9) =
3.71. Then The maximal distance is

Activity (1,2) has the largest vertical distance. Store the
corresponding information: (u,v) = (1,2),

Update the branching level: p=1.
It is interesting to observe that Rule 2 would have computed the vertical

distances as follows:
As a result, activity (1,3) would have been identified as the activity

with the maximal vertical distance.
Step 3. Generate the two descendant nodes at level p = 1 of the search

tree. and Compute the underestimation with
and The adapted Fulkerson procedure

yields Compute the underestimation with
and The adapted Fulkerson procedure yields and

Select the second node for
branching.

Step 2. Compute the vertical distances:

(u,v)= (1,3), and

The maximal vertical distance is 1.43 for activity (1,3).
Increase the branching level: p = 2. Store the corresponding information:
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Step 3. Generate the two descendant nodes at level 2 of the search tree:
and Compute the underestimation with

and The adapted Fulkerson procedure
yields and Compute the
underestimation for and and run
the Fulkerson procedure: and

Select the first node for branching with lb = 34 (arbitrary tie-break).
Step 2. Compute the vertical distances:

Activity (3,4) is the current activity with the maximal vertical
distance. Store the corresponding information: (u,v) = (3,4),

and Update the level of the search
tree: p = 3.

Step 3. Generate the two descendant nodes at level p = 3: and
Compute the underestimation for and
and use the Fulkerson algorithm: Compute the

underestimation for and and
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use the Fulkerson routine to find and
Select the second node for branching with lb = 34.

Step 2. Compute the vertical distances:
The maximal vertical distance is 2 for activity (1,3). Increase the

branching level: p = 4. Store the corresponding information:
and

Step 3. Generate the two descendant nodes at level p = 4: and
Underestimate for and and

use the Fulkerson procedure to find: and
Underestimate for and

and run the Fulkerson routine to find: and
Select the first node for branching.

Step 2. The maximal vertical distance is 0: update ub = 34.
Step 4. Restore the second node at level p = 4: Backtrack to

level p = 3.
Step 4. Restore the first node at level p = 3: Backtrack to

level p = 2.
Step 4. Restore the second node at level p = 2: backtrack to

level p = 1.
Step 4. Restore the first node at level p = 1: backtrack to

level p = 0.
Step 4. p = 0; repeat this procedure with T= 13.



1.2.3.2.5 Computational results
Demeulemeester et al. (1998) have programmed the procedure in Visual

C++ under Windows NT and obtained computational results on a test set of
1,800 instances (generated using ProGen) using a 133 MHz processor for a
maximum CPU time of 200 seconds. The number of activities ranges from
10 to 50. The number of modes ranges from 2 to 11. The procedure clearly
outperformed the two network reduction procedures (Demeulemeester et al.
(2000)) described earlier in this chapter, both in terms of the average
required CPU time and the average percentage of problems solved optimally.
The best results are obtained using Rule 1 for computing the vertical distance
(average CPU time of 62.09 seconds with 78% of the problems solved
optimally). Almost all 20-activity and 30-activity problems are optimally
solved in less than 60 seconds. On the average, problems with more than
fifty activities and six or more modes resist an optimal solution in fifty or
more percent of the tested cases.

1.2.4 Approximation algorithms

The approximation behaviour of the discrete time/cost trade-off problem
has recently been analysed by Skutella (1998a,b) for activity-on-the-arc
networks. The author first presents a polynomial reduction to the case where
every activity i has at most two processing times, one of which is zero; i.e.

For such a problem, Skutella defines a natural

linear relaxation, which replaces r(i) by the interval and takes as
cost function the linear interpolation between and All other

parameters remain the same.
Now consider the deadline problem P

for a fixed deadline Skutella first solves the linear relaxation for the

same deadline using the algorithm of Phillips and Dessouky (1977). This

yields an optimal realisation of in polynomial time. Since all
parameters are assumed to be integral, the obtained optimal realisation will

in this special case also be integral. However, need not be in The

solution is then rounded to a solution of the original problem P by

rounding the activity duration of those activities i with to the
lower value Rounding to the lower value is necessary in order to

preserve the deadline
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For the budget problem the rounding
must be done in the other direction, i.e. thus preserving the resource
availability condition.

In both cases, the produced realisation y of the discrete time/cost trade-
off problem is an l -approximation, where l is the largest occurring duration
of any activity. Stated otherwise, where is the optimal

makespan, and where is the optimal cost.

For the deadline problem, the performance guarantee of l cannot be
improved by this rounding algorithm and it is open whether it can be
improved at all. For the budget problem, however, Skutella develops better
approximation algorithms. The author now repairs a resource availability
violation by rounding some activity durations to the higher value thus
saving part of the budget that can then be reinvested to shorten critical
activities to the lower value 0.

For projects with this leads to a best possible

approximation, i.e. for a given budget R the algorithm produces a realisation
y with and For projects with Skutella

develops additional partition techniques and obtains a strongly polynomial
approximation algorithm with a performance guarantee of

Another variant yields Finally, the author discusses bicriteria

approximations where both time and cost are within a constant factor of an
optimum.

2. THE TIME/COST TRADE-OFF PROBLEM WITH
GENERALISED PRECEDENCE CONSTRAINTS

Time/cost trade-off problems with generalised precedence constraints
(GPRs) have not been extensively studied in the literature. Elmaghraby and
Kamburowski (1992) assume the duration of an activity i, denoted by to

be bound from above and below as follows: They also
assume a time/cost trade-off function that is piecewise linear and convex
over the interval They do not assume the time/cost function to
be nonincreasing, as is commonly done in standard CPM analysis. They
argue in terms of AoA networks where, as usual, the set of nodes represent
the events, but where the set of arcs is composed of two mutually exclusive
sets: the set of original project activities and the set of GPRs. The start and
end node of an activity i are then connected by two arcs of opposite
direction, one of duration leading from the start to the end node of the
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activity and the other of duration leading from the end node of the
activity to its start node. The authors address three related problems:
1. Determine the optimal durations of the activities which minimise the

total project costs while satisfying the project deadline and the GPRs

2. Determine the complete time/cost function for the entire project

3. Determine the optimal durations of the activities which minimise the
total project costs while satisfying the GPRs and where the deadline now
is a due date which can be violated, but at a certain cost (problem
1,T|gpr,piecewise-lin,mu|early/tardy).
The reader will immediately realise that the analysis of these problems

under GPRs is much more complex than under the classical zero-lag finish-
start precedence relations. First, infeasibility problems make the derivation
of the limits of the duration of the project much more difficult. Second, when
GPRs are introduced, a prolongation (reduction) of the duration of an
activity can lead to a smaller (larger) project duration. This is the main
reason why the time/cost curve of an individual activity should not be
nonincreasing, but might allow for a prolongation of an activity.

Each piecewise linear function consists of linear segments with

breakpoints Each linear segment of the

time/cost curve has a slope (positive or negative) An
example curve with four segments is shown in Figure 204. Since the
functions are piecewise linear and convex, the problem can be posed as a
linear programming problem as follows (adapted from Elmaghraby and
Kamburowski (1992)).

subject to

2.1 Problem 1
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For each segment of a variable is introduced. In the objective

function (Eq. [8.66]), for each ‘active’ segment the corresponding

slope is taken and their sum minimised. This results in the minimisation
of the total direct costs. The precedence constraints are given in Eqs. [8.67]
through [8.74]. The generalised precedence relations cannot be written in
their standardised form, because the standardised form does not allow
inferences about prolonging or shortening the duration of an activity (only
delaying or expediting). Eqs. [8.75] relate the values for each of the

segments to the duration of the activity Eqs. [8.76] and [8.77] impose

lower and upper bounds on the Eq. [8.78] imposes the project deadline.
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Elmaghraby and Kamburowski (1992) show that the dual of this linear
program, after some adjustments, can be regarded as a special case of the
uncapacitated minimum cost flow problem, also referred to in the literature
as the uncapacitated transhipment problem (see e.g. Lawler (1976) and
Jensen and Barnes (1980)). The authors suggest to solve the problem using
the polynomial algorithm developed by Orlin (1988).

2.2 Problem 1,T|gpr,piecewise-lin,mu|curve

For computing the complete time/cost trade-off curve, Elmaghraby and
Kamburowski (1992) start with the early start schedule determined by the
Modified Label Correcting Algorithm (Ahuja et al. (1989)) which results in
the minimal project duration They then determine the activity durations

that minimise the total costs without violating the project duration (the

problem discussed in the previous section). As a result, the project duration
is increased by one time unit and the activity durations which generate
minimal costs are calculated. The procedure keeps iterating until no further
decrease in costs can be observed.

2.3 Problem 1,T|gpr,piecewise-lin,mu|early/tardy

To cope with earliness/tardiness costs in the objective function,
Elmaghraby and Kamburowski (1992) add the extra term to the

objective function [8.66], where denotes the cost penalty per time unit
that the project due date is violated, and remove the deadline constraint
[8.78] from the model given earlier in Section 2.1. They again show that the
resulting dual is a special case of the uncapacitated transhipment problem,
for which they suggest the solution procedure developed by Orlin (1988).

3. THE TIME/RESOURCE TRADE-OFF PROBLEM

3.1 Definition of problem 1,1|cpm,disc,

In construction and software development projects (see e.g. De Reyck
(1998) and Willems (1994)), it often occurs that only one renewable
bottleneck resource (e.g. labour) is available in constant amount throughout
the project. During the project planning phase, project management
traditionally relies on the work breakdown structure to specify work
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packages and to estimate the work content (e.g. amount of man-days) for
each individual activity. In practice, several scenarios are available for the
execution of the individual activities. Given an activity’s work content, a set
of allowable execution modes can be specified for its execution, each
characterised by a fixed duration (e.g. days) and a constant resource
requirement (e.g. units/day), the product of which is at least equal to the
activity’s specified work content.

The resulting discrete time/resource trade-off problem (DTRTP) has been
introduced in De Reyck (1998), De Reyck et al. (1998) and Demeulemeester
et al. (2000). The duration of an activity is assumed to be a discrete, non-
increasing function of the amount of a single renewable resource committed
to it. Given the specified work content for activity i all

efficient execution modes for its execution are determined based on
time/resource trade-offs. Activity i, when performed in mode m

has a duration and requires a constant amount of the

renewable resource during each period it is in progress, such that is at

least equal to A mode is called efficient if every other mode has either a
higher duration or a higher resource requirement. Without loss of generality,
we assume that the modes of each activity are sorted in the order of non-
decreasing duration. The single renewable resource has a constant per period
availability a. We assume that the project is represented using an AoN
network. The dummy start node 1 and the dummy end node n have a single
execution mode with zero duration and zero resource requirement. The
objective is to schedule each activity in one of its modes, subject to the
finish-start precedence and the renewable resource constraint, under the
objective of minimising the project makespan. Using the classification of
Chapter 3, the problem is represented as 1,1|cpm,disc,mu|

The DTRTP is strongly Indeed, if we set the work content of
each activity of a DTRTP instance equal to 1, then each activity has only one
possible execution mode, with a duration as well as a resource requirement
equal to 1. Consequently, the unit-duration resource-constrained project
scheduling problem with a single renewable resource with unit resource
requirements results. This problem is equivalent to the parallel machine
problem with precedence relations and unit task durations (denoted as
P|prec, by Graham et al. (1979), which is strongly
(Ullman(1975))).

The DTRTP is a subproblem of the multi-mode resource-constrained
project scheduling problem which includes
time/resource and resource/resource trade-offs and multiple renewable,
nonrenewable and doubly-constrained resource types. The multi-mode
problem is the subject of Section 4.
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3.2 Solution procedures

The literature on the discrete time/resource trade-off problem is relatively
sparse. Heuristic solution procedures based on local search and tabu search
have been developed by De Reyck et al. (1998) and are discussed in the
subsequent section. Exact algorithms for the more general multi-mode
problem, which can therefore also be used to solve the DTRTP, have been
presented by Talbot (1982), Patterson et al. (1989, 1990), Speranza and
Vercellis (1993), Sprecher (1994), Ann and Erengüç (1995), Sprecher et al.
(1997), Nudtasomboon and Randhawa (1997), Sprecher and Drexl (1998)
and Hartmann (2001). They are the subject of a later section. We now focus
on the dedicated branch-and-bound procedure developed by
Demeulemeester et al. (2000).

3.2.1 A dedicated branch-and-bound procedure

3.2.1.1 The search process
The branch-and-bound procedure of Demeulemeester et al. (2000) is

based on the concept of activity-mode combinations, i.e. subsets of activities
executed in a specific mode (first introduced by Herroelen (1972)). At each
decision point t which corresponds to the completion time of one or more
activities, partial schedules are evaluated which correspond to nodes in
the search tree and which are obtained by temporarily scheduling all feasible
undominated maximal activity-mode combinations. Activity-mode
combinations are feasible if the activities can be executed in parallel in the
specified mode without resulting in a violation of the resource constraint.
They are maximal when no other activity can be added in one of its modes
without causing a resource conflict. They can eventually be dominated by

the dominance rules described in the next section. A partial schedule is
temporary in that activities which were temporarily scheduled at a time t < t’
and are still in progress at time t’, can eventually be removed from the
partial schedule or temporarily rescheduled at time t’ in another mode. It
will be demonstrated later that it only makes sense to reschedule an activity
in another mode when this allows the activity to finish earlier than in If
the latter condition would not be satisfied, the corresponding partial schedule
can be dominated by the single-mode left-shift or multi-mode left-shift
dominance rule.

Consider the project network in Figure 205, in which the nodes represent
the activities and the arcs the precedence relations. The work content for
each of the activities is given in Table 48. In order to keep the example
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simple only two execution modes are given for each activity, as shown in
Table 48. The availability of the single renewable resource amounts to 20
units.

The feasible maximal activity-mode combinations upon finishing activity
A at time t=0 are (C1,D1), denoting the parallel execution of activity C in
mode 1 and activity D in mode 1, (C1,D2), (B1,D1), (B1,C1), (B2,C1),
(B1,C2,D2), (B2,C2,D1) and (B2,C2,D2). The search process enumerates at
each decision point only feasible activity-mode combinations. Moreover, the
procedure only generates those feasible activity-mode combinations which
are maximal. It is sufficient to do so because the scheduling decisions made
to create a partial schedule are only temporary in the sense that
activities scheduled at time t and still in progress at any of the succeeding
decision points can eventually be removed from the partial schedule at any
of those decision points or rescheduled in another mode which allows the
activity to finish earlier than in the current

Each partial schedule resulting from a specific activity-mode
combination is evaluated using a precedence-based as well as a resource-
based lower bound described in Section 3.2.1.3. The node with the smallest
lower bound is selected for further branching at the next decision point t’. At
time t’ again all feasible maximal activity-mode combinations are
enumerated under the assumption that activities scheduled earlier and still in
progress can be removed from the partial schedule. If they are not removed
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from the partial schedule, they can be restarted at time t’ in another mode,
provided this results in a reduction of their completion time. Backtracking
occurs (a) when a schedule is completed, (b) when its lower bound exceeds
(or equals) a previously determined upper bound on the project makespan, or
(c) when a branch is to be fathomed by one of the dominance rules discussed
below. The procedure stops with the optimal solution upon backtracking to
level 0 in the search tree. The resource profile of the optimal solution for the
example is given in Figure 206. An alternative optimal solution can be
obtained by starting activity C at time 0 in its second mode.

3.2.1.2 Dominance rules
The search mechanism of temporarily scheduling feasible maximal

activity-mode combinations is supplemented with four other dominance
rules: a rule eliminating redundant activity-mode combinations, a cutset
dominance rule, a single-mode and a multi-mode left-shift dominance rule.

3.2.1.2.1 Dominance rule 1: redundant activity-mode combinations
A partial schedule at decision point t is dominated if it contains an

activity that is started at the current decision point t and that can be executed
in a mode with a shorter duration without violating the resource constraints
and with a completion time that would define the next decision point t’
(because it would terminate the earliest among all activities in progress).

For the example given in Figure 205, the partial schedule corresponding
to the maximal activity-mode combination (B2,C2,D2) at decision point t=0
is shown in Figure 207. The next decision point occurs at time t’=6, when
activity C is completed. However, the maximal activity-mode combination
(B2,C2,D1) in which activity D is scheduled in mode 1 and finishes at time
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t’=6 (indicated by the dotted box) dominates the current scheduling
alternative. Due to the fact that activity D, scheduled in its first mode, would
no longer be in progress beyond the next decision point t’=6, an additional
amount of resources becomes available for further scheduling decisions.
Activity-mode combination (B2,C2,D1) is considered in a sibling node of
the current node. All maximal activity-mode combinations that are
dominated by this dominance rule are non-tight (an activity-mode
combination is called tight if there is no activity that can be scheduled in a
smaller mode (with smaller duration) without violating the resource
constraint). Excluding all non-tight activity-mode combinations from the
outset, however, may lead to non-optimal solutions, as was shown by
Hartmann and Sprecher (1996).

3.2.1.2.2 Dominance rule 2: single-mode left-shift dominance rule
The reader will remember the left-shift dominance rule used earlier in

Chapter 6 in the solution procedures for the resource-constrained project
scheduling problem. Here, we use a single-mode left-shift dominance rule
which dominates partial schedules in which an activity can be scheduled
earlier in the same mode without resulting in a violation of the precedence or
resource constraints. The application of this rule directly leads to the fact
that, at a decision point t, an activity i which was previously scheduled in
mode m and which is still in progress, can only be restarted in another mode
m’ when its duration in mode m’ is smaller than its duration in mode m (or
equivalently when m’<m). Otherwise, because the resource requirement of
mode m’ is smaller than the requirement of mode m, a left-shift could be
applied.
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Both local and global left-shifts can be examined. A partial schedule
at a certain decision point t can be dominated using local left-shift
dominance logic when the start of an activity i which is in progress at

time t can be shifted towards time without causing a violation of the
precedence or resource constraints. A global left-shift allows the shift of the
starting time of activity i to any time instant in the interval where

denotes the earliest precedence-based starting time of activity i using for

each of the activities in the activity durations corresponding to the
selected modes. In the procedure, Demeulemeester et al. only examine local
left-shift dominance, since adding the global left-shift rule does not improve
the performance of the algorithm. Furthermore, the authors only examine
(local) left-shifts for activities which are in progress at the current decision
point t. They could also have examined left-shifts for activities which are
completed at a time instance However, again the extra time needed to
check for the applicability of this rule is not offset by the possible gains
obtained by a reduction in the size of the search tree.

3.2.1.2.3 Dominance rule 3: cutset dominance rule
As discussed earlier in Chapter 6, Demeulemeester and Herroelen (1992)

use a cutset dominance rule in their optimal procedure for the RCPSP. A
cutset at time t is defined as the set of all unscheduled activities having
their predecessors in the partial schedule This rule can be extended to
the DTRTP. It is used in the search process to dominate a partial schedule

which contains an identical set of activities as a partial schedule
(which leads to identical cutsets) which was previously generated at time t’

during the search of another path in the search tree and for which (a)

the activities in progress in at time t’ are also in progress in at

time t and (b) the activities in progress in at time t’ do not finish later
and use less (or an equal amount of) resource units than the corresponding
activities in

Consider again the example problem of Figure 205. Figure 208
represents the partial schedule corresponding to the feasible maximal
activity-mode combination (B2,C2,D1) at time 0. The next decision point is
t’=6 at which time the cutset {E} is saved.

Consider now the partial schedule given in Figure 209 which may be
generated by the procedure during the search of another path at level 2 in the
search tree as a continuation of the partial schedule This
partial schedule can be dominated by the cutset dominance rule. The cutset



480 Chapter 8

{E}, examined at t=6, is identical to the earlier saved cutset. The activity in
progress, B, scheduled in its first mode, finishes at time t=9, which equals
the completion time of activity B, scheduled in its second mode in the partial
schedule of Figure 208. Moreover, activity B as shown in the partial
schedule of Figure 209 uses more resources.

3.2.1.2.4 Dominance rule 4: multi-mode left-shift rule
In their procedures for the MRCPSP, which are to be discussed later,

Sprecher, Hartmann and Drexl (1997) and Sprecher and Drexl (1998)
incorporate a multi-mode left-shift rule which dominates partial schedules for
which an activity can be scheduled in another mode with an earlier
completion time. The rule, applied upon finishing an activity, is also
applicable to the DTRTP. Figure 210 illustrates a partial schedule (obtained
after removing 52 at decision point t=6 from the partial schedule given in
Figure 208 and adding eligible activity E in its first mode). As indicated by
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the dotted line, activity C, which finishes at time t=6, can be scheduled
within the constraints in its first mode with smaller duration and earlier
completion time.

The multi-mode left-shift rule, however, is incompatible with the use of
the cutset dominance rule. The partial schedule shown in Figure 210 is a
continuation of the partial schedule of Figure 208 at level 2 (at decision point
t=6) of the search tree. The multi-mode left-shift dominance rule, however,
allows to dominate this partial schedule by a partial schedule in which
activity C is executed in its first mode and starts at time zero (as in Figure
209). On the other hand, we already know that the cutset dominance rule
dominates the partial schedule in Figure 209 by the partial schedule in
Figure 208. However, the optimal solution given in Figure 206 reveals that
only a continuation of the partial schedule in either Figure 209 or Figure 210
may eventually lead to the optimal solution. So it appears that the optimum
can be achieved when either the partial schedule in Figure 209 is dominated
by the cutset dominance rule or the partial schedule in Figure 210 is
dominated by the multi-mode left-shift dominance rule as proposed by
Sprecher, Hartmann and Drexl (1997), but not both. All the partial schedules
which could lead to the optimal solution would erroneously be dominated by
the combination of the multi-mode left-shift and the cutset dominance rule.
A clarifying overview of this mutual dominance is given in Figure 211.

The core of the problem lies in the fact that the cutset dominance rule
only fathoms nodes which are dominated by another node which was already
fully explored in a previous stage in the search, whereas the multi-mode
dominance rule as it stands fathoms nodes because they are dominated by
another node which may still be unexplored. This causes an interference
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between the cutset dominance rule and the multi-mode left-shift rule which
may cause the optimal solution to be missed.

As the authors wanted to keep the powerful cutset dominance rule in the
solution procedure, they replaced the multi-mode left-shift dominance rule
by a modified multi-mode left-shift dominance rule, which is not applied
upon the completion of activities, but upon the determination of the eligible
activities. The rule dominates partial schedules containing an eligible
activity which can be scheduled earlier in a higher mode (with longer
duration and smaller resource requirement) without finishing later. It can
only be applied to higher modes (with smaller resource requirements)
because modes with higher resource requirements may decrease the residual
resource availability beyond the current decision point, thereby making it
possible to miss the optimal solution. As the rule is applied when the eligible
activities are computed, that is before any cutset information has been saved,
no interference of the cutset dominance rule and the modified multi-mode
left-shift rule can occur. Again, only local multi-mode left-shifts at the
current decision point are examined since examining global multi-mode left-
shifts and local shifts over the entire project horizon does not improve the
effectiveness of the algorithm.

As mentioned earlier, the rule can also be applied when an activity i,
which is already in progress at a decision point in mode m, is restarted in
another mode m’. It has already been derived in Section 3.2.1.2.2 that in that
case the duration associated with the new mode m’ should be smaller than
the duration of mode m (m’<m). Moreover, we can now state that activity i
in its new mode m’ should terminate earlier than its previous completion
time (in mode m), because otherwise a multi-mode left-shift can be applied.
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3.2.1.3 Bounding rules
Each non-dominated feasible maximal activity-mode combination is

evaluated by computing a critical path-based as well as a resource-based
lower bound. At each decision point t, we compute for the corresponding

partial schedule an extended precedence-based lower bound by

the following formula: This lower

bound exploits scheduling information which becomes available at the next
decision point t’ in the following way. We define E’ as the set of activities
that become eligible at time t’. S’ denotes the set of activities in progress at
time t’. For each is computed as where is the
remaining critical path length of the network consisting of activity i and all
its successors, computed under the assumption that activity i and its
successors are executed in their shortest duration (mode 1). A similar
computation is made for each For each we also compute as

where now denotes the start time of activity i in and
now denotes the remaining critical path length of activity i taking

into account its actually chosen mode in and the shortest possible
duration (mode 1) for its successors. It should be noted that the complexity
of computing is O(n). The remaining critical path length computation

for an activity is done only once at the start of the procedure and must not be
repeated at each decision point.

At the start of the procedure, a resource-based lower bound is

computed as follows: where denotes the smallest

integer equal to or larger than x. The bound however, is updated (i.e.
tightened) for resource-period availability losses. These losses may be due to
either unused (lost) resource-period availabilities or the redundant work
content resulting from the fact that the product of the activity duration and
the corresponding resource requirement exceeds the specified work content

The lower bound lb used in the branch-and-bound procedure is then
obtained as The procedure then branches from the partial
schedules (nodes) with the smallest lower bound in depth-first fashion.
However, the procedure first considers the tight activity-mode combinations
only, since experimentation has revealed that these activity-mode
combinations entail the highest chance of leading to the optimal solution.
Only when no tight activity-mode combinations are left, the non-tight
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activity-mode combinations are considered. The smallest resource-period
availability losses and the latest next decision point are used as tie-breaking
rules.
The lower bound computation can best be illustrated on the problem
example given in Figure 205. Consider the lower bound computation for the
partial schedule corresponding to the activity-mode combination C1,D2 at
time t=0 given in Figure 212. The next decision point is t’= 2 corresponding
to the completion time of activity C. We define E’= {B} as the set of eligible
activities at time t’.

The computation of yields We

define S’= {D} as the set of activities in progress at time t’= 2. We compute

as follows. and

We find

Let us now turn to the computation of Initially

As the next decision point
occurs at time t '=2, Figure 212 reveals a resource availability loss of 5
resource units in each of the periods 1 and 2. The resource-duration product

while the specified work content for activity D was only 66.

Updating for these two types of resource-period availability losses yields

Hence, the lower bound is computed
as lb = max{22,17}=22.
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3.2.1.4 Computational experience
Demeulemeester et al. (2000) used ProGen/max (Schwindt (1995)) to

generate 150 networks using the parameters given in Table 49. For each
combination of parameter values, they generated 10 problem instances. The
indication [x,y] means that the value is randomly generated in the interval
[x,y], whereas x; y; z means that three settings for that parameter were used
in a full factorial experiment. Every activity was then randomly assigned a
work content between 10 and 100. Several versions of each problem instance
are solved using a different restriction on the number of modes allowed
(denoted M, varying from 1 to 6 and one in which no restriction is placed on
the number of modes) and a different setting for the resource availability a
(equal to 10,20,30,40 and 50).

The parameters used in the full factorial experiment are given in Table
50. A total of 5,250 problem instances results.

The reader will remember that the order strength OS has been used earlier
and is defined as the number of precedence relations, including the transitive
ones, divided by the theoretical maximum of such precedence relations,
namely n(n-1)/2.

The use of an unrestricted number of modes implies that for each activity
i, every duration/resource requirement pair is allowed as long as

their product is at least as large as and the resulting mode is efficient. In
that case, the number of modes for activity i depends on its work content
and the resource availability a. The higher or a, the higher the number of
modes. Table 51 indicates for the different resource availability settings the
average number of modes for the activities in the problem instances as well
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as their theoretical minimum and maximum. For the entire problem set, the
average number of modes when there is no restriction imposed, equals
11.82.

An explicit restriction on the number of modes can be enforced as
follows. The procedure first generates the mode m with duration

and resource requirement where

denotes the highest integer number equal to or smaller than x. This mode is
situated somewhere in the ‘middle’ of the realm of available modes. Then,
the procedure generates a mode with duration and corresponding

resource requirement. Consequently, the mode with duration is
generated. This mode generation process continues (alternatively decreasing,
resp. increasing the activity duration) until the desired number of modes is
reached or no modes are left. Naturally, other criteria to restrict the number
of modes can be used (e.g. based on technological constraints or actual
working conditions). Contrary to the case of an unrestricted number of
modes, restricting the number of modes to 1, 2, 3, 4, 5 or 6 results in exactly
the specified amount for each activity, except for a=10 and which
only allows for 5 feasible efficient modes namely (2,6), (3,4),

(4,3), (6,2) and (11,1).
The branch-and-bound procedure has been programmed by

Demeulemeester et al. in Microsoft Visual C++ 4.0 under Windows NT for
use on a Dell PentiumPro-200Mhz personal computer with 64Mb of
memory. The code itself requires 110Kb, whereas the data structures use up
to 40Mb. If required, a limitation on the use of internal memory (up to as
low as 8 Mb) can be imposed. The CPU-time limit is set to 1,000 seconds.
Table 52 indicates the number of problems solved to optimality. Table 53
reports the average required CPU-time to find and verify the optimal
solution. The average CPU-times also include the problems which could not
be solved to optimality within the time limit. For up to 4 modes, all problems
could be solved to optimality within a maximum CPU-time of 160.54
seconds.
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The reader realises that in order to guarantee the optimality of the results,
the algorithm must also examine non-tight maximal activity-mode
combinations (except those dominated by dominance rule 1). If only tight
maximal activity-mode combinations are examined, a heuristic procedure
results. Demeulemeester et al. (2000) observed that generating only tight
maximal activity-mode combinations in the search process results in a
significant gain in computational speed, at the expense of slightly worse
solutions. The same authors observed a positive correlation between the
order strength and both the number of problems solved to optimality and the
computation time required. They also observed a bell-shaped effect of the
resource availability: when a increases, the computational complexity
increases up to a certain point beyond which it decreases again.

3.2.2 Local search methods

De Reyck et al. (1998) discuss various local search methods for solving
the problem. Their local search methodology divides the problem into two
distinct phases: a mode assignment phase and a resource-constrained project
scheduling phase with fixed mode assignments. The mode assignment phase
assigns to each activity i a specific execution mode (i.e. a specific
duration and corresponding resource requirement). A mode assignment is a
n-tuple which yields a resource-constrained project
scheduling problem, which is subsequently solved in the resource-
constrained project scheduling (RCPSP) phase.
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3.2.2.1 Truncated complete enumeration
It should be clear that enumerating all possible mode assignments and

solving each corresponding RCPSP instance to optimality (using as an upper
bound the minimum feasible makespan obtained so far) leads to the optimal
solution of the DTRTP. However, such an approach proves intractable

because of the enormous amount of possible mode assignments
where M denotes the maximum number of modes that can be assigned to
each activity). Even solving each RCPSP using a fast heuristic will not be a
viable approach. Computational experience with a truncated complete
enumeration procedure which enumerates a number of mode assignments
and solves each RCPSP instance using a fast heuristic algorithm will be
given in a later section.

3.2.2.2 Improvement procedures
The local search methods developed by De Reyck et al. (1998) start with

an initial mode assignment (obtained randomly or using
a heuristic) and compute an upper bound on the project makespan using a
fast heuristic for the RCPSP. Then, an improvement procedure is initiated
which evaluates a number of new mode assignments in the neighbourhood of

(to be defined later) using a similar RCPSP heuristic and selects one of
them for further exploration. In other words, a specific number of moves is
examined, one of which (the one with the minimal makespan) is selected for
further examination. This process continues until some termination criterion
is satisfied.

The evaluation of each move could be accomplished by optimally solving
the corresponding RCPSP. However, when the number of activities grows
large, no guarantee can be given that the RCPSP can be solved in a
reasonable amount of time. Moreover, experimentation has revealed that the
quality of the obtained upper bound for move evaluation does not
significantly influence the quality of the obtained solution for the DTRTP.
Therefore, De Reyck et al. (1998) use a truncated version of the RCPSP
procedure of Demeulemeester and Herroelen (1997a) as a fast heuristic for
solving the RCPSP. The procedure, which is an enhanced version of the
original code presented in Demeulemeester and Herroelen (1992), is
truncated after a very small amount of time has elapsed (namely when 100
backtracking steps have been performed, which requires, on the average, less
than 0.01 seconds). Another possibility would be to truncate the procedure
after a first feasible solution has been obtained (which boils down to a single
pass heuristic procedure with similar characteristics and performance as, for
instance, a parallel search scheme based on the minimum slack priority rule
in which scheduled activities may again be delayed). Upon finding the best
mode assignment, it may be beneficial to run a near-optimal RCPSP
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heuristic, or, if possible, an optimal procedure to further improve on the
obtained heuristic solution. Again, the RCPSP procedure of Demeulemeester
and Herroelen (1997a) is used, which, if truncated after 1 second of CPU-
time, provides high quality, near-optimal solutions for the problems
considered.

3.2.2.2.1 Descent methods
Given an initial mode assignment a steepest descent method (also

referred to as best-fit or best improvement method) evaluates all mode
assignments in the neighbourhood of and selects the one which results in
the smallest makespan. Then, again the neighbourhood is determined and the
best possible mode assignment selected. The steepest descent procedure
terminates when no improving mode assignment (move) can be found.

A fastest descent algorithm (also referred to as a first-fit or first
improvement procedure) differs from a steepest descent procedure in that the
first improving mode assignment (move) encountered is chosen. This will
result in a faster descent, at the expense of perhaps missing better mode
assignments and steeper paths of descent at each iteration.

Both steepest descent and fastest descent algorithms can be extended
with a random restart procedure, which randomly generates initial mode
assignments upon which the procedure is restarted (further referred to as
iterated fastest or steepest descent). Since these types of local search
methods are known to be highly sensitive to the initial solution (mode
assignment), incorporating a random restart will undoubtedly produce better
results.

3.2.2.2.2 A random procedure
De Reyck et al. (1998) obtain benchmark results using a random

procedure which randomly generates a number of mode assignments and
solves the corresponding RCPSP using a truncated version of the RCPSP
procedure of Demeulemeester and Herroelen (1997a).

3.2.2.2.3 Tabu search

3.2.2.2.3.1 Neighbourhood
De Reyck et al. define the neighbourhood of a specific mode assignment

as consisting of all mode assignments in which for exactly one
activity, another (arbitrary) mode is assigned. Therefore, given a mode
assignment the set of possible moves consists of changing the mode

assigned to exactly one activity i to another arbitrary mode
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The number of possible moves is equal to and therefore the size

of the neighbourhood is of the order O(nM), where M denotes the
maximum number of modes that can be assigned to each activity. It is clear
that, using this neighbourhood structure, the connectivity property holds, i.e.
that there exists, for each solution, a finite sequence of moves leading to the
global optimal solution. Another possibility to define the neighbourhood or,
equivalently, the set of available moves given an initial mode assignment,
would be to restrict the change of mode of an activity i to an ‘adjacent’

mode or (if possible), thereby decreasing, respectively
increasing, the duration of activity i by a small amount and increasing,
respectively decreasing, the resource requirement of activity i
correspondingly. The maximum number of moves to be examined would
then be restricted to 2n (O(n)). Experimentation performed by the authors
has revealed that local search procedures based on such a (more restricted)
neighbourhood, although they are able to perform iterations much more
quickly because less moves have to be evaluated, do not perform as well as
do procedures based on the extended neighbourhood consisting of all mode
changes. The main reason for this is that the procedures lose their
aggressiveness and their ability to perform highly influential moves (as
defined later, these are moves that have a high impact on the structure of the
solution) and to realise large improvements.

3.2.2.2.3.2 Short-term recency-based memory
In order to avoid cycling, tabu search employs short-term memory,

which excludes from consideration a specific number of moves which may
lead to cycling. For the DTRTP, several possibilities may be explored to
prevent cycling: (a) classify tabu those moves that reverse one of the
recently made moves, (b) allow reversals, but prohibit repetitions of earlier
made moves, such that revisiting an earlier solution is allowed, but another
search path has to be chosen for leaving the revisited solution, and (c)
prohibit moves that lead to a mode assignment which was already
encountered in the recent past.

Experimentation by the authors has revealed that approach (b), although
effective in cycle avoidance, is outperformed by approach (a). Approach (c),
although perfectly able to prevent revisits of earlier solutions, has two main
disadvantages. First, comparing a set of mode assignments is of time
complexity O(nL), where L denotes the length of the tabu list, compared to
the constant time required by approach (a). Second, preventing earlier
encountered solutions from being revisited is not synonymous to preventing
cycling between a number of solutions. Sometimes, it is advantageous that
earlier visited solutions are revisited, in the hope that another search path out
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of that solution may be taken. Constructs developed to diversify the search
will ensure that no indefinite cycling will occur, even if previously visited
solutions are revisited. Since the number of moves that have to be evaluated
at each iteration can be relatively large, it is important that the evaluation can
be done very quickly. Hence, De Reyck et al. opt for approach (a).

The length of the tabu list defines the time span during which moves
retain their tabu status. A long tabu list decreases the probability of revisiting
a previously examined mode assignment. However, it may also forbid a
number of moves which would not have led to cycling at all, eventually
causing the procedure to get stuck in a local optimum of poor quality.

Both static and dynamic tabu list management procedures have been
described in the literature. A static tabu list has a specific length, such as 7 (a
‘magical’ number which has proven to be very effective in many tabu search
applications) or (advisable in situations where the tabu list length should
vary with the problem dimension). Dynamic aspects include randomly
varying the tabu list length in a specific interval (such as [7,20]

or decreasing the tabu list length systematically (e.g. from

to 3), introducing moving gaps in the tabu list (parts of the tabu list are
inactivated periodically) or making the tabu status of a move dependent on
the state of the solution process (as in the cancellation sequence method or
the reverse elimination method; see Glover (1989, 1990) or Dammeyer and
Voss (1993)). De Reyck et al. found that the best performance is achieved
with a tabu list length which depends on the size of the problem. The length
should not increase linearly with the problem size. Therefore, they set the
average length to which corresponds to a tabu list length varying from
6 to 11 when the number of activities ranges from 10 to 30. Moreover, they
allow the length to vary randomly in the interval This allows the

tabu list to decrease when it is too large (thereby eliminating too many
moves) and to increase when it is too small (leading to cycling). When a
specific number of iterations is performed without improving the best known
solution, the tabu list length is either decreased or increased by one unit (if
possible) or remains the same (each with the same probability).

3.2.2.2.3.3 Aspiration criteria
Aspiration criteria are introduced to determine which tabu restrictions

should be overridden, thereby revoking the tabu status of certain moves. The
purpose is to identify and again make available those moves that can lead to
an overall improvement of the objective function or that can never lead to
cycling. The authors have chosen not to completely revoke the tabu status of
such improving moves, but to transform them into a so-called pending tabu
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status (Glover and Laguna (1993)), which means that the move is eligible for
selection if no other non-tabu improving move exists. A pending tabu status
is a kind of graduated tabu status which releases some moves of their tabu
classification, but still favours improving moves that were not tabu in the
first place. Several types of aspiration criteria have been presented in the
literature. We subsequently describe the ones implemented in the procedure
of De Reyck et al.

3.2.2.2.3.3.1 Aspiration by default
A conflict occurs when at some point in the search process no admissible

moves are available for selection, i.e., when all possible moves are classified
tabu. If such a conflict occurs, the procedure will terminate unless some
action is undertaken to revoke the tabu status of some moves. De Reyck et
al. remove the oldest entries from the tabu list until the list is empty or until
an admissible move exists. When the length of the tabu list is set too long
(such that every possible move is classified as tabu), aspiration by default
will automatically decrease the tabu list length.

3.2.2.2.3.3.2 Aspiration by objective
If a move that is set tabu would lead to the best solution (smallest

makespan) obtained so far, the tabu status is overridden and the
corresponding move is selected. Obviously, when a new upper bound on the
project makespan is found, we are certain that we are not revisiting an earlier
examined solution. This aspiration criterion is known as global aspiration by
objective. Regional (or local) aspiration by objective extends this reasoning
to the best solution obtained so far in specific regions of the solution space.
If a move that is classified tabu would lead to the best possible solution
obtained so far with a specific mode assigned to a specific activity, the
authors override the tabu status of that move. Therefore, they store for each
activity-mode combination the best possible solution that has been obtained
so far in which that activity has been given that specific mode. If a tabu
move would improve the best known solution for one of the current activity-
mode combinations, the tabu status is overridden.

3.2.2.2.3.3.3 Aspiration by influence
Moves can be classified according to their influence, i.e. their impact

(induced degree of change) on the structure of the incumbent solution. For
example, a move that changes the mode of an activity i with work
content from (4,10) to (5,8) will probably have a smaller impact on
the corresponding schedule than a move to mode (10,4). Accordingly, the
authors define the influence of a move as the absolute value of the difference
in the current duration of an activity and its duration in the new mode
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assignment. Although such influential moves are often not very attractive
because they lead to a substantial increase in the project makespan, they
should be favoured from time to time in order to overcome local optimality
and explore diverse regions of the solution space. If many moves of small
influence have already been made and none of them is able to improve the
best known solution so far, it is advisable to select a highly influential move
after which a series of low-influence moves may again lead to a new local
(hopefully global) optimum. Therefore, De Reyck et al. will favour highly
influential moves when a series of low-influence moves did not lead to a
better solution. After such a high-influence move is chosen, the low-
influence moves may again be tolerated until they show negligible gain
opportunities. They revoke the tabu status of moves of rather low influence,
provided that between the time (iteration) the move has been classified tabu
and the current time (iteration), a move of higher influence has been chosen.

De Reyck et al. also favour influential moves by making them more
attractive in the move selection process. Moves are selected based on the
associated upper bound on the project makespan. Influential moves are given
a bonus that further increases their attractiveness. Moreover, they only take
into account the influence of moves when there are no moves that lead to a
reduction in the makespan of the incumbent solution.

3.2.2.2.3.3.4 Aspiration by search direction
In some cases, revisiting an earlier examined solution is not necessarily

bad, because another search path leading out of that solution might be
chosen (thereby preventing cycling). Aspiration by search direction provides
a mechanism for preventing that, upon a revisit, the same path out of that
solution will be chosen. Therefore, De Reyck et al. store for each move
whether it was improving or not. If the current (tabu) move is an improving
move and if the most recent move out of the new (tabu) mode assignment
was also an improving move, the tabu status of the current move is revoked,
thereby making it possible that the earlier examined solution is revisited. In
this way, the local optimum examined before is revisited, but now another
(non-improving) path leading out of that local optimum is chosen.

3.2.2.2.3.3.5 Aspiration by strong admissibility
A move is labelled strongly admissible if it is eligible to be selected and

does not rely on any aspiration criterion to qualify for admissibility or if it
would lead to the best solution obtained so far (Glover (1990)). If such a
strongly admissible move was made prior to the most recent iteration during
which a non-improving move has been made, the tabu status of every
improving move is revoked. In doing so, the authors make sure that the
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search proceeds to a local optimum, even if reaching a local optimum would
require moves that would normally be classified tabu.

3.2.2.2.3.4 Termination criteria
The procedure is terminated when (a) 10,000 iterations are performed, or

(b) 1000 iterations are performed without improving the best known solution
(this number is deemed to be sufficient for the procedure to have either
reached the global optimum or to have converged to and being stuck in a
local optimum), or (c) the time limit of 100 seconds is exceeded, or (d) a
solution is encountered with a makespan equal to a known lower bound. The
lower bound lb used for these calculations is the maximum of a resource-
based lower bound and a critical path-based lower bound The

resource-based lower bound is computed as where

denotes the smallest integer equal to or larger than x. Actually, can

be tightened in two ways. First, if for a specific activity i,

exceeds can be used for computing rather than itself

is called the redundant work content). Second, after computing

it can be recomputed with the additional restriction that the modes that

can be used for computing the value should have a

corresponding duration smaller than or equal to the previously calculated
This will inhibit ‘extreme’ modes (such as and when

and to be used for computing The critical

path-based lower bound is obtained by calculating the critical path in the
activity network where each activity is assigned its shortest feasible mode,
taking into account the resource availability a.

3.2.2.2.3.5 Medium and long-term frequency-based memory

3.2.2.2.3.5.1 Frequency information
The core of a tabu search procedure is a steepest descent/mildest ascent

procedure supplemented with recency-based memory in the form of a tabu
list to prevent cycling. Although this basic scheme, supplemented with
appropriate aspiration criteria, may already outperform pure descent
procedures, another component is necessary that typically operates on a
somewhat longer time horizon to ensure that the search process examines



8. PROJECT SCHEDULING WITH MULTIPLE ACTIVITY
EXECUTION MODES

495

solutions throughout the entire solution space (diversification) and that
promising regions of the solution space (good local optima) are examined
more thoroughly (intensification). This component can be supplied by using
frequency-based memory. Essentially, frequency-based memory stores
information about the frequency with which a specific solution characteristic
(attribute) occurs over all generated solutions or about the frequency that a
move with a specific attribute has occurred. For instance, we can store (a)
the number of generated solutions in which a specific activity was executed
in a specific mode, (b) the number of times a move occurred in which an
arbitrary new mode was reassigned to a specific activity, or (c) the number
of times a specific mode was assigned to a specific activity. Option (a)
represents a residence frequency, because it reports on the frequency of
specific generated solutions, whereas options (b) and (c) represent transition
frequencies, since they report on the frequency of specific moves. Although
in many cases, residence frequencies are more suited to act as a frequency-
based memory, both types of frequency-based memories can be used in
unison to achieve better performance.

3.2.2.2.3.5.2 Diversification
Although the tabu list prevents the procedure from cycling between a

number of solutions, it cannot prevent the search process from being
restricted to a small region of the entire solution space. Furthermore, it may
be advantageous to examine large parts of the solution space rather than
intensively searching in a restricted part. Therefore, De Reyck et al. use
frequency-based memory to detect whether the search space has been
confined to a small region of the entire solution space, and use that
information to guide the procedure into new unexplored regions.
Diversification can be accomplished in two ways, using transition or
residence frequency information.

A first possibility is to adapt the attractiveness of the moves under
consideration by including a (transition) frequency-based component, which
makes moves containing frequently encountered attributes less attractive
than moves which contain rarely encountered attributes. The authors use a
frequency-based memory that stores the frequency that a new mode was

assigned to activity i. Moves concerning activities with small are

favoured against moves pertaining to activities with large This is
accomplished by adding a penalty term to the move selection criterion, i.e.
the associated upper bound on the project makespan is increased with an
amount which increases with The diversifying influence on the move
selection process is restricted to those occasions when no admissible moves
exist that lead to a reduction in the makespan of the incumbent solution. In
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that case the authors penalise non-improving moves by assigning a larger
penalty to moves with greater frequency counts. The reason for applying this
restricted form of diversification is to preserve the aggressiveness
(greediness) of the search, which is an essential characteristic of well-
designed tabu search algorithms. Again, a weight will have to be determined
to trade-off between a smaller project makespan and a smaller frequency
count. De Reyck et al. use a weight of 1/3, which means that a unit
difference in project makespan has the same weight in the move selection
process as a frequency count of 3. This penalty function ensures that, even
when the tabu list cannot prevent a previously encountered solution from
being visited again, no indefinite cycling will occur, because the penalty
values of the activities participating in this cycle will grow until another
activity will be chosen for mode reassignment and another search path that
leads away from the current solution is selected and the cycle is broken.

A second possibility of applying frequency-based memory for the
purpose of diversification is to divide the search process in different
(possibly reoccurring) phases, which will diversify or intensify the search.
After an initial data collection phase, in which the required data for
computing the frequencies is stored, a diversification phase can be started, in
which the procedure will be guided into unexplored regions of the search
space. This can be accomplished through the use of residence frequencies
which store information about the frequency that, in the previously
encountered mode assignments, an activity was executed in a specific
designated mode. If the frequencies indicate that, for a specific activity, only
a small subset of all possible modes have been assigned to that activity, the
search space is restricted by excluding those moves that assign one of these
modes to that activity.

Consequently, a threshold value will have to be determined which
defines which frequency counts should be considered as being significantly
different from a uniform distribution. A straightforward threshold value
would be the relative frequency of a specific activity-mode combination that
would have resulted when all modes for that activity were selected evenly
(uniformly) multiplied by a certain factor. Naturally, such threshold values
should depend on the number of modes allowed for each activity. De Reyck
et al. designed the following threshold value for diversification: 1.2 + M/5.
This means that, for instance, when 4 modes are allowed, the relative
frequency should be higher than 2 times its ‘normal’ value before the
diversification procedure penalises the activity-mode combination by
classifying it as tabu for the time of the diversification phase.

After such a diversification phase, all frequency-based memory is erased
and a new data collection is initiated. The use of such residence frequencies
is facilitated if we express them as a percentage by dividing the respective
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frequencies by the total number of iterations performed during the data
collection phase.

3.2.2.2.3.5.3 Intensification
Diversification phases should be alternated with intensification phases, in

which the search is concentrated on a specific region of the solution space
and promising regions are explored more intensively. This can also be
accomplished through the use of frequency-based memory which stores the
number of times a specific mode was assigned to each activity. Contrary to
the principles used in the diversification process, a high frequency count for
a specific activity-mode combination is not necessarily a bad thing.
Especially when the associated values for the project makespan are of high
quality, it may be advantageous to ‘fix’ the mode assignment of that activity
to one mode or a small subset of all possible modes. So, instead of storing
frequency counts for each move that occurs, De Reyck et al. will, for the
purposes of intensification, only store such frequencies for each high quality
local optimum encountered. A ‘high quality’ local optimum can be defined
as having an upper bound on the project makespan corresponding to the
current best solution.

After a specific number of iterations (used for data collection), an
intensification phase is initiated. The procedure examines all residence
frequencies of the previously saved high quality local optima and detects
which activities have been assigned a specific mode or a small subset of all
possible modes in each or a large number of these solutions. Then, the search
space is restricted by limiting the possible modes for each activity to that
small subset, thereby intensifying the search to promising local optima. After
such an intensification phase, all frequency-based memory is erased and a
new data collection is initiated. This type of intensification strategy is often
referred to as reinforcement by restriction (Glover and Laguna (1993)),
because intensification is achieved by narrowing the realm of possible
moves to those moves that promise high quality local optima instead of
guiding the search process by using penalty and incentive functions. An
advantage of reinforcement by restriction over penalty/incentive approaches
is that the restriction of the search space leads to a significant speedup of
each iteration, since the number of admissible moves will be substantially
reduced. Note that reinforcement by restriction is not limited to
intensification strategies only. The diversification strategy based on
residence frequencies described in section 3.2.2.2.3.5.2 was also based on
reinforcement by restriction, albeit to diversify the search (often referred to
as selective diversification) rather than intensify it.
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3.2.2.2.3.5.4 Combined diversification and intensification
The concept of solutions evaluated but not visited (Glover and Laguna

(1993)) simultaneously performs the function of diversification and
intensification. Quite often, the choice between a number of moves is
arbitrary because they have the same upper bound on the project makespan.
De Reyck et al. store the number of times an improving move was not
selected, although its associated project makespan was equal to the
makespan of the selected mode assignment. If after a number of iterations
(data collection phase), for a specific activity, a move receives a high such
frequency count, although it has a low frequency count in the solutions that
actually have been visited, the search space is restricted to the associated
modes for that activity (reinforcement by restriction), thereby serving the
goals of both intensification and diversification.

3.2.2.2.3.5.5 Phases
The total search time is divided into several phases. The authors use the

following structure, which repeats itself until one of the termination criteria
applies:

PHASE 1. Proceed without intensification or diversification until 100
iterations have been made without improving the best known solution. Set
x equal to the number of the current iteration.
PHASE 2. Until iteration x+50: data collection for intensification.
PHASE 3. Until iteration x+100: intensification.
PHASE 4. Until iteration x+150: data collection for diversification.
PHASE 5. Until iteration x+200: diversification phase.
PHASE 6. Until iteration x+250: data collection phase for combined
intensification and diversification.
PHASE 7. Until iteration x+300: combined intensification and
diversification
PHASE 8. Until iteration x+350: data collection for diversification.
PHASE 9. Until iteration x+400: diversification.
PHASE 10. Set x equal to the number of the current iteration. Go to
PHASE 2.
Each time the best known solution is improved upon, all frequency

information is erased, the iteration counter x is reset to the current iteration
and the procedure continues with PHASE 1.

3.2.2.3 Computational experience
De Reyck et al. (1998) programmed the procedures in Microsoft Visual

C++2.0 under Windows NT for use on a Digital Venturis Pentium-60
personal computer with 16 MB of internal memory. They have validated the
procedures on the same 5,250 problem instances used to validate the branch-
and-bound procedure as described earlier in section 3.2.1.4. For the local



8. PROJECT SCHEDULING WITH MULTIPLE ACTIVITY
EXECUTION MODES

499

search methods, moves are evaluated by solving the RCPSP instance
corresponding to the associated mode assignment using the branch-and-
bound procedure of Demeulemeester and Herroelen (1997a) which is
truncated after 100 backtracking steps. Upon termination of the local search
procedures, the mode assignment which led to the schedule with minimal
makespan is further investigated by running the same RCPSP algorithm,
truncated after 1 second and using the best solution obtained so far as an
upper bound.

The proposed tabu search procedure clearly outperformed all other local
search methods by a large margin. The average (maximum) deviation from
the best known solution amounts to 0.27% (8.33%) in an average (median)
CPU time of 31.39 (1.75) seconds. For more than 99% of all problem
instances (5,200 out of 5,250), tabu search is able to match or improve upon
the best solution obtained with all other local search procedures. Truncated
complete enumeration, despite the high computation time, leads to inferior
solutions, which are, on the average, even worse than those of a single-pass
fastest or steepest descent. The random procedure, although based on
generating hundreds of thousands of mode assignments (sometimes
millions), performs the worst. The relative difference in performance
between the iterated descent procedures and tabu search is in line with the
results obtained by Mooney and Rardin (1993), who developed local search
procedures for task assignment problems under resource constraints.

De Reyck et al. have also compared the results with those obtained using
their branch-and-bound procedure, recompiled for running on the same
machine with a time limit of 100 seconds. The average (maximum) deviation
from the best solution amounts to 0.12% (21.05%) with an average (median)
CPU time of 9.74 (0.01) seconds. The number of problems solved to
optimality as well as the quality of the obtained solutions are significantly
higher when compared to all other procedures. There are, however, three
drawbacks. First, the maximum deviations from the best known solution are
worse than for the tabu search (and the iterated descent methods), which is
mainly due to the fact that the branch-and-bound procedure is sometimes
truncated upon finding a first feasible solution, which cannot always be
guaranteed to be of high quality. Second, the memory requirements of the
branch-and-bound procedure are much higher (some 15 MB versus 1.3 MB
for the local search algorithms). Third, a feasible solution cannot always be
guaranteed after a small CPU-time limit. However, the authors conclude that
the branch-and-bound procedure is a viable alternative for solving the
DTRTP, even for fairly large problems with up to 30 activities and 15 modes
per activity.

As for the impact of the problem characteristics on problem hardness, De
Reyck et al. conclude that the order strength has a negative impact (the
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higher the order strength, the easier the instance), regardless of the number
of modes. They also confirm the bell-shaped impact of the resource
availability.

4. THE STANDARD MULTI-MODE PROBLEM

From a mathematical viewpoint, the discrete time/cost trade-off problem
and the time/resource trade-off problem are subproblems of the standard
multi-mode resource-constrained project scheduling problem. The multi-
mode model offers a practical extension by allowing, in addition to the
time/cost and time/resource trade-offs, also for resource/resource trade-offs
and the use of multiple types of renewable, nonrenewable and doubly-
constrained resources.

As before, the number of modes in which activity i can be performed will
be denoted as The duration of activity i if performed in mode m will be

denoted as
The discrete time/resource trade-off problem focused on a single

renewable resource. As already explained in Section 2 of Chapter 2,
however, multiple renewable resource types may be used. In the standard
model the availability of renewable resource type k (k=1,2,...,K) is assumed
to be constant over time and will be denoted as Resource/resource
trade-offs (also called resource substitution) may then occur, for example, if
an activity can be performed in eight periods by two experienced workers or
alternatively by one experienced worker and two apprentices within the
same duration. Similar examples include people working overtime who can
substitute for people working regular hours, one machine replacing several
workers, sophisticated tools replacing basic ones, etc..

Nonrenewable resources are only constrained on a total project basis. In
the time/cost trade-off problems discussed earlier, only a single
nonrenewable resource type was in use. The standard multi-mode model
allows for the use of multiple nonrenewable resource types with availability

Doubly-constrained resources are limited both on a period by period
basis and for the whole project. Money serves as an excellent example, if
both the project budget and the per-period cash flows are limited. As a
doubly-constrained resource can be easily incorporated in the models by a
renewable and a nonrenewable resource, doubly-constrained resources do
not need explicit treatment.

The standard multi-mode resource scheduling problem involves the
selection ofan execution mode for each activity (mode assignment) and the
determination of the activity start or finish times such that the precedence
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and resource constraints are met and the project duration is minimised.
Following our standard classification, the problem is denoted as problem

4.1 Definition of problem m,1T|cpm,disc,

Talbot (1982) has introduced a 0-1 programming model for the multi-
mode problem. As already mentioned, we need to determine for each activity
its execution mode as well as its starting time. This is expressed by a
decision variable

The model can then be written as follows:

subject to

with the earliest (latest) start time of activity i based on the modes

with the smallest duration, the duration of activity i in its mode m,

the requirement for activity i for renewable resource type k

the constant availability of renewable resource type k, the

requirement for activity i for nonrenewable resource type k

the availability of nonrenewable resource type k, E the set of precedence
relations in an activity-on-the-node network and T a feasible upper bound on
the project duration.

The objective function [8.79] corresponds to minimising the project
duration. It is assumed that the dummy start node and dummy end node can
only be processed in a single mode with duration equal to zero. Constraints

m,1T|cpm,disc,  A formal representation is given in the next section.



[8.80] assure that each activity is assigned exactly one mode and exactly one
start time. Eqs. [8.81] denote the precedence constraints. Constraints [8.82]
secure that the per-period availability of the renewable resources is not
violated. Constraints [8.83] represent the constraints on the nonrenewable
resources. Finally, Eqs. [8.84] impose binary values on the decision
variables. It should be clear that if only one execution mode per activity is
defined and no nonrenewable resources are specified, we obtain the standard
resource-constrained project scheduling problem discussed in Chapter 6.

We alert the reader to the fact that there may exist several mode
assignments which are infeasible because too much is consumed of one or
more nonrenewable resources. If there is only a single nonrenewable
resource type, determining a feasible mode assignment with respect to the
nonrenewable resources is easy. The mode assignment which selects for
each activity the mode with smallest corresponding resource requirement
will either be feasible, or there does not exist a feasible mode assignment at
all. However, for the case of at least two nonrenewable resources, Kolisch

reduction from the knapsack problem. The multi-mode problem itself is
in the strong sense (Kolisch (1995), Schirmer (1996)).

4.2 Exact algorithms

As mentioned by Hartmann (1999) a brutal-force idea to obtain optimal
solutions is to use standard software for solving the integer programming
model given in the previous section. However, as could be expected, the
author obtained very disappointing results in preliminary computational
tests. Tailored exact algorithms of the branch-and-bound type hold more
promise and have been proposed by Patterson et al. (1989), Speranza and
Vercellis (1993), Sprecher (1994), Sprecher and Drexl (1998), Sprecher et
al. (1997), and Talbot (1982). Hartmann and Sprecher (1996) have shown
that the procedure proposed by Speranza and Vercellis is flawed because in
some cases it fails to determine the optimal solution. Hartmann and Drexl
(1998) offer a computational comparison.

In this section we discuss the three basic enumeration schemes that have
been presented in the literature: the precedence tree scheme (Patterson et al.
(1989), Sprecher (1994) and Sprecher and Drexl (1998)), the scheme based
on mode and delay alternatives (Sprecher et al. (1997)), and the scheme
based on mode and extension alternatives (Hartmann and Drexl (1998)). The
three enumeration schemes have been extensively discussed in Chapter 6 for
the single-mode case. Hence, we can restrict the subsequent discussion to the
basics and differences.

502 Chapter 8

(1995) shows that the mode assignment problem is by using a
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4.2.1 The precedence tree

Patterson et al. (1989), Sprecher (1994) and Sprecher and Drexl (1998)
use the precedence tree enumeration scheme already discussed in Chapter 6.
The procedure starts the dummy starting node at time 0. At level p of the
branch-and-bound tree, they determine an eligible activity and,

subsequently, an execution mode for this activity. They then compute

the earliest precedence and resource feasible start time that is not smaller

than the start time assigned at the previous level of the search tree. They then
branch to the next level. If the dummy end activity is eligible, a complete
schedule has been found. The procedure then backtracks to the previous
level and selects the next untested mode. If none exists, the next untested
eligible activity is selected. If all eligible activities have been tested in all
available modes, the procedure again backtracks to the previous level of the
search tree. The procedure stops, if backtracking leads to level p = 0.

4.2.2 Mode and delay alternatives

Sprecher et al. (1997), inspired by the concept of delaying alternatives
used by Demeulemeester and Herroelen (1992) for the single-mode case,
introduce the notion of a mode alternative. In contrast to the scheme
discussed above, each level p of the search tree is now associated with a
fixed time instant (decision point) at which activities may be started. An

unscheduled activity j is now called eligible at time if all its predecessors

i are scheduled with a finish time An eligible activity i, scheduled in

mode with start time is said to be in process at time if

Eligible activities that have already been assigned a mode at a previous
level of the search tree are (temporarily) started at the decision point. If there
are eligible activities that have not yet been assigned a mode, then the set of
mode alternatives is computed. A mode alternative is a mapping which
assigns each of these activities a mode. Selecting a mode alternative, the
remaining eligible activities are (temporarily) started at the decision point.
Starting all eligible activities may lead to a resource conflict. When this
happens, the set of minimal delaying alternatives is computed. As in Chapter
6, a delaying alternative is a subset of the activities in progress, the delay of
which resolves the resource conflict. A minimal delaying alternative is
selected and the activities to be delayed are removed from the current partial
schedule. If a complete schedule is obtained, a backtracking step is
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performed and the next minimal delaying alternative is tested (or if all
minimal delaying alternatives have been tested, the next mode alternative).

The procedure clearly differs from the precedence tree procedure in that
sets of activities instead of single activities are started at each level of the
branch-and-bound tree. Moreover, the time instant at which activities may be
started is determined before the activities themselves are selected. Last but
not least, scheduling is temporary: it is possible to withdraw at the current
level scheduling decisions made at a previous level of the search tree.

4.2.3 Mode and extension alternatives

Hartmann and Drexl (1998) again use mode alternatives to fix the mode
of those eligible activities that have not yet been assigned a mode. They
combine the mode alternatives with the notion of extension alternatives,
borrowed from Stinson et al. (1978) and already discussed in Chapter 6 for
the single-mode case. Each level p of the branch-and-bound tree is again
associated with a decision point a set of activities in progress, a set

of finished activities and a set of eligible activities. The current

partial schedule is extended by starting an extension alternative, i.e. a subset
of the eligible activities that can be added to the activities in progress at the
decision point without violating the renewable resource constraints. As for
the single-mode case, if no activities are in progress, only nonempty
extension alternatives are allowed. However, if there are activities in
progress, the empty set is always an extension alternative which must be
tested.

At level p of the search tree, the new decision point is determined and the
set of eligible activities is computed. Then Hartmann and Drexl compute the
set of mode alternatives for fixing the modes of the eligible activities that
have not been eligible before, that is, those activities the modes of which
have not yet been fixed. After selecting a mode alternative, they compute the
set of extension alternatives. They select an extension alternative and start
the corresponding activities before branching to the next level of the search
tree.

The reader will observe a difference with respect to the previous
algorithm which included the possibility to delay activities that had been
started on a lower than the current level. The use of mode and extension
alternatives does not allow to withdraw a scheduling decision made at a
lower level. As observed in Chapter 6, the search may not be restricted to
maximal extension alternatives.

The reader will also observe the difference with the concept of activity-
mode combinations used in the branch-and-bound procedure of
Demeulemeester et al. (2000) for the time/resource trade-off problem. As
discussed in Section 3.2.1.1, the activity-mode combination concept replaces



the sequential mode selection and extension alternative decisions by a single
unified decision which identifies the maximal subset of activities that can be
feasibly executed in a specific mode. The concept of activity-mode
combinations can be extended to the multi-mode case, but, to the best of our
knowledge, has not been implemented and tested.

4.2.4 Dominance rules

Several dominance mechanisms may be used in combination with the
discussed enumeration schemes. Most of them extend dominance rules
developed earlier in Chapter 6 for the single-mode case and/or the rules
explained above in Section 3 for the time/resource trade-off problem. As a
result, the discussion is kept relatively brief.

4.2.4.1 The use of time windows
Given an upper bound on the project makespan, Sprecher (1994) and

Sprecher et al. (1997) use the shortest duration modes to compute the latest
allowable finishing time for each activity using backward recursion.
Upon finding the first or improved schedule with duration the latest
allowable finishing times are recalculated: for
i = 1,2,..., n. Sprecher (1994) then uses the following non-delayability rule in
his precedence tree algorithm: if an eligible activity cannot be feasibly
scheduled in any mode in the current partial schedule without exceeding its
latest allowable finishing time, then no other eligible activity needs to be
examined at this level.

Obviously, this straightforward rule can be easily adapted for the
procedures discussed in 4.2.2 and 4.2.3: if an eligible activity, the mode of
which has not yet been fixed, cannot be started in the mode with shortest
duration at the current decision point without exceeding its latest allowable
finishing time, then no mode alternative needs to be examined at the current
level.

4.2.4.2 The use of preprocessing
Sprecher et al. (1997) exclude non-executable and inefficient modes from

the project data. A mode is non-executable if its execution would violate the
renewable or nonrenewable resource constraints. A mode is called inefficient
if both its duration and resource requirement are not smaller than those of
another mode of the same activity. In addition, they exclude redundant
nonrenewable resources. A nonrenewable resource is called redundant if the
sum of the maximal requirements for this resource does not exceed its
availability.
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Sprecher (1994) borrows a preprocessing idea launched by Drexl (1991)
in his procedure for solving the job assignment problem: a partial schedule
cannot be feasibly completed if choosing for each activity the mode with the
smallest nonrenewable resource requirement would exceed the
nonrenewable resource capacity. Defining as the minimum requirement

of activity i of the nonrenewable resource Sprecher

updates the nonrenewable resource requirement for each
activity and also updates the nonrenewable resource availability

for each nonrenewable resource.

4.2.4.3 The local left-shift rule
Sprecher et al. (1995) extend the idea of semi-active schedules – already

explored by Demeulemeester and Herroelen (1992) for the single-mode case
discussed in Chapter 6 – to the multi-mode case. Sprecher (1994) and
Sprecher et al. (1997) then argue along the same lines as Demeulemeester et
al. (2000) for the time/resource trade-off problem and exploit the idea to
implement the following local left-shift rule: if an activity that has been
started at the current level of the branch-and-bound search tree can be locally
left-shifted without changing its mode, then the current partial schedule is
dominated and does not need to be completed.

4.2.4.4 The multi-mode left-shift rule
Sprecher et al. (1997) define a multi-mode left-shift as a reduction of an

activity’s mode without changing the modes or finish times of the other
activities, such that the resulting schedule is feasible. A schedule is called
tight (Speranza and Vercellis (1993)) if no multi-mode left-shift can be
performed. A mode reduction on an activity (Sprecher et al. (1997)) is a
reduction of its mode number without changing its finish time and without
violating the constraints or changing the modes and finish time of other
activities. If no mode reduction can be applied, a schedule is called mode-
minimal.

Sprecher et al. (1997) then suggest the following multi-mode dominance
rule. Assume that no currently unscheduled activity will be started before the
finish time of a scheduled activity i when the current partial schedule is
completed. If a multi-mode left-shift or a mode reduction with resulting
mode of activity i can be performed on the current partial schedule, and,

moreover, if holds for each nonrenewable resource

then the current partial schedule is dominated.

506 Chapter 8
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4.2.4.5 The order swap rule
Consider two activities i and j with i > j that are scheduled such that

An order swap is defined as the interchange of these two activities

by assigning new start and finish times and In doing so,

the precedence and resource constraints may not be violated and the modes
and starting times of the other activities may not be changed.

Hartmann (1999) then applies the following obvious order swap rule.
Consider a scheduled activity the finish time of which is less than or equal to
any start time that may be assigned when completing the current partial
schedule. If an order swap on this activity together with any of those
activities that finish at its start time can be performed, then the current partial
schedule is dominated.

4.2.4.6 Cutset rule
Inspired by the cutset rule used by Demeulemeester and Herroelen (1992)

for the single-mode case, Sprecher and Drexl (1998) define a cutset of a
partial schedule as the set of scheduled activities and suggest the following
cutset rule for the precedence tree procedure. Let denote a previously

evaluated partial schedule with cutset maximal finish time

and remaining nonrenewable resource capacities

Let PS be the current partial schedule considered for extension by
scheduling some activity i with start time If

and for all then PS is

dominated.
Hartmann (1999) observes that the cutset concept has to be adapted if

mode alternatives are used and claims that an extension of the cutset rule
used by Demeulemeester and Herroelen (1992) for the single-mode case
does not speed up the procedures based on the enumeration schemes of
mode and delay alternatives and mode and extension alternatives. At this
juncture, the reader is invited to step back and reconsider the search process
that we described in Section 3.2.1.1 for the time/resource trade-off problem.
There we explained the logic of temporarily scheduling all feasible
undominated maximal activity-mode combinations and carefully explained
in Section 3.2.1.2.4 the incompatibility of the cutset rule and the multi-mode
left-shift rule. This inspired the development of the modified multi-mode
left-shift dominance rule which can be readily extended to the multi-mode
case. As mentioned above, the use of activity-mode combinations in
combination with the cutset rule and the modified multi-mode left-shift
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dominance rule, to the best of our knowledge, has not been validated for the
multi-mode case.

4.2.4.7 Immediate selection
Sprecher et al. (1997) adapt the immediate selection rule originally

developed by Demeulemeester and Herroelen (1992) for the single-mode
case. For the enumeration schemes based on mode alternatives, delay
alternatives and extension alternatives, they consider the situation that no
activities are active at a current decision point. After selecting a mode
alternative, there is an eligible activity i with fixed mode which cannot
be simultaneously processed with any other eligible activity j in its fixed
mode nor with any unscheduled activity h in any mode Then

is the only minimal delaying alternative that has to be examined,

and {i} is the only extension alternative that has to be examined.
For the precedence tree based enumeration procedure, Hartmann (1999)

adapts the rule as follows. Consider an eligible activity i no mode of which is
simultaneously performable with any currently unscheduled activity in any
mode. If the earliest feasible start time of each other eligible activity in any
mode is equal to the maximal finish time of the currently scheduled
activities, then i is the only eligible activity that needs to be selected for
being scheduled at the current level of the search tree.

4.2.4.8 Precedence tree rule
The precedence tree enumeration scheme may lead to the enumeration of

duplicate schedules. Consider some partial schedule PS which is extended
by scheduling some activity i in mode at level p –1 and activity j in
mode at level p with identical start times If the same PS is

visited later in the search process, and if scheduling activity j in mode at

level p–1 and activity i in mode at level j results in the same start times,
then a previously enumerated schedule will be obtained. In order to exclude
duplicate enumeration, Hartmann (1999) proposes the following rule. If for
two activities i and j, scheduled at the previous and current level of the
search tree, and i > j, then the current partial schedule is dominated.

4.2.5 Computational results

Hartmann (1999) and Hartmann and Drexl (1998) report on
computational results obtained on 16-activity instances generated using the
problem generator ProGen. Each activity has three modes and two
renewable and two nonrenewable resources may be used. None of the
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procedures is dominant (faster) than the other two on each instance. On the
average, the precedence tree algorithm is the fastest requiring an average
CPU time on a 133 MHz (32 MB RAM) machine of 3.26 seconds
(maximum 165.11 seconds) if the cutset rule is included and 10.60 seconds
without the cutset rule (maximum 1601.81 seconds). The approach based on
mode and extension alternatives is outperformed by the other two algorithms
with respect to average computation times.

4.3 Heuristic procedures

Heuristic procedures for solving problem m,1T|cpm,disc,  have
been presented by Bianco et al. (1998), Drexl (1991), Drexl and Grünewald
(1993), Hartmann (1999, 2001), Jozefowska et al. (2001), Knotts et al.
(2000), Kolisch and Drexl (1997), Özdamar (1999), Slowinski et al. (1994),
Sung and Lim (1997) and Yang and Patterson (1995).

Bianco et al. (1998) consider the case where the availability of the
renewable resources is limited to one unit per period. Drexl (1991) and Drexl
and Grünewald (1993) analyse priority rule based multi-pass heuristics.
Hartmann (1999, 2001) extends his genetic algorithm originally developed
for the single-mode case. Jozefowska et al. (2001) discuss the use of
simulated annealing. Slowinski et al. (1994) analyse a multicriteria version
of the problem. They discuss a decision support system which uses three
kinds of heuristics (parallel priority rules, simulated annealing and a
truncated branch-and-bound) and report computational results on a
hypothetical agricultural project. Özdamar (1999) presents a genetic
algorithm. Kolisch and Drexl (1997) discuss the use of local search
algorithms. Knotts et al. (2000) present an agent-based approach. Sung and
Lim (1997) have developed a branch-and-bound procedure using two lower
bounds, which is incorporated in a two-phase heuristic method. Boctor
(1993, 1996a,b) and Mori and Tseng (1997) present heuristics for the
problem without nonrenewable and, hence, doubly-constrained resources.

The experimental analysis of Kolisch and Drexl (1997) shows that their
approach outperforms the algorithms of Boctor (1993) and of Drexl and
Grünewald (1993). This inspired Hartmann (1999, 2001) to validate his
genetic algorithm against the procedures of Kolisch and Drexl (1997),
Özdamar (1999) and the truncated branch-and-bound algorithm of Sprecher
and Drexl (1998). The results obtained seem to confirm the excellent
performance of the multi-mode genetic algorithm which warrants the
subsequent brief discussion.
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4.3.1 A multi-mode genetic algorithm

The multi-mode genetic algorithm developed by Hartmann (1999, 2001)
is a generalised version of his single-mode genetic algorithm discussed in
Chapter 6. Individuals are now represented by a pair of a
precedence feasible activity list and a mode assignment which is a
mapping which assigns to each activity one of its modes. Each genotype

is related to a uniquely determined schedule (phenotype) which is
obtained by fixing the modes according to the mode assignment and then
applying the serial schedule generation scheme to the activity list for the
resulting single-mode problem. The serial scheme runs through n stages of
activity incrementation. In each stage the set of eligible activities is
determined and an eligible activity is selected and scheduled at the earliest
possible start time that does not violate the precedence or resource
constraints.

After the preprocessing steps discussed above in Section 4.2.4.2, the
algorithm generates an initial population with POP individuals (an even
integer) and then determines their fitness values. The population is randomly
partitioned into pairs of individuals. For each pair of parent individuals, the
crossover operator produces two new offsprings. The genotypes of the newly
produced children are then submitted to the mutation operator. After
computing the fitness of the offsprings, they are added to the current
population, leading to a population size of 2×POP. Then the selection
operator is applied to reduce the population to its former size POP and to
obtain the next generation which will be the subject of the crossover
operator. This process is repeated for a prescribed number of generations
GEN.

The genetic algorithm is augmented by a problem specific local search
method for improving the schedule related to an individual. The approach is
actually based on the multi-mode left-shift rule of Sprecher et al. (1997)
discussed above.

4.3.1.1 The crossover operator
For applying the crossover operator, Hartmann selects a mother and a

father and draws two random integer numbers and with and

The daughter is now defined as follows. In the sequence of

activities of the daughter, the positions are taken from the mother.

The activity sequence of positions is taken from the father
(obviously, the activities that have already been taken from the mother must
be skipped). As for the single-mode case, the resulting activity sequence is
precedence feasible. The modes of the activities in positions in the



daughter are defined by the mother’s mode assignment. The modes of the
remaining activities in the positions are derived from the
father’s mode assignment.

The son is computed in a similar fashion, where the positions of
the son’s activity sequence are taken from the father and the remaining
positions are determined by the mother. The first part up to position of
the mode assignment of the son is taken from the father while the second
part is derived from the mother. The activity sequence and mode assignment
for all the activities allows for the generation of an early start schedule.

4.3.1.2 The mutation operator
Each newly generated child is the subject of a mutation. Given an

individual I of the current population, two random integers and with

and are drawn. is used to modify the activity

sequence by exchanging activities and if the result is an activity

sequence which satisfies the precedence constraints. This modification
leaves the mode assignment unchanged. Then a new mode for the activity in
position is randomly chosen.

4.3.1.3 The selection operator
Hartmann has experimented with two variants of the selection operator.

The first variant is a simple survival-of-the-fittest method. It restores the
original population size by keeping the POP best individuals and removes
the remaining ones from the population (arbitrary tie-break). The second
variant is a randomised version.

4.3.1.4 Computational results
The genetic algorithm has been compared with the algorithm of Kolisch

and Drexl (1997) and of Özdamar (1999) using 10-activity instances
generated using ProGen. The instances have three modes, two renewable
and two nonrenewable resources. Using a 133MHz (32 MB RAM) machine,
Hartmann’s algorithm (with the number of schedules limited to 6,000 for
each ProGen instance) produces an average deviation of 0.10 % from the
optimal makespan, optimally solving 98.1% of the instances. Kolisch and
Drexl achieve an average deviation of 0.50 %, optimally solving 91.8% of
the instances. Özdamar’s procedure achieves an average deviation from the
optimum of 0.86% and optimally solves 88.1% of the instances.
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5. THE MULTI-MODE PROBLEM WITH
GENERALISED PRECEDENCE RELATIONS

As for the single-mode resource-constrained project scheduling problem,
the literature contains a relatively small number of research efforts to extend
the standard multi-mode problem by considering generalised precedence
relations (GPRs). The resulting problem is classified as problem

with and denoting the resulting set of start-start, start-
finish, finish-start and finish-finish precedence relations (the actual values
for each of the time-lags – whether they originate from a minimal time-lag or
a maximal time-lag – are given by and the

earliest (latest) start time of activity i, the duration of activity i in its

m,1T|gpr,disc, Assuming that all maximal time-lags are transformed
into equivalent minimal time-lags in the opposite direction, De Reyck and
Herroelen (1999b) introduce the decision variables

and provide the following mathematical programming formulation:

subject to
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mode m, the requirement for activity i for renewable resource type k

the constant availability of renewable resource type k,

the requirement for activity i for nonrenewable resource type k

the constant availability of nonrenewable resource type
k and T a feasible upper bound on the project (remember our remark given
earlier in Section 4.1 on the problem of finding feasible mode assignments).

It should be observed that the temporal analysis for computing is
not straightforward. When activity durations are allowed to vary due to
multiple activity modes, the longest path between activities may depend on
the selected mode for each of the activities in the project. When GPRs (even
of the minimal lag type only) are introduced, selecting the shortest mode for
each activity will not necessarily minimise the project duration. Certain
activities may be backward-critical (reverse critical), implying that
decreasing their duration leads to an increase in the project duration.

The objective function [8.85] minimises the project duration. Constraints
[8.86] ensure that each activity is assigned exactly one mode and exactly one
start time. Constraints [8.87]-[8.90] denote the GPRs. The resource
constraints are given in [8.91] for the renewable resources and in [8.92] for
the nonrenewable resources. Eq. [8.93] forces the decision variables to
assume binary values.

As a generalisation of the single mode problem m,1 |cpm| the multi-
mode problem with generalised precedence relations is known to be
in the strong sense. Even the feasibility problem is

At the time of writing, only one exact procedure had been developed
(Heilmann (2000)). Local search procedures have been developed by De
Reyck and Herroelen (1999b) and Franck (1999).

5.1 A branch-and-bound procedure

Heilmann (2000) assumes an AoN network where the arcs

indicate that a time-lag has to be observed between the start time of

activity i and the start time of activity j. He uses an arc weight function

to assign to each arc of

arc weights as follows. For a minimum time-lag between the start time

of activity i performed in mode and the start time of activity j performed in

mode he sets For a maximum time-lag between the start time
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of activity i performed in mode and the start time of activity j performed in
mode he sets

An example problem that is borrowed from Heilmann (2000), is shown in
Figure 213. The problem example contains six activities, one renewable
resource with a constant availability equal to 5 units and one nonrenewable
resource with an availability of 10 units. Activities 1 and 6 are dummies.
They can only be executed in one single mode with zero duration and zero
resource requirement for both resource types. Activity 5 can be executed in a
single mode, with a duration equal to 2 time units, a 3-unit renewable
resource requirement and a 3-unit nonrenewable resource requirement.
Activities 2 and 4 have two possible execution modes, while activity 3 may
be executed in one of its three possible modes. The arc weights are mode
dependent. Consider activity 4 executed in its second mode. The
corresponding activity duration then equals 7 time units. The activity
requires two renewable resource units during each period of its execution
and has a one unit nonrenewable resource requirement. If activity 2 is
performed in mode 1(2), activity 4 has to start 2(4) time units after at the
latest. Activity 4 is allowed to start 2 time units after the start of activity 5,
while activity 6 is allowed to start 7 time units after at the earliest.

We are now ready to explain the gist of the Heilmann procedure. The
search process starts at the root of the search tree with a schedule obtained

minimal renewable resource requirements the

by selecting for each activity the smallest duration                       the
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minimal nonrenewable resource requirements and

the minimal arc weights These minimal

selections are shown in the project network given in Figure 214.
Figure 215 shows the early start schedule corresponding with the root

node of the search tree.

Inspecting the schedule, the procedure will detect that activities 2, 3 and
4 are not scheduled in a feasible mode (mode conflict) while a renewable
resource conflict occurs at time The schedule requires a feasible
amount of 7 units of the nonrenewable resource. The procedure will then
examine all mode alternatives and delaying alternatives for resolving the
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mode and resource conflicts, respectively. For each alternative, a lower
bound on the project duration is computed by calculating the early start
schedule. For each activity, a “mode change bound” is computed by taking
the arithmetic mean of the mode alternative bounds and a “delaying bound”
is computed by taking the arithmetic mean of the delaying alternative
bounds. The largest of these bound values then identifies the hardest
decision (mode alternative or delaying alternative) to be explored at the next
level of the search tree.

The mode and delaying alternatives are evaluated in Figure 216 (the
bound values are given in the box). Clearly the hardest decision is the
decision about the execution mode for activity 4. A new node is created in
the search tree for each mode decision alternative: nodes 1 and 2 in the
search tree of Figure 217. The alternative with the smallest bound (in this
case the smallest mode alternative bound) is chosen for further branching –
here node 1 (assigning the first execution mode to activity 4). The ESS for
node 1 is shown in Figure 218.

The decision alternatives for this node are shown in Figure 219. The
selection of the first mode alternative for activity 3 leads to a nonrenewable
resource conflict. That explains why the corresponding mode alternative
bound is set to and the first execution mode of activity 3 is excluded from
further consideration. In the search tree of Figure 217, this is indicated by
“Not activity 3, mode 1”. The hardest decision is now a delaying decision
corresponding to nodes 4, 5 and 6 in the search tree. Node 4 specifies that
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activity 2 is delayed by activity 3; node 5 specifies that activity 3 is delayed
by activity 2; and node 6 specifies that activity 5 is delayed by activity 2.

Consider node 5. The ESS schedule is shown in Figure 220 and the
decision alternatives are given in Figure 221. There does not exist a
selectable mode decision alternative for activity 2. The procedure
backtracks. After the selection of the delaying alternative given in node 6 of
the search tree, the reader can easily verify that node 7 is to be fathomed.
The procedure creates node 9 with associated ESS given in Figure 222. All
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activities are in an acceptable mode and there is no resource conflict. The
optimal schedule is found.

Heilmann (2000) has evaluated the branch-and-bound procedure on 810
instances which were generated using ProGen/max (Schwindt (1996,1998)).
The instances contained 10, 30 and 50 activities, 3 renewable and 3
nonrenewable resource types and 3, 4 or 5 modes. The procedure has been
coded in ANSI C for an Intel Pentium III 500 MHz computer. Nearly all 10-
activity instances could be solved to optimality within 1 second, whereas for
only 14% of the 50-activity instances a feasible solution could be found.
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With a 10-second CPU time limit, the procedure was able to determine a
feasible solution for nearly all 50-activity instances, while approximately
70% of the 30-activity and 43% of the 50-activity instances were solved to
optimality. With a 1000 seconds CPU time limit, some 66% of the 50-
activity instances could be solved to optimality. As will be discussed in
Section 5.3 below, the author also validated his branch-and-bound procedure
against the local search procedures developed by Franck (1999) and De
Reyck and Herroelen (1999b). The latter procedure will be discussed in the
next section.

5.2 Local search

Recently, local search procedures have been applied to problem
Franck (1999) presents a tabu search procedure. De

Reyck and Herroelen (1999b) have experimented with several solution



approaches, including truncated enumeration, random enumeration, descent
procedures and tabu search. The best results are obtained using the tabu
search approach.

The authors divide the problem into two distinct subproblems, which are
solved in two successive phases: a mode assignment phase and a resource-
constrained project scheduling phase with fixed mode assignments. The
mode assignment phase assigns to each activity i a specific execution mode

Each mode assignment then yields a resource-
constrained project scheduling problem with generalised precedence
relations (RCPSP-GPR or problem which is heuristically
solved in the resource-constrained project scheduling phase using a
truncated version of the branch-and-bound procedure developed by De
Reyck and Herroelen (1998a) and described in Section 1.2 of Chapter 7.

5.2.1 Preprocessing

Before initiating the local search procedures, the project data is modified
in order to reduce the search space. The following reduction scheme is a
modified version of the method devised by Kolisch (1995) for the MRCPSP,
with the major difference that when dealing with GPRs, inefficient modes
cannot be eliminated from consideration. A mode is called efficient if every
other mode has either a higher duration or a higher resource requirement. As
mentioned earlier, shortening activities in project networks with GPRs may
cause an increase of the project duration. Similarly, prolonging activities
may cause a decrease in project duration. Therefore, it is possible that the
optimal solution can only be obtained by using inefficient modes.

First, all doubly-constrained resource types are replaced by two new
resource types, one renewable and one nonrenewable. Then, the feasibility of
the problem is examined with respect to both the renewable and the
nonrenewable resource constraints. If there are activities that require more of
a renewable resource than what is available and

the problem is infeasible. Similarly, if the

sum of the minimum requirements for a nonrenewable resource type exceeds

its availability the problem is also

infeasible.
Subsequently, a number of modes and resource types are eliminated

because they play no role whatsoever in the determination of the optimal
solution. First, all non-executable modes are eliminated. A non-executable
mode of activity i inevitably results in a violation of a renewable

resource constraint or nonrenewable resource
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constraint First, all non-

executable modes with respect to a renewable resource type are eliminated,
because the removal of such a mode may cause other (prior executable)
modes to become non-executable with respect to a nonrenewable resource
type.

Subsequently, all redundant nonrenewable resource types are eliminated.
A nonrenewable resource type is called redundant if no mode assignment
can result in a violation of the corresponding resource constraint, i.e. if

This rule also eliminates nonrenewable resources

the demand of which does not depend on the selected activity modes.

5.2.2 Determining a feasible initial solution

Determining a feasible starting solution is not straightforward, due to the
fact that (a) when two or more nonrenewable resource types are present, the
mode assignment problem is (Kolisch and Drexl (1997)) and
(b) the feasibility version of problem is To
determine a feasible initial mode assignment with respect to the non-
renewable resource constraints, the authors use a modified version of the
heuristic proposed by Kolisch and Drexl (1997) which assigns modes to
activities based on their requirements for each of the nonrenewable resource
types. The heuristic goes as follows. Define for each nonrenewable resource
type a residual availability where the set A includes all

activities i which have already been assigned a mode Initially,

and Then, compute for each activity and each of its modes the

relative resource consumption of nonrenewable resources as follows:

For each activity, the mode is determined which

leads to the least reduction of the available nonrenewable resources.
Therefore, select for each activity i the mode for which

is minimal. Ties are broken according to activity

duration (smallest mode first). Then, assign mode to activity i for which

In other words, select the activity for which the

mode which least puts mortgage on the nonrenewable resources requires
more, on the average, of these resources relative to (the corresponding
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modes of) the other activities. As a tie-breaker, use the activity with the
smallest label. As a consequence, the residual availabilities of the non-
renewable resources are decreased as soon as possible with an unavoidable
amount, thereby making the subsequent decisions more precise.

If there are no nonrenewable resources, the heuristic will select for each
activity the mode with smallest associated activity duration. In the case that
only a single nonrenewable resource is present, the heuristic always
produces a feasible mode assignment, provided one exists. When two or
more nonrenewable resources are present, no feasible mode assignment can
be guaranteed. If in that case, the heuristic fails to produce a feasible mode
assignment, the authors propose to use a truncated implicit enumeration of
mode assignments until a feasible mode assignment is encountered. The
enumeration is implicit because certain mode assignments can be dominated
if, for at least one nonrenewable resource type, it can be shown that the
resource requirements of the activities in their currently allocated mode
together with the theoretical minimum resource consumption of the activities
for which a mode has not yet been assigned exceed the availability.

The explicit checking of this dominance rule can be avoided if
preprocessing is applied on the nonrenewable resource requirements. For
each activity i and nonrenewable resource k, define a value as:

Then, subtract the value from the corresponding

resource requirements of activity i in every one of its modes:
This reduces the minimum requirement of

each activity for each nonrenewable resource type to zero:
Finally, the availabilities of

each nonrenewable resource type have to be adjusted as follows:

If a feasible mode assignment (with respect to the nonrenewable resource
constraints) is encountered, no guarantee can be given that the corresponding
RCPSP-GPR has a feasible solution. Since determining whether an RCPSP-
GPR instance has a feasible solution constitutes an problem,
determining a mode assignment that leads to a feasible RCPSP-GPR
instance is very hard. However, even if no feasible solution to the RCPSP-
GPR can be detected, the local search can be started as long as a feasible
RCPSP-GPR solution in the neighbourhood of the initial mode assignment
can be found. If not, a random restart can be initiated.

It is clear that determining a feasible initial solution can be very hard.
Because the approach of De Reyck and Herroelen (1999b) is a heuristic one,
it is possible that the problem has a feasible solution, but that the procedure
cannot detect one. This is the case when (a) the implicit enumeration of
mode assignments is truncated before a feasible mode assignment with
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respect to the nonrenewable resource constraints is found or (b) the branch-
and-bound procedure of De Reyck and Herroelen (1998a) cannot find a
feasible solution for the initial RCPSP-GPR instance or for any of the
neighbouring RCPSP-GPR instances before it is truncated, and a random
restart does not resolve this problem. Several modifications can be used in
order to increase the chances of reaching a feasible (initial) solution. First,
the implicit enumeration of mode assignments can be prolonged (possibly
even to complete enumeration), and second, another procedure can be used
to determine a feasible solution for the corresponding RCPSP-GPR instance.
De Reyck and Herroelen (1998a) have proposed another search strategy for
solving the RCPSP-GPR (referred to as the time window slack (TWS)-
approach) which involves looking for a feasible solution first instead of
directly trying to locate the optimal solution. This approach greatly improves
the chances of finding a feasible solution, whereas the time required for
finding and verifying the optimal solution remains more or less the same.
The solution quality of the heuristic solutions obtained by truncating the
search after a small amount of time is slightly worse compared to the
original approach. Using this approach in a multi-mode instance for which a
feasible solution cannot be determined may very well lead to a feasible
solution. Although there is a theoretic possibility that the proposed local
search procedures are unable to find a feasible solution for a multi-mode
instance for which a feasible solution exists, the computational experiments
reveal that most procedures succeed in finding a feasible solution for all
instances but the ones for which infeasibility has been proven. These results
are certainly encouraging.

5.2.3 Infeasible moves

Moves are classified as infeasible when (a) the new mode assignment is
infeasible with respect to the nonrenewable resource constraints, (b) the
resulting RCPSP-GPR instance has no feasible solution or (c) although the
resulting RCPSP-GPR has a feasible solution, none can be found by the
truncated branch-and-bound procedure within the given time limit. When no
feasible moves can be found, the fastest and steepest descent procedures
terminate. The iterated descent methods and the tabu search restart with a
randomly determined initial mode assignment. Notice again that a move can
be classified as infeasible because the truncated branch-and-bound algorithm
cannot determine a feasible schedule based on the new mode assignment,
despite the fact that there may well exist a feasible project schedule. This, of
course, may lead to missing the optimal solution if (a) the new mode
assignment was the optimal one or (b) the new mode assignment was the
only way of reaching the optimal mode assignment. Because there typically
are several ways of reaching the optimal mode assignment, case (b) is
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deemed less of a problem. Again, the TWS -approach may be used in order to
increase the chances of finding a feasible solution for an RCPSP-GPR
instance.

5.2.4 Lower bounds

De Reyck and Herroelen (1999b) use a lower bound on the project
makespan which is the maximum of a precedence-based lower bound and a
resource-based lower bound. The resource-based lower bound is

computed as where denotes the

smallest integer equal to or greater than x. As mentioned above, the temporal
analysis in project networks in which activity durations are allowed to vary
is not as straightforward as in the case with fixed activity durations.
Determining the optimal mode assignment that minimises the project
duration (even in the absence of resource constraints) constitutes a very hard
problem, which requires the use of enumeration techniques. However, this
would put a mortgage on the use of the resulting project duration as a lower
bound on the optimal project duration for the resource-constrained case. It is
essential that a lower bound can be computed very efficiently. Therefore, for
the sake of computing a lower bound, De Reyck and Herroelen (1999b)
assume that the activity durations can be selected from a continuous interval
rather than their discrete set of possible values. Consequently, it is possible
to efficiently compute a lower bound on the project duration.

First, they compute for each activity i the minimal duration
and maximal duration that can be

assigned to that activity. Then, the authors assume that the duration of each
activity i can vary continuously between the interval. The
following algorithm then computes optimal activity durations and a minimal
project duration, which can serve as a lower bound on the duration of the
project with discrete activity durations and for the resource-constrained case.

STEP 1: INITIALISATION
Transform all maximal time-lags into negative minimal time-lags in the
opposite direction.
Define as the resulting set of SS-precedence relations. Similarly, define

set and to -9999. Set and

Set IT, the number of iterations to 0.

and



STEP 2: DETERMINE EARLIEST STARTING AND FINISHING TIMES
Increase IT by 1.

For each activity do
Determine

Compute and

If

STEP 3: REPEAT UNTIL NO CHANGE OCCURS IN THE LABELS OR A POSITIVE
CYCLE IS DETECTED
If IT>n, STOP and report that the project is time-infeasible.
If for any activity i, or has changed during the previous iteration,
go to STEP 2.
Otherwise, report the minimal project makespan and STOP.

The minimal project duration can be used as a modified precedence-

based lower bound The lower bound then equals

The algorithm above can also detect time-

infeasibility. In that case, the and/or the values in STEP 2 will be
modified over and over again, making the procedure cycle forever until it is
halted. It is known that the maximum number of iterations (IT, the number of
times STEP 2 is executed) equals n. Therefore, if IT exceeds n, infeasibility is
detected and the procedure is terminated. In that case, the original project
network with discrete durations is also infeasible.

5.3 Computational experience

De Reyck and Herroelen (1999b) have used ProGen/max (Schwindt
(1996)) to generate 1,350 instances with the number of activities ranging
from 10 to 30 and the number of modes ranging from 1 to 5. They reach the
conclusion that the tabu search method is more effective than its competing
local search procedures. Using a Digital Venturis Pentium-60 personal
computer they report an average deviation of the best solution obtained of
0.40%.
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and

set                                                    else if                          set
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As already mentioned, Heilmann (2000) has used ProGen/max to
generate 810 instances, with the number of activities ranging from 10 to 50
and the number of modes ranging from 3 to 5. The author claims to have
reimplemented the local search procedures of De Reyck and Herroelen
(1999b) and Franck (1999) on a Pentium 500 MHz computer with 128 MB
RAM. Using a CPU time limit of 10 seconds, he reached the conclusion that
his branch-and-bound code optimally solves all 10-activity 5-mode
problems, optimally solves 54% of the 30-activity 5-mode problems and
optimally solves 34% of the 50-activity 5-mode problems. Using a 10
second CPU time limit, the tabu search procedure of De Reyck and
Herroelen (1999b) obtained an average deviation of 2% from the best known
solution for the 10-activity 5-mode problems. For the 30-activity 5-mode
problems the average deviation was 30 % (16% for the branch-and-bound),
and for the 50-activity 5-mode problems the average deviation was 100%
(37% for the branch-and-bound).

6. THE MODE-IDENTITY RESOURCE-
CONSTRAINED PROJECT SCHEDULING
PROBLEM

In the multi-mode case that was discussed in Section 4, all mode-activity
assignments are mutually independent; i.e. assigning a mode to one activity i
of a project consisting of a set of n nonpreemptable activities does not
necessarily force any other activity to be processed in a specific mode. In
practice, however, situations may occur in which certain activities belong
together and must be executed in the same mode (Drexl et al. (1998)).
Salewski et al. (1997) partition the set of all activities into disjoint subsets
where all the activities forming one subset have to be performed by the same
resources. Time and cost incurred by processing such a subset depend on the
resources assigned to it. Table 54 shows an example. The set of activities is
partitioned into four disjoint subsets. The first subset, for example, consists
of activities 1, 2 and 5, for which four possible modes are specified. All three
activities, however, must be executed in the same mode. If mode 3 is
selected, the three activities 1, 2 and 5 are executed in the third mode.



Salewski et al. (1997) refer to the resulting problem as the mode-identity
problem, categorised as problem  m,1T\cpm,disc,id| in our classification
scheme. The resulting model finds an application in audit staff scheduling
where the mode identity characteristics relate to a set of engagements, each
consisting of several activities, which have to be assigned to alternative
teams of auditors with the restriction that the activities of one engagement
have to be processed by the auditors of one team.

Salewski et al. (1997) prove that the mode identity problem is strongly
They describe a parallel regret-based biased random sampling

approach which consists of two stages. In the first stage, priority values are
used to assign modes to subsets of activities. In the second stage, a schedule
is built using a priority-based parallel scheduling scheme.

7. MULTIPLE CRASHABLE MODES

7.1 Problem definition

Ahn and Erengüç (1995, 1998) study a special case of the multi-mode
problem. The duration (cost) of an activity is treated as a function of the
resource requirements (mode selection) and the amount of crashing
implemented (duration reduction by increasing direct costs). They provide
the example illustrated in Figure 223. Activity i can be performed by worker
A using machine X (mode 1) or by worker B using machine Y (mode 2).
Worker A , using machine X, can finish activity i in 10 working days at a
price of $400, assuming an 8-hour working day. Worker B, using machine Y,
can finish activity i in 8 working days at a price of $500 assuming an 8-hour
working day. Furthermore, workers A and B can shorten the activity duration
by working additional hours each day. For example, worker A can finish the
activity in 8 days by working 10 hours a day. Usage of overtime increases
direct costs. Duration reduction, i.e. crashing, can be done in various ways:
using overtime or additional shift(s), or allocating more resources that might
be acquired easily by incurring additional expenditures.

As illustrated by the example, the duration and cost of performing
activity i depend not only on the mode selection but also on the duration
selection within a mode. In the example given, there are only 2 modes,
where the multi-mode literature would consider every possible resource
(worker, machine)-duration combination as a mode. Ahn and Erengüç,
(1995) denote the resulting problem as the resource-constrained project
scheduling problem with multiple crashable modes. Their objective function
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involves the minimisation of the total project cost which is the sum of the
activity execution cost and the tardiness cost.

Essentially, the problem can be classified as problem
m, Each activity i has possible execution
modes. Each mode of activity i has two extreme durations: the normal
(longest) duration and the smallest (crash) duration. In mode the duration
of activity i can be shortened to any value between the normal and crash
duration by incurring an additional cost. The project cost is computed as the
sum of all activity costs and the penalty cost for completing the project
beyond its due date The objective is to find a feasible schedule that
minimises the total project cost. In the absence of renewable resource
constraints, the problem reduces to the time/cost trade-off problem
1,  In the absence of crashing within a mode, the problem
reduces to the standard multi-mode problem m,

7.2 Exact solution procedures

As a matter of fact, each possible duration within a mode can be
considered as an independent mode with a fixed duration and a fixed cost.
Any solution procedure for the standard multi-mode problem can be
rendered applicable to the multiple crashable mode problem by incorporating
the necessary changes due to the fact that the objective function is a minimal
cost function while the objective of the standard multi-mode problem is to
minimise the project makespan. Ahn and Erengüç (1998) discuss the
changes made to the bounding rules of the exact solution procedure of
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Sprecher et al. (1997) to render it applicable to the multiple crashable mode
case. Obviously, the number of activity-mode combinations increases
dramatically. If a multiple crashable mode problem with 10 nondummy
activities, 2 modes per activity and 3 possible durations per mode is
converted into a standard multi-mode problem, the number of modes for
each activity in the converted problem becomes 6 (Ahn and Erengüç
(1998)). Consequently, the number of possible activity-mode combinations
is The number of combinations quickly grows to if the number of
nondummy activities and the possible durations per mode are increased to 20
and 4.

Ahn and Erengüç present an exact branch-and-bound solution procedure
(Ahn and Erengüç (1995)) and a heuristic procedure (Ahn and Erengüç
(1998)) for solving the problem. The branch-and-bound algorithm solves
linear relaxations at each node of the search tree for computing the lower
bounds. These linear programs are obtained by relaxing the resource
constraints and constructing piecewise linear and convex underestimating
functions for the non-convex objective function. In the published version of
the manuscript (Erengüç et al. (2001)), the authors provide detailed results
obtained on 160 test instances generated using ProGen. The average CPU
time on an IBM ES/9000-831 computer amounted to some 15 seconds, more
than 100 times faster than the procedures by Sprecher (1994) and Sprecher et
al. (1997), adapted by the authors to solve the multiple crashable mode
problem.

7.3 A heuristic procedure

The heuristic procedure starts with an initial feasible solution obtained as
follows. They first select a mode and a duration for each activity in the
following way. For each activity, the mode with the least expensive normal
cost is selected and the duration of the activity is set to the normal duration
of the chosen mode. The resulting problem is a single-mode RCPSP. The
authors then use the minimum slack rule to generate the initial schedule. In
the second stage, they try to improve the feasible schedule by applying six
improvement rules. The second stage is repeated until the improvement rules
fail to yield further improvements. Then the procedure goes back to the first
stage (called a “pass”), generates a new feasible schedule and subsequently
moves to the second stage. The procedure terminates when a predetermined
number of passes is made or when a predetermined computational time is
reached.

A detailed discussion of the (relatively simple) heuristic improvement
rules is beyond the scope of this text. We refer the interested reader to Ahn



and Erengüç (1998). The authors report computational experience obtained
on 10 data sets each of which contains 10 test instances generated using
ProGen. The number of activities ranged from 10 to 50 with 2 modes per
activity. The heuristic procedure was validated against the truncated branch-
and-bound procedures of Ann and Erengüç (1995) and Sprecher et al.
(1997). The heuristic performed best in all the problem sets.

1. Consider the following AoA project network:

The normal duration, crash duration and marginal crashing cost for
each activity are indicated along the corresponding arc using the notation
of Section 1.1.1.2.1. Compute the critical path length assuming the
normal duration for each activity. Using the length of this critical path as
an upper bound on the project duration, formulate the time/cost trade-off
problem as a parametric linear programming problem. Solve the problem
using a commercial LP software package and use the “parametrics”
command to generate the complete time/cost curve.

2. Solve the problem of Exercise 1 using the Fulkerson labelling algorithm
discussed in Section 1.1.1.2.1.

3. Determine the optimal cost-duration function for the following project
with the given arc parameters, assuming that the cost of shortening the
individual activities is linear withcoefficient

Activity Crash duration Normal duration Cost coefficient
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8. EXERCISES

(1,2)
(1,3)
(1,4)
(2,4)
(2,5)
(3,4)
(3,5)
(4,5)

4
3
7
5

10
2
2
7

3
2
5
3
8
2
1
5

10
5

12
8
6

10
14



Use the branch-and-bound algorithm discussed in Section 1.1.2.2.2 to
determine the optimal duration of the activities if the project deadline is
given as

5. Consider a project consisting of the following four activities for which
the execution modes are as follows:
Activity Successor activity Mode Duration Cost
1 3 1 3 150

2 5 100
2 4 1 3 100

2 4 70
3 - 1 3 300

2 4 200
4 - 1 3 900

2 6 500
The indirect project costs amount to Euro/time period. Set up a
mathematical programming model for determining the duration of each
activity in order to minimise the total project costs. Solve the problem
and parameterise on the indirect project costs ranging from 20 to 200.

6. Consider the following project data:
Activity Successor activity Mode Duration Cost

8. PROJECT SCHEDULING WITH MULTIPLE ACTIVITY
EXECUTION MODES
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1

2

3

3 1
2
3
1
2
1
2

4
3
1
5
3
5
2

2
4
5
5
7
6
10

Use the Fulkerson labelling algorithm to develop the complete cost-
duration function as the duration of the project is shortened from its
“normal“ duration to its “crash” duration.

4. Consider the following data for the four activities of a project:

Activity (i,j) Concave direct cost function

(1,2)

(1,3)

(2,4)

(3,4)

2

5

3

3

10

7

9

6



Formulate the corresponding problem 1, using the
model of Harvey and Patterson (1979). Solve the problem using a
commercial LP software package.

7. Show that problem 1, is strongly for general
networks.

8. Consider the following project data:
Activity (i,j) Mode Duration Cost
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(1,2)

(1,3)

(2,3)

(2,4)

(3,4)

1
2
1
2
1
2
1
2
1
2
3
4

3
4
3
6
3
5
1
2
2
4
6
8

5
2
7
4
3
1
3
1
6
3
2
1

a. Compute the reduction complexity of the project.
b. Solve the corresponding problem 1,T|cpm,disc,mu|curve using the

exact network reduction algorithms described in Section 1.2.3.
9. Using the project data of Exercise 8, solve the corresponding problem

1, using the exact horizon-varying procedure of
Section 1.2.3.2.

10. Show that the dual of the LP in Eqs. [8.66]-[8.76] is an uncapacitated
transhipment problem.

11. Consider the problem1,T|gpr,piecewise-lin,mu|early|tardydiscussed in
Section 2.3. Set up the corresponding mathematical programming
model.

12. Give a mathematical programming problem formulation for the discrete
time/resource trade-off problem discussed in Section 3.

13. Show that the mode assignment problem (Section 4.1) is if
at least two nonrenewable resources are given.

14. Show that the multi-mode project scheduling problem is strongly

15. Consider the following network, where the number above a node
denotes the duration of the corresponding activity and the number below
a node denotes the requirement for a single renewable resource with
constant unit availability:



8. PROJECT SCHEDULING WITH MULTIPLE ACTIVITY
EXECUTION MODES

Illustrate the order swap rule discussed in Section 4.2.4.5.

16. Show that the crossover operator used in the genetic algorithm of
Hartmann (1999) for solving the multi-mode project scheduling problem
results in precedence feasible activity sequences.

17. Consider the multi-mode problem with generalised precedence relations.
Show that the feasibility problem is

18. Consider an activity i which can be executed in one of two possible
modes:
Mode Minimum Minimum Normal Normal

duration cost duration cost
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1
2

6
3

38
41

10
7

30
32

Give a graphical representation of the convex cost function for this
activity.

19. Give a mathematical programming formulation for the multiple
crashable mode problem discussed in Section 7. Show how to turn the
procedure of Sprecher et al. (1997) into a solution procedure for this
problem.
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Chapter 9

STOCHASTIC PROJECT SCHEDULING

In this chapter we relax the fundamental assumption that the activity
durations are known and deterministic. In many, if not most real life
projects, it is not sufficient to generate good schedules under the assumption
that the activity durations are fixed and deterministic. As we already
discussed in Section 3.2 of Chapter 2, activity durations are often rough
estimates and are subject to unpredictable changes due to unforeseen events
(weather delays, unavailability of resources, delays in the predecessors of an
activity, late deliveries by subcontractors, etc.).

In order to cope with such uncertainties, the duration of an activity i is
often assumed to be a random variable Assuming AoA networks (N,A)
with A = {1,2,..., n} the set of activities and N the set of project events

(nodes), the vector of processing times is given by of
independent random variables, distributed according to a joint probability
distribution P. In principle, this distribution is assumed to be known, though
there are methods that can deal with incomplete information about the
distribution. Typical problems in the evaluation of stochastic networks are
the computation of the “most critical path” or the “most critical activities”
(Elmaghraby (2000a), Soroush (1993, 1994)), calculating or bounding the
expected project duration (Devroye (1979), Downey (1990), Elmaghraby
(1967, 1989), Gaul (1982), and Robillard and Trahan (1976)), calculating or
bounding the distribution function of the project completion time and/or
some of its moments (Dodin (1985), Hagstrom (1990), Iida (2000),
Kleindorfer (1971), Ludwig et al. (2000), Schmidt and Grossmann (2000),
Shogan (1977), Spelde (1976)), and the computation of optimal start times of
the project activities such that their due date is met with the specified
confidence and the total expected gain from delaying the activity start times



536 Chapter 9

is maximised (Buss and Rosenblatt (1997), Elmaghraby et al. (2000),
Tavares et al. (1997)).

The need for involving stochastic methods into project planning becomes
apparent if the “deterministic” makespan obtained

from the expected activity durations is compared with the expected

makespan even in the absence of resource constraints (Brucker
et al. (1999)). There is a systematic underestimation

which may become arbitrarily

large with increasing number n of activities or, for fixed n, increasing
variances of the activity durations (Heller (1981)). Equality holds, if and
only if there is one path in the network that is critical with probability 1. This
phenomenon has already been recognised by Fulkerson (1962). As observed
by Brucker et al. (1999), the error becomes even worse if the deterministic
value is compared with quantiles such that

for large values of q (say 0.9 or 0.95).

We borrow from Möhring (2000) the example shown in Figure 224. The
figure shows the distribution function of the duration for a project with
n = 1,2,4,8 parallel activities that are independent and uniformly distributed

on [0,2]. The deterministic project duration , while

for Similarly, all quantiles for

(and q>0).

A systematic overview of the stochastic project scheduling methods is
given in this chapter. The study of nonregular objective functions in
stochastic project networks is just emerging. These analyses are made in the
absence of resources.
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Including resources leads into the fascinating field of stochastic project
scheduling with resource constraints. The literature in this area is still in its
infancy. The same can be said for scheduling methods under the assumption
of fuzzy activity durations.

1. STOCHASTIC SCHEDULING IN THE ABSENCE
OF RESOURCE CONSTRAINTS

1.1 Characterising the distribution function of the
project duration

Assuming activity durations are independent random variables with
discrete finite ranges, Hagstrom (1988) studies two problems:

1. MEAN: Given a project network with discrete independent activity
durations compute the expected project duration

2. DF: Given a project network with discrete, independent activity
durations and a time t, compute the probability
that the project finishes by time t.

Valiant (1979a,b) defined the class in terms of counting problems,
where one wishes to determine the number of some objects (for example
counting the number of Hamiltonian cycles of a graph). A counting problem
belongs to if the structures to be counted are recognisable in polynomial
time. problems are the hardest problems in Valiant (1979b)
showed the class to be appropriate for reliability problems. The problem
of computing the value of a cumulative distribution function is closely
related to the following network reliability problem: (shown to be

by Provan and Ball (1983)): Given an acyclic directed network
with specified source and sink and arcs subject to random failure, compute
the probability that the source and sink are joined by a path of operational
(working) arcs. Our problem on hand resembles this problem, although now
arcs may have more than two states and the probability that we wish to
compute concerns a longest path. This resemblance inspired Hagstrom to
show that the cumulative distribution function problem, as well as a
restricted version of the problem of computing the mean, belongs to the class
of problems.

Actually, Hagstrom shows that the 2-state versions of MEAN and DF, in
which every activity duration has only two discrete values, are

The complexity status of the general version of MEAN is still
open. Hagstrom also shows that MEAN and DF cannot be solved in time
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polynomial in the number of values of unless One is
forced to conclude that efficient methods for calculating the expected project
duration or quantiles of the distribution function of the project are very
unlikely to exist. Intuitively, the possible exponential number of paths in the
network and the fact that distributions of path lengths are correlated may be
the reasons for the hardness of these problems. Nevertheless, a number of
research efforts have been made to estimate the exact overall time
distribution of a project. In the next section, we review the analytical
approach. In subsequent sections, we tackle the problem of developing tight
bounds for the distribution function of the project makespan and the use of
Monte Carlo Sampling.

1.2 Exact procedures for computing the project duration
distribution: problem

The bibliography of research on stochastic PERT networks, developed by
Adlakha and Kulkarni (1989) for the period 1966-1987, lists 16 papers on
exact methods for computing the distribution of the project completion time.
The bibliographies of Bigelow (1962) and Lerda-Olberg (1966) provide
additional references from the earlier literature.

1.2.1 The case of series-parallel networks

The simplest case arises when the project network is a series-parallel
network. For series-parallel networks, the cumulative distribution function
(cdf) can be computed using series-parallel reductions, already discussed in
Section 1.2.1.2 of Chapter 2, and used in the previous chapter for solving the
discrete time/cost trade-off problem.

Suppose is the cumulative distribution function of
the duration of activity and assume again that all activity durations are
independent. Now, if two activities i and j are in series (i.e. in an AoA
network, their common node is of in-degree 1 and out-degree 1) they may be
reduced to a single activity k whose duration is the sum of the two

random durations (serial merge), i.e. The cdf of the sum,

is the convolution of the individual cdf’s:

On the other hand, if two activities i and j are in parallel (i.e. their initial
and terminal nodes are the same in an AoA network) then they can be
replaced by an arc k with duration (parallel merge) and

distribution given by
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As we know already, a series-parallel AoA network can now be reduced
to a network with two nodes and a single arc joining them, by application of
a series/parallel reduction, i.e. the sequential application of either serial or
parallel merges until neither can be performed. When the are
polynomials in t, Martin (1965) has developed a systematic way of
implementing the serial-parallel merges. When the are exponomials,
the closed form solution can be computed using the computer package
SHARE, developed by Sahner and Trivedi (1987).

Elmaghraby (1977) and Elmaghraby et al. (1980) provide the AoA
example shown in Figure 225 in order to highlight the computational steps
involved in the serial and parallel merges.
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As can be verified, the network is completely reducible. The steps of
reduction are as indicated in parts (b) to (f) of Figure 225. In general (Dodin
(1985)), a series-parallel network G = (N,A) can be completely reduced in at

most serial merges (convolutions) and parallel merges

(multiplications). The example clearly shows that these two bounds are
binding: 3 (=5-2) serial merges are applied as well as 2 (=6-5+1) parallel
merges.

1.2.2 Network decomposition using node reductions

A network is series-parallel if and only if it does not contain the
interdictive graph shown in AoA format in Figure 226. Elmaghraby and
Dodin (1979) prove that a project network is irreducible if it contains the
interdictive graph. Colby (1984) demonstrated that the problems of
identifying and counting the number of interdictive graphs within a network
are

There are three paths in the network of Figure 226, two of which (viz.
paths 1-2-4 and 1-3-4) can be analysed in a straightforward fashion because
they are independent, but the third path 1-2-3-4 cannot because there exists a
common arc between it and each of the other two paths. The “trick” is to
evaluate the cdf of the terminal node conditioned on the values of some arcs
and then remove the conditional nature through integration over the
distribution functions of these common arcs. The result is the desired
unconditional cdf. Since one may

condition the cdf of on the two activities 1 and 5. Let

Then we have that

and finally
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What we have been doing so far is not quite clever. We are conditioning

on two arcs. Suppose, however, that we consider only constant at
Then all paths to node 4 will not be independent. But now there are two
paths in parallel from node 1 to node 3 (see Figure 227), and we can readily
apply series-parallel reduction to obtain the estimate

where the asterisk in Eq. [9.3] denotes the convolution operator. We have
reduced the number of activities to be conditioned on from two to only one,
at the price of computing the convolution in Eq. [9.3].

The reader will remember from our discussion in the second and in the
previous chapter that the determination of the minimum number of arcs to be
conditioned on can be achieved by computing the minimum number of node
reductions necessary to reduce the network (in combination with serial and
parallel merges) to a single arc. Bein et al. (1992) have shown that this can
be done in Applying this node reduction logic to the interdictive
graph, leads to the conclusion that the reduction complexity equals 1: a node
reduction of node 2 (as shown in Figure 227) or node 3 (as shown in Figure
228) will suffice to reduce the network to a series-parallel network readily
available to apply the serial-parallel merge reductions.

For the sake of completeness, we refer to a recent paper by Schmidt and
Grossmann (2000), in which a new technique is presented for computing the
exact overall time distribution of a project which – unlike the previous
methods – does not use conditional distributions. The new technique applies
to AoA networks and uses a distribution of activity durations which Hsu



542 Chapter 9

(1997) called a PD-type function. A PD-type function combines piecewise
polynomials and Dirac delta functions, defined over a finite region. A Dirac
delta (Dirac (1935)) has the property that for all

is undefined for x = 0 and Hsu (1997) showed that PD-type

functions can approximate any distribution function with finite support
arbitrarily closely. He showed that the overall duration of a series-parallel
network can be effectively computed through the sequence of addition and
maximisation operations. Schmidt and Grossmann extend his results by
computing the overall duration of any graph, including ones containing
dependent paths. This is done by computing the cumulative distribution
function directly by integrating a linear transformation of the cdf of the
activity durations. This integration step is quite complicated, involving the
integration of several polynomial functions over a polytope. The authors,
however, apply network reduction techniques exploiting series-parallel
substructures, which allow to break the problem into a sequence of lower
dimensional problems.

1.3 Bounding the project duration distribution

Various methods for computing stochastic bounds on the makespan
distribution have been proposed in the literature under the assumption of
independent activity durations (Kleindorfer (1971), Robillard and Trahan
(1976), Spelde (1976), Dodin (1985), Iida (2000)), and dependent activity
durations (Shogan (1977), Meilijson and Nadas (1979)).

Many of the methods for bounding the distribution function of the project
makespan transform the given AoA network into a series-parallel network.
This is the case for the bounds computed by Kleindorfer (1971), Spelde
(1976) and Dodin (1985). These bounds have recently been evaluated by
Ludwig et al. (2000).

Möhring and Müller (1998) present a unified model for these bounding
results in terms of a chain-minor notion of project networks. A network

is a chain-minor of a network                    if:

1. Every activity is represented in by a set of copies or

duplicates D(j), where if

2. Every chain C (the set of activities on a path) of is contained in a

chain in the sense that for every activity there is a
duplicate with (the duplicates j may be different for

different chains C of
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The authors show that if is a chain-minor of then one obtains a

lower bound for the distribution function of the duration of if every
duplicate of an activity j is given the same independent duration
distribution as activity j and the distribution function of the makespan of

is computed. Stated otherwise,

In our description of the bounds, we denote the source node of an activity
j in an AoA network by s(j) and the end node by e(j).

1.3.1 The bounds of Kleindorfer

Kleindorfer (1971) provides stochastic upper and lower bounds on the
makespan distribution of stochastic project networks. The procedures
traverse the AoA network along a topological sort and assign a distribution
function to each node (event) u of the network, computed as the product

(for the upper bound) or minimum (for the lower bound) of all the
convolutions with s(j) = u . Since for independent random

variables x and y, it is known that

where denotes the pointwise minimum of and

bounds the distribution function of the start time of all activities i with
s(i) = u from above or below. If is defined as the characteristic function

of the interval then
the Kleindorfer algorithm can be sketched as follows (Ludwig et al. (2000)):

Input : A directed acyclic network D = (N, A); a distribution function

for the duration of each activity

Output: A distribution function of an upper bound on the project
duration.

for nodes along a topological sort do

return

The upper bound is exact for each node u if the completion times of the
incoming arcs (activities) j are stochastically independent, which is the case
if the paths from source node 1 to u are pairwise disjoint.

andi.e., if if
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1.3.2 The upper bound of Dodin

Dodin (1985) derives a bound which is exact for the class of series-
parallel networks. It combines the known concepts of series and parallel
reduction with duplication as follows:

1. Series reduction: If there exists a node such that
Indegree(u)=1 and Outdegree(u)=1, then the activities
i,  e(i) = s(j) = u are in series. As we know already, the
activities are substituted by a single activity h, where s(h) =s(i) and

e(h) = e(j), while the distribution function for the duration of

activity h is computed as (as usual, * denotes the convolution

operator).
2. Parallel reduction: If there exist activities i,  such that

s(i) = s(j) and e(i) = e(j), then activities i and j are in parallel and
can be replaced by a single activity h, where s(h) = s(i) and
e(h) = e(i), while the distribution function for the duration of

activity h is computed as

3. Duplication: If there exists a node such that Indegree(u)=1
and Outdegree(u)>1, then u and activity e(i) = u, are
duplicated as follows. Insert a new node u’ and new activity i’ such
that s(i’) = s(i) and e(i’) = u’. Then select an activity s(j) = u
and set s(j):=u’. The distribution function of the duration of
activity i’ is set to An analogous duplication can be achieved if
Indegree(u)>1 and Outdegree(u)=1.

Each duplication step is followed by a series reduction and, if applicable,
by a parallel reduction. When the network has been reduced to a single arc,
the associated distribution function is returned. If neither a series reduction
nor a parallel reduction is applicable, the node chosen for duplication is not
uniquely determined. Ludwig et al. (2000) argue that the incorporation of the
Bein et al. (1992) procedure for computing the minimum number of node
reductions will not lead to an improvement because it requires that all
duplications on a selected node are performed which is not necessarily
advantageous and the quality of Dodin’s algorithm depends on the
distribution of the activity durations which have been duplicated.

Dodin (1985) has shown that the computed distribution function provides
an upper bound on the distribution of the project duration. He also shows
that the bound is tighter than Kleindorfer’s upper bound.
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1.3.3 The bounds of Spelde

Spelde (1976) derives a lower and upper bound by investigating a set of
pairwise disjoint paths and the set of all different paths in the network. The
bounds are then obtained by computing the maximum over all random
lengths of the considered paths. Ludwig et al. (2000) describe the lower
bound procedure as follows:

Input : A directed acyclic network D = (N, A); a distribution function

for the duration of each activity

Output: A distribution function of a lower bound on the project
duration.

for do label(j) := true;
repeat

longest path among the activities j with label(j) := true;

for do

for do label(j) := false;

until all activities are labelled false or
return(F).

As can be seen, the lower bound is obtained by considering a subset of
paths, such that no activity occurs on more than one path. As a result their
path lengths are stochastically independent and no error occurs when
computing the maximum on these paths by the product operator. It should be
observed that the paths need not necessarily run from the start node in the
AoA network to the end node: subsets of activities of start-end paths are
sufficient. The second condition of the repeat-loop is required in
order to handle dummy activities of length zero which may occur in the AoA
networks.

The upper bound is obtained by simply considering all paths from the
start to the end node in the network. There are heavy dependencies among
the path lengths. Since the number of paths is exponential in the number of
activities, the procedure can be restricted to a heuristic by restricting the path
choice to the K longest paths in the network

The Spelde bounds can also be used if incomplete information is
available about the activity duration distributions. Quite often, information is
only available about the mean and variance of every activity
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duration. According to the Central Limit Theorem, the sum of the activity
durations of a path is approximately normally distributed. As a result, the
product of the resulting normal distribution functions approximates the
distribution function of the project duration. Ludwig et al. (2000) observed
that 10 activities on a path did suffice to obtain an excellent approximation
of the path length distribution. They compute the first K longest paths using
a variant of Dodin’s algorithm (1984) with respect to the expected activity
durations until Prob{Kth path is longer than 1stpath} with

say.

1.3.4 The Ludwig et al. experiment

Ludwig et al. (2000) have made an extensive computational study on two
test sets with the number of activities ranging from 150 to 1200. All activity
durations are given by their mean and variance and they generated gamma,
normal, uniform and triangle distributions. In order to measure the quality of
the computed distribution functions, the authors have simulated more than
1.5 million realisations for each instance. They found that the computation
time for Dodin’s upper bound and Spelde’s lower bound are minor when
compared to the time needed by Kleindorfer’s bound. For all network sizes
and variations of the number of supporting points considered, the
convolution operator consumed most of the computation time. As for the
quality of the bounds, the results were excellent. The average relative error
of the computed bounds was less than 1% for the first test set, and varied
between 1.6% and 3.7% for the second. Dodin’s approach outperforms
Kleindorfer’s procedure. It should be mentioned at this juncture that Iida
(2000) has developed an algorithm which makes Kleindorfer’s bounds much
tighter by spending much longer computational time. The algorithm is based
on conditioning on the longest distances to node 1 through an intermediate
node. The heuristic procedure based on the Central Limit Theorem provides
excellent estimates at virtually no computational cost.

1.4 Monte Carlo sampling

As is often the case, when analytic approaches fail, researchers fall back
on sampling techniques. Monte Carlo simulation has been used to evaluate
various characteristics of a project network (Ragsdale (1989)).

1.4.1 Crude Monte Carlo sampling

By the realisation of a project network we refer to the network with fixed
value for each of the activity durations. In straightforward or crude Monte
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Carlo sampling (Van Slyke (1963)), this value is obtained through a random
sample from all possible values for each arc (activity) in an AoA network,
following the distribution function of the activity duration. Let denote

the length of the critical path for a particular realisation of the network.

can be viewed as the possible value of the random variable denoting the
realisation time of the end node (terminal event) of the network.

The critical path algorithm is applied to a long series of realisations, each
one being obtained by assigning a sample value to every activity drawn from
its proper distribution function. Each such realisation is then considered a
sample value of Standard statistical methods are then used to estimate the
desired distribution function and the associated parameters.

As argued by Elmaghraby (1977), the best unbiased estimate for the

variance is given by the sample mean-squared-deviation

where is the critical path length on the kth

sample realisation, is the sample mean duration and K is the total number
of samples taken (the author uses K and not (K-1) in the denominator, since
K is in the order of several thousands, leading to a negligible error).
Considering to be normally distributed (which is normally not the case,

but acceptable as a first order approximation), it is known that is

distributed with K-1 degrees of freedom. For large K it is approximately
normally distributed with mean (K-1) and variance 2(K-1).

Estimating the variance within 2% of its true value with 0.99
confidence (Elmaghraby (1977)), requires that

This is equivalent to

where is the distribution function of the standard normal deviate. It

can be deduced that hence, or

samples.

Since is unknown, a two-sampling procedure should be used: a first
sample to estimate the variance and a second sample to yield the desired
degree of confidence. However, as argued by Elmaghraby (1977), normal
theory can be directly applied for estimating the mean If it is desired
to estimate the mean to within of its true value with probability 0.99,
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we write which

is which yields that or
samples.

If it is assumed that the cumulative distribution function of the
terminal event is continuous, statements can be made about the greatest
absolute difference between the sample cumulative distribution function and
the true cumulative distribution function independent of the distribution
itself. Let denote the cumulative distribution function derived from a

sample size K and Then the probability that is

less than some specified     is asymptotically given by

In the tables of the asymptotic

results (Hoel (1954)) both d and the asymptotic probability of
can be found.

1.4.2 Improved techniques

We would be remiss not to mention that various research efforts have
been made to improve over crude Monte Carlo sampling. The approaches
involve the use of conditional Monte Carlo in order to reap the benefits of
reduced computational effort (Adlakha (1986), Burt and Garman (1971),
Dodin (1986), Garman (1972), Kulkarni and Provan (1985), Sigal et al.
(1979)), and various variance reduction techniques such as the concepts of
antithetic variates, stratification, control variates (Avramides et al. (1991),
Avramides and Wilson (1993), Burt et al. (1970), Grant (1983a,b), Grant and
Solberg (1983), Kleijnen (1975), Loulou and Beale (1976) and Sullivan et al.
(1982)).

Schonberger (1981) has demonstrated the advantages of Monte Carlo
simulation of activity networks. He concluded, however, that simulations are
often too expensive and require too extensive a background in probability for
most project managers. Cook and Jennings (1979) have shown that accurate
approximations to Monte Carlo simulation results can be achieved less
expensively using ‘intelligent’ simulation methods. They analysed three
heuristics for identifying paths in the network which have little or no chance
of becoming critical. These paths are then disregarded, simplifying the
network and reducing the simulation problem.

Anklesaria and Drezner (1986) provide a simple approach to estimate the
distribution of completion times. Their technique is based on the multivariate
normal distribution and can account for possible correlations between
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activity durations. They attempt to identify the k paths in the network with
the greatest expected completion times and estimate the probability of
project completion by time t as the product of the k individual path
completion probabilities.

Schonberger (1981) also noted that work tends to expand to fill the time
allotted to it (see next chapter). Thus even a true simulated project
completion date would likely be exceeded as workers and managers aim
toward this new lengthened deadline. His advice is to use a deterministic
baseline plan but to intensively manage the most complex delay prone
segments of the project network which are characterised by high activity
time variability and many parallel paths.

1.5 Path criticality and activity criticality

As mentioned earlier (see Chapters 2 and 4), the notions of critical path
(CP) and critical activity (CA) were introduced with the development of the
PERT/CPM models. The essence of the CPM approach to project
management is to identify the longest path in the project network. This path
tells the project manager how long it should take to complete the project and
on which activities to concentrate management efforts. In the deterministic
CPM model, the longest path from the start to the terminal node in the
network is called the critical path. The critical path determines the project
duration. It contains activities for which the float values are all equal to zero.
An activity which lies on the critical path is called ‘critical’ because an
increase in its duration would prolong the duration of the project. The
relative importance of an activity can be measured by the number of critical
paths along which it lies. If the network contains five CP’s and activity i lies
on all 5 of them, while another activity j lies on only 2, then activity i is of a
‘higher’ criticality than activity j (Elmaghraby (2000a)). Unfortunately,
things are not that straightforward in stochastic networks. The stochastic
structure of the PERT model implies that almost any path may be critical
with nonzero probability. Information about where to concentrate
management efforts is now contained in activity criticalities and path
criticalities.

1.5.1 The path criticality index

A path is critical if its duration is not shorter than that of any other path
(Elmaghraby (2000a)). The path criticality index (PCI) is the probability that
the path is of longest duration. Let denote the set of all paths in
the network and let the random variable denote the duration of path
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Then where is the stochastic duration of activity

The path criticality index for path can then be written as

Following the logic introduced in Chapter 3, the problem of determining the
criticality of a path in project networks with zero-lag finish-start precedence
relations can be classified as

1.5.2 The activity criticality index

As almost any path may be critical in stochastic networks, a more
relevant concept is that of activity criticality. An activity is critical if it lies
on a critical path. A possible measure of the criticality of an activity is the
probability that it will fall on a critical path, the so-called activity criticality
index (ACI).

Following the classification logic of Chapter 3, the problem of
determining the criticality of an activity can be classified as
Clearly, the problem can be solved in three steps: (1) determine the PCI’s of
all the paths, (2) identify the paths that contain the activity, and (3) compute
the ACI by summing up the PCI’s of all paths that contain it. However, the
computation of the PCI’s for all the paths in the network is very difficult as a
result of the interdependence among the paths and activities. As a result,
numerous research efforts have concentrated on the computation of the
activity criticalities without necessarily going through the just mentioned
three-step procedure. The resulting methodologies rely on analytical and
Monte Carlo sampling-based approaches.

Elmaghraby (2000a) mentions a number of analytical approaches. The
first approach is due to Martin (1965) under the assumption that the
cumulative density functions (cdf’s) of the activities are polynomial
functions of time. Dodin and Elmaghraby (1985) developed an analytical
procedure to approximate the criticality indices of all activities without
enumerating the paths. Dodin (1980) used stochastic dominance relations to
compute the ‘k most critical paths’ (problem following the
logic of Chapter 3). Kulkarni and Adlakha (1986) developed an analytical
procedure for estimating the PCI in Markov activity networks (exponential
activity duration distributions) and suggest adding up the PCI’s that contain
the activity of interest to compute its ACI. Bowman and Muckstadt (1993)
show how to compute the exact activity criticalities for that special case.

Van Slyke (1963) pioneered in the use of Monte Carlo sampling for
solving problem Sigal et al. (1979) suggest a conditional Monte
Carlo procedure for problem Bowman (1995) combined Monte
Carlo simulation with exact analysis conditioned on node release times (the
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earliest completion time of all activities terminating at the node in an AoA
network).

Williams (1992), however, criticises the use of the ACI for a number of
reasons: (a) it does not give an intuitively helpful metric to the project
manager who is not used to argue in terms of probabilities, (b) the index
cannot be used in the presence of resource constraints, and (c) it might
provide results which are counterintuitive to what management expects.

In order to illustrate the intuitive flaws in the metric, Williams (1992)
presents the example AoA network shown in Figure 229. The network
contains two independent activities, for which the possible durations and the
associated probabilities are given along the arcs.

The ACI identifies activity 1 as the overwhelmingly ‘critical’ activity
However, the activity which is mainly causing ‘risk’ is

activity 2 and small adjustments to activity 1 will not make much difference
to the risk. Activity 1 can be made more important to the total project risk
without actually changing its criticality. To illustrate, Williams provides the
network examples shown in Figures 230 and 231. Activity 1 becomes
increasingly important, while the criticality indices of the two activities stay
the same.
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Williams (1992) suggests the use of the significance index (SI) to reflect
the importance of an activity.

1.5.3 The significance index

Williams (1992) defines the significance index (SI) for an activity (ij) in
an AoA network as

with where denotes the duration in a

realisation of activity (ij), TF(ij) denotes the total float, T denotes the
project completion time, E[T] denotes the expected project completion time,

and denote the earliest possible, respectively the latest

allowable realisation time of node (event) j. For the example networks in
Figures 229-231, the metric gives the following values (Williams (1992)):

which appear to reflect, at least to a greater degree, the relative importances
between the activities.

Not only is this metric extremely difficult to compute (there is no
polynomial time algorithm which yields the exact values of E[T] and the
evaluation of the expectation of the expression between square brackets in
Eq. [9.6] demands the enumeration of every possible realisation of the
network), it may also yield counter-intuitive results in some cases, as shown
by Elmaghraby (2000a) on an example with two activities in series. Activity
1 has a duration of 100, while activity 2 has a duration equal to 10 with
probability 0.5, and a duration of 20 also with probability 0.5. In this case
SI(1)=SI(2)=1, since both activities lie on the single path 1-2 and seem to be
equally significant. However, it is clear that activity 1 has a larger impact on
the project completion time, in the sense that the same proportional

Activity 1 Activity 2
Example of Figure 229
Example of Figure 230
Example of Figure 231

13%
95%
99%

87%
6%
2%,
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reduction in its expected duration will have a higher impact on the project
duration. All this inspired Williams (1992) to discuss the cruciality index
(CRI), used in the RiskNet package of BAeSEMA (Williams (1990)).

1.5.4 The cruciality index

The cruciality index (CRI) is defined as the absolute value of the
correlation between the activity duration and the total project duration T:

where for any two random variables x and y, and

Cov(x, y) = E(x.y) – E (x ) .E (y ) .
According to the author, the metric has two main advantages. First, it can

be used when there are resource constraints since it suggests the degree of
dependence of the total project duration on the activity duration. Second, it
can be used not only for activity durations, but also for other uncertain
aspects of the project, such as stochastic branches in generalised activity
networks (Elmaghraby (1977)), which are not incorporated into the analysis
of the classical PERT network. Yet, there are also some drawbacks. First of
all, Elmaghraby (2000a) correctly observes that the CRI measures the linear
correlation between the activity durations and the total project duration,
while this relationship may not be linear (Cho and Yum (1997)). Second, the
CRI is demanding in its computational requirements, since the evaluation of
the correlation between activity durations and project duration is definitely
not easy. Third, Williams (1992) shows the metric to yield counter-intuitive
results since it only considers the effect of the uncertainty of an activity on
the project duration. If the duration of an activity has minuscule variance,
then its criticality is close to zero, even if the activity is always on the critical
path.

As of this writing, it appears that the issue of obtaining a meaningful
indicator of the criticality of an activity is not settled. Interpreting the
‘criticality’ of an activity as ‘sensitivity’ of the mean and variance of the
project completion time, leads to the study of several sensitivity issues.

1.5.5 Sensitivity problems in probabilistic networks

Elmaghraby (2000a) offers a nice taxonomy of the sensitivity issues
studied in the literature, as shown in Table 55.
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1.5.5.1 Sensitivity of mean-mean
The cell ‘mean-mean’ represents the impact of a change in the mean

duration of an activity on the mean duration of a project. It is a well-known
fact that in the presence of classical finish-start precedence relations, an
increase (decrease) in the mean duration of an activity leads to a non-
decreasing (non-increasing) mean duration of the project completion time.
The reader will, however, remember from Section 2.3.2 of Chapter 4 the
anomalies which may result from the use of generalised precedence relations
(GPRs), where an increase in the average duration of an activity can lead to a
decrease in the mean duration of the project. The relationship can be
measured using Monte Carlo simulation. If the random variables can be
approximated by continuous probability density functions, then it is easy to
compute derivatives of the project completion time with respect to each
activity’s mean and variance (Bowman (1994)).

1.5.5.2 Sensitivity of variance-mean
The cell ‘variance-mean’ in Table 55 represents the impact of a change

in the variance of the duration of an activity on the mean duration of the
project. Recently, Gutierrez and Paul (1998) concluded from their analytical
approach that Schonberger’s claim (Schonberger (1981)) that increased
activity variability always leads to increased expected project duration is not
always true. More in particular, they demonstrated the following interesting
results.

For discrete random variables and in parallel, with three-point
support (i.e. the random variables have non-negative probabilities at the
same three values) and then meaning that an

increase in the activity variance leads to an increase in the mean project
duration. If the support of the random variables is greater than 3, then there
exists random variables and defined on the support such that

and but meaning that an increase in activity

variance leads to a decrease in project duration.
A random variable is said to be convexly larger – or larger in the

convex order – than written when for all
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convex functions provided all expectations exist. If

and then if and only if Schonberger’s claim can

now be proven to be correct for the class of normally distributed random
variables. Indeed, for two normally distributed random variables and

such that and we have that The expected value

of the project duration increases as the activity variance increases.
For series-parallel networks, the results obtained by Guttierez and Paul

result in the following significant result: The greater the variability in the
project activities (in the sense of convex order), the more the expected
critical path length, as secured from the classical PERT calculations,
underestimates the actual expected project durations.

1.5.5.3 Sensitivity of variance-variance
Cho and Yum (1997) assume independent and symmetrically distributed

activity durations and utilise the Taguchi tolerance design technique
(Taguchi (1987)) to evaluate the uncertainty importance measure of an
activity or of a pair of activities.

The uncertainty importance measure, UIM(i), of an activity i is defined
as follows:

UIM(i) measures the so-called main effect of the activity duration on the
variability of the project duration T.

The uncertainty importance measure, UIM(i&j), of activity i jointly with
activity j, is defined as :

UIM(i&j) evaluates the combined main effects and interaction effect on
project duration T of the uncertainties in the activity durations and

Cho and Yum (1997) classify PERT networks into two types: Type A
with a dominantly longer path than the others and Type B without such a
path. From their experimental results it can be concluded that activities
which do not lie on the dominantly longer path in Type A networks have
negligible effects on the project duration, while the activities on the
dominantly longer path have a linear effect. This is expected since in this
case the project duration can be closely approximated by If the
durations of the competing critical paths are similar (Type B networks), the
duration of each activity in the paths exhibits a curvature effect on the
project duration. This phenomenon becomes more prominent as the number



556 Chapter 9

of competing critical paths with similar durations increases. Moreover, an
analytical approach is not feasible for Type B networks. Therefore, the
authors present an approximate experimental strategy for Type B networks.

1.5.5.4 Sensitivity of mean-variance
Elmaghraby et al. (1999) address the issue of the impact of the activity’s

mean duration on the variability of the project duration. Using the results of
Monte Carlo Sampling, they conclude that the degradation in accuracy and
precision encountered when moving away from full factorial design to
partial factorial design and then again to Taguchi design is minimal and is
quite well within the accuracy of the initial data itself. Since the
computational requirements of Taguchi’s method for large networks may
still be excessive, they propose a preprocessing step following the approach
suggested by Anklesaria and Drezner (1986). They compute the total float
for each activity when all durations are put equal to their expected values
and screen out any activity with a total float greater than a certain threshold.
The Taguchi method is then only applied to the activities which remain after
the initial screening.

The authors reach the conclusion that, as expected, increasing the mean
duration of each activity has a non-decreasing effect on the mean of the
project duration. However, increasing the mean duration of an activity could
either increase or decrease the variance of the project duration. They
subsequently conduct two types of experiments: the first assumes that the
mean is varied but the variance is maintained constant and the second
assumes that the mean is varied but the coefficient of variation is maintained
constant (at any time, the mean duration of only one activity was varied).
Focusing on the first type experiment, they conclude that the variance of the
project duration is not affected by increasing the mean of the activity
duration until the mean reaches a threshold level, at which time it starts to
change as the mean of the activity duration is increased further and, after
some point, it stabilises. Over the range of variation of the mean of an
activity duration in which the variance of the project duration responds to the
changes in the mean, the relationship is not linear: increasing the mean of
some activity duration may reduce the variance of the project duration, while
increasing the mean of some other activity durations may increase the
variance of the project duration and yet still another activity may cause the
variance of the project duration to fluctuate before settling to its steady-state
value.
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2. OPTIMAL ACTIVITY DELAYS IN THE
ABSENCE OF RESOURCE CONSTRAINTS

When the activity durations are random, an implied assumption is that
activities are to be started as soon as precedence feasible in order to
minimise the expected duration of the project (see also Fernandez (1995)).
However – similar to what has been observed in Chapter 5 in our study of
the temporal analysis under the objective of maximising the net present
value of the project – it is desirable to deliberately postpone the start of an
activity in order to realise a gain accruing from such delay.

Buss and Rosenblatt (1997) were the first to study the max npv objective
for stochastic networks. Their analysis focuses on determining the optimal
amount of activities’ delay, beyond their earliest start times, in a stochastic
project network so as to maximise the expected present value of the project.
As such, they concentrate on a particular version of problem

The authors focus on Markov Project Networks (MPNs) (Kulkarni and
Adlakha (1986)). A MPN is an AoA network in which the activity durations

are assumed to be independent exponential random variables with known

parameters. Upon completion of an activity i a cost is incurred
(interpreted as a negative cash flow) and upon completion of the project, a
revenue R is received (positive cash flow). The states of the MPN are
described by activities that are either active (i.e. currently being processed)
or dormant (activities that are finished, but there is at least one unfinished
activity that has the same ending node in the AoA network). The state of the
MPN at time t consists of all active and dormant activities at that time. An
additional state denotes the end of the project. The initial state of the
project consists of all activities emanating from the single start node. A state
change occurs when the first active activity in a state is completed.
Consider an activity that has just finished. If there are still
uncompleted activities ending in the ending node of activity j, then the new
state is with activity j in the dormant state. If all other activities ending in
the ending node of activity j were in a dormant state, then the new state is
obtained by removing activity j together with all dormant activities that end
in activity’s j ending node from state and add to all activities which
emanate from that ending node. Obviously, if all activities are completed,
the state is the ending state

The process just described is a continuous Markov chain with a single
absorbing state (Kulkarni and Adlakha (1986)). The state space of the
generated Markov chain, however, is of an explosive nature. Buss and
Rosenblatt (1997) therefore accomplish the determination of the ‘optimal’
delays through numerical approximation and heuristics. For computational
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details, we refer the reader to Buss and Rosenblatt (1997), who use Monte
Carlo analysis to illustrate the robustness of the MPN approach with respect
to the exponential distribution assumption.

We limit ourselves to illustrating the problem through the two-activity
example project studied by the authors (Figure 232).

For this simple example, it is quite obvious that we should not delay the
start of both activities. Using a discount rate of    per unit time, let

denote the expected present value of the two-activity project

with activity 1 delayed by      and activity 2 delayed by     If

with             then

Thus, the optimal delay will never have both            and

Therefore, Buss and Rosenblatt only consider the case in which only activity
1 is a potential candidate for delay. Then, the expected net present value of
the project with only activity 1 delayed by     time units can be written as:

Now,

Plugging this into [9.8], we obtain the expected present value:
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Eq.[9.9] can be used to determine the optimal delay of activity 1 by
solving Now consider the project network data shown in
Figure 232 with per month. If the activities are deterministic, then
the npv for the early start schedule is $1671.63, whereas the npv of the late
start schedule is $4093.65. However, if the activity durations are
independent and exponentially distributed, then Eq. [9.9] yields

E(npv)=$2536.61 when activity 1 is delayed by Note that in the
deterministic case, activity 1 is delayed by 18 months (the amount of free
slack), whereas in the stochastic case, it is delayed by only 12 months. If the
cost of activity 1 is increased to $17,400, then for the deterministic case the
npv values are -$680.84 for the early start schedule and $2128.70 for the late
start schedule. For the stochastic case, we find E(npv)=-$444.68 for the early

start schedule and $484.51 for the optimal delay months. It can be
seen that for both deterministic and stochastic projects, delays can be used to
make an unattractive project attractive. In this case, the amount of
improvement is substantially less for the stochastic network.

3. STOCHASTIC SCHEDULING WITH RESOURCE
CONSTRAINTS

While stochastic models of machine scheduling problems are quite
common (see e.g. Pinedo (1995)), the literature on stochastic project
scheduling with resource constraints is relatively sparse. The fundamental
problem under study in this section is the stochastic resource-constrained
project scheduling problem, i.e., the problem of scheduling project activities
with uncertain durations in order to minimise the expected project duration
subject to zero-lag finish-start precedence constraints and renewable
resource constraints. We study the stochastic version of the time/cost trade-
off problem in Section 4.

3.1 The stochastic RCPSP

The stochastic resource-constrained project scheduling problem involves
the problem of scheduling project activities with uncertain durations in order
to minimise the expected project duration. Following the notation of Chapter
3, the problem can be classified as The project is
represented by an AoN network G = (V,E), where the set V={1,2,...,n}
denotes the set of activities. We assume that activity 1 and n are dummy
activities, representing the start and end of the project. The durations of the
other activities are given by a random vector where
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denotes the random duration of activity i. We denote a particular sample of d
as The arcs of set E define the zero-lag finish-start
precedence relations among the activities. The renewable resources

are available in constant integer amounts The non-

dummy activities require an amount of units of renewable resource
type k. If it is assumed that the distributions of the activity durations are
discrete, then the problem is a generalisation of the deterministic resource-
constrained project scheduling problem studied in Chapter 6. The problem is
clearly in the strong sense.

Given the presence of both resource constraints and random activity
durations, schedules are generated through the application of so-called
scheduling policies or scheduling strategies. A policy can be looked at as an
on-line decision process that defines which activities are to be started at
certain decision points t. It dynamically makes scheduling decisions based
on the observed past and the a priori knowledge about the processing time
distributions. A complete characterisation of all policies and corresponding
subclasses can be found in Möhring et al. (1984, 1985).

Given that in stochastic scheduling the required data can often only be
estimated, that simplifying models and assumptions are used and that
computation is often based on approximative methods or simulation, the
least one should expect is that small changes in the data should not have
significant impact on the obtained system parameters. In other words, one is
interested in stable policies.

3.1.1 The stochastic RCPSP as a multi-stage decision process

A stochastic scheduling policy may be interpreted as a multi-stage
stochastic decision process (Fernandez (1995), Fernandez and Armacost
(1996), Fernandez et al. (1998), Pet-Edwards et al. (1998)). Decisions have
to be made at stages g which occur serially through time at random decision

points At each stage g, a set of activities has to be selected from the

precedence and resource eligible activities at that stage (the admissibility
constraint), taking into account the information that is available at the
decision point (the implementability or non-anticipativity constraint). The
optimal policy can only be determined as the project “unfolds”. The known
information at the decision points is assumed to include the precedence

constraints, the resource requirements and resource availabilities, the
distribution for the time remaining for ongoing activities and the duration
distributions of the activities not yet scheduled (e.g. type of distribution,
mean, variance, mode, fractiles).
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If the duration distributions are discrete, Fernandez (1995) models the
decision problem at each stage as a decision tree. This approach, however, is
theoretically possible for expected values, but computationally intractable.

3.1.2 Preselective policies

Stork (2000) reports promising computational results using so-called
preselective policies that have been introduced by Igelmund and
Radermacher (1983a,b) and three important subclasses of the class of
preselective policies: ES-policies, linear preselective policies and activity-
based policies. Before we explore these important findings, some additional
definitions are in order.

According to the definitions given in Igelmund and Radermacher
(1983a,b) and Möhring et al. (1984,1985), a scheduling policy makes
decisions at the decision points t = 0 (the start of the project) and the
completion times of activities. A decision at time t is to start at time t a
precedence and resource feasible set of activities, S(t), exploiting only
information that has become available up to time t. As soon as the activities
have been finished, the activity durations are known yielding a sample
(realisation) d of the random vector d of activity durations. The application
of policy leads to the creation of a schedule of

activity starting times and a resulting schedule makespan The
common objective considered in the literature is to create a policy that
minimises the expected project duration

3.1.2.1 Priority policies
A well-known class of scheduling policies is the class of priority policies

which order all activities according to a priority list and, at every decision
point t, start as many activities as possible in the order dictated by the list.
The deterministic equivalent of such a policy is often denoted as list
scheduling. List scheduling policies share a number of drawbacks. First of
all, there exist problem instances for which no priority policy yields an
optimal schedule. Moreover, they share the drawback that the so-called
Graham anomalies may occur. These anomalies have been described by
Graham (1966) in the context of parallel machine scheduling. For example,
decreasing activity durations may lead to a makespan increase, adding
additional capacity (machines) may result in an increase in the schedule
makespan and removing precedence constraints may also lead to a makespan
increase.
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3.1.2.2 Early start (ES) policies
Radermacher (1985) describes so-called early start (ES) policies using

the concept of minimal forbidden sets, already introduced in Chapter 6. The
reader will remember that minimal forbidden sets, F, are inclusion minimal
sets of pairwise not precedence related activities that cannot be scheduled
simultaneously because they share limited resources. ‘Inclusion minimal’
means that each proper subset of a forbidden set may be executed
simultaneously without violating any resource constraints. The reader will
also remember that the number of forbidden sets may grow exponentially in
the number of activities.

A policy is an ES-policy if for each minimal forbidden set F there
exists a pair such that for each sample d of activity
durations, j cannot be started before i has finished. ES-policies can easily be
implemented by adding the pairs (i,j) to the original set of precedence
relations and computing the earliest activity start times as

(starting dummy)

and

Figure 233 shows an example borrowed from Igelmund and
Radermacher (1983b). The project G = (V,E) is shown in activity-on-the-
node format with V = {1,2,3,4,5} and E = {(1,4),(3,5)}. The sets {1,5},
{2,3,4} and {2,4,5} are minimal forbidden sets. The expected activity
durations are E(d) = {3,5,3,5,6}, where the random variables are

independent and uniformly distributed with variance 2.

Adding the precedence constraints we obtain the
vector of start times (0,0,5,3,8) for the sample d={3,5,3,5,6}. The reader will
observe that if a policy is viewed as a function of activity durations, ES-
policies are monotone, continuous and convex, such that the Graham-
anomalies cannot occur during project execution.

(i, j), i,
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3.1.2.3 Preselective (PRS) policies
Igelmund and Radermacher (1983a) introduced so-called preselective

(PRS) policies. A policy is preselective if for each minimal forbidden set
F there exists an activity (the preselected or waiting activity), such
that for each sample d of activity durations, j is not started before some
activity has finished. A selection is a sequence

l= {1,..., f} of waiting activities The reader should have no
problem in relating this concept to the concept of delaying alternatives
introduced in Chapter 6.

For the example network of Figure 233, the forbidden sets {1,5}, {2,3,4}
and {2,4,5} allow for the definition of 2.3.3=18 selections: (1,2,2), (1,2,4),
(1,2,5), (1,3,2), (1,3,4), (1,3,5), (1,4,2), (1,4,4), (1,4,5), (5,2,2), (5,2,4),
(5,2,5), (5,3,2), (5,3,4), (5,3,5), (5,4,2), (5,4,4) and (5,4,5).

Möhring and Stork (2000) have introduced a very useful representation
of preselective policies using so-called waiting conditions. Waiting
conditions are also known as AND/OR precedence constraints (Gillies and
Liu (1995), Möhring et al. (2000c)). A waiting condition is given by a pair
( X , j), where    activity j cannot be started before at least one
activity has finished. Each restriction imposed by a minimal forbidden
set F and its preselected activity j can be represented by the waiting
condition Obviously, each given precedence constraint
can be represented by the waiting condition ({i},j).

A set W of waiting conditions induces a digraph D which contains a node
for each activity and for each waiting condition (Stork (2000)) and a directed
arc from a node representing an activity i to a node representing a waiting
condition (X, j) if Each node representing a waiting condition (X,j) is
connected to the node representing activity j. Using the selection (5,3,2) for
the example of Figure 233 induces the set of waiting conditions

The
associated digraph is shown in Figure 234. The circle nodes represent the
project activities. The rectangle nodes represent the waiting conditions. The
nodes and are induced by the forbidden sets {1,5}, {2,3,4} and
{2,4,5} and the selected activities 5, 3 and 2.

For a given selection and resulting system of waiting conditions W,
Möhring et al. (2000c) use a variation of Dijkstra’s shortest path algorithm
for computing a schedule for each possible sample d by setting

(starting dummy) and

It should be clear that a selection may be infeasible. For the example of
Figure 233, the selection (1,3,2) is infeasible since Eq. [9.11] does not have a
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finite solution. The selection (5,3,2) shown in Figure 234 is feasible. For the
sample d=E[d], Eq. [9.11] yields the schedule (0,8,8,3,11).

If a preselective policy is viewed as a function of the activity durations, it
is both monotone and continuous so that it does not suffer from the Graham
anomalies.

We alert the reader to the fact that preselective policies do have severe
computational limitations. First of all, the number of forbidden sets may be
exponential in the number of activities. Since a preselective policy is defined
by a preselected activity for each forbidden set, exponential storage space is
needed for storing the selection defining a policy. This handicap becomes a
serious problem when preselective policies have to be enumerated within
branch-and-bound algorithms. Second, many preselective policies are
dominated by others, while there is no good algorithm to test dominance
among preselective policies. These drawbacks inspired Möhring and Stork
(2000) to define linear preselective policies.

3.1.2.4 Linear preselective (LIN) policies
Linear preselective policies are a subclass of the class of preselective

policies (Möhring and Stork (2000)). Inspired by the precedence tree concept
introduced in Chapter 6, the authors define a selection by a priority ordering
L of the activities (respecting the original precedence constraints) in such a
way that the preselected waiting activity of the minimal forbidden set F is
the activity with the smallest priority, i.e., the last activity in the list L.

Möhring and Stork (2000) discuss the nice properties of linear
preselective policies. They show that the digraph of waiting conditions
induced by such a policy is acyclic. This allows the early start times, defined
by Eq. [9.11] to be computed in a more efficient manner.

Applying the linear preselective policy defined by the sequence
L=3<1<5<2<4 to the example of Figure 233, leads to the selection (5,4,4).
For the sample d=E[d], the schedule obtained is (0,0,0,5,3).
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A linear preselective policy is also a preselective policy. Consequently, a
linear preselective policy is monotone and continuous.

3.1.2.5 Activity based (ABP) priority policies
A policy is activity based if it is linear preselective (according to some

ordering L of the activities) and if for each sample d and for

For a given sample d, the earliest activity start times can be computed by
starting each activity in the order imposed by L as early as possible but not
earlier than the start time of some previously started activity. We refer the
reader to Sprecher (2000) to verify that ABP policies have been used in
branch-and-bound procedures for the deterministic RCPSP.

Clearly, the activity based policies use an “activity based” point of view
and not a “resource based” view. As a result, ABP policies do not require the
use of the forbidden sets. This is a very efficiency gaining characteristic
since activity based policies can easily be applied to very large projects for
which the number of forbidden sets may be exorbitant.

For the sample d=E[d], the application of the linear preselective policy
defined by the sequence L=3<1<5<2<4 to the example of Figure 233, leads
to the schedule (0,3,0,8,3). The reader observes that, although the ordered
list L is the same as for the linear preselective policy case, the resulting
schedules are different.

ABP policies are monotone and continuous.

3.1.3 Optimal schedules

For a good understanding of our subsequent discussion, we must dwell
somewhat on the optimality of stochastic schedules. Consider a given sample

(realisation) of activity durations d and a given policy let denote

the start time of activity j and let denote the associated

activity completion time. then denotes the project duration

(makespan) of the schedule resulting from d under policy Let
denote the expected project duration under policy The

objective then is to minimise in expectation over a class of policies.

A stochastic scheduling policy is optimal with respect to some

class of policies if minimises the expected project duration within

i.e., In the sequel, we denote the

optimum expected makespan that can be achieved within a class of policies
by More in particular, we will use the symbols and
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for denoting the optimum expected makespan within the classes of
preselective, linear preselective, earliest start and activity based policies.

The reader should have no problem in realising that in the deterministic
case, where activity durations are known deterministically, each of the above
defined classes of policies achieves the optimum expected makespan; i.e.,

This is not true, however, in the stochastic case.

By definition Since each ES-policy can be easily
transformed into a preselective policy with no longer makespan, we have

Counter examples have been constructed to demonstrate that
the classes ES and ABP, and the classes ES and LIN are not comparable in
terms of their optimum value. The example given in Figure 233, actually

yields Stork (2000) obtained the same ordering
over the entire set of instances used in his computational experiment
described later in this chapter.

Before we start our discussion of the branch-and-bound methodology, we
alert the reader to the fact that preselective policies which are optimal with
respect to the expected activity durations E(d), do not yield an optimum
policy for the stochastic problem with activity durations d in general. The
example shown in Figure 235, borrowed from Stork (2000), may clarify the
issue (for another example that the optimal policy is generally not a
preselective policy, we refer to Jørgensen (1999)). The durations of activities
1, 2, 3 and 5 are deterministic: The project
is shown in AoN format. The set {1,2,3} is forbidden. The durations of
activities 4 and 6 are independently distributed with

and The

distribution of activity durations yields 4 different samples. There are 3
selections to consider: (1), (2) and (3). Obviously, the selection (1) is
symmetric to (3). It can easily be verified that for deterministic processing
times E(d), the selections (1) and (3) lead to an optimal policy with

Selecting activity 2 as waiting activity indeed yields

In the stochastic case, selection (2) yields the unique
optimal policy, as can be seen in Figure 236 which shows the Gantt charts
for selections (2) and (3). Both Gantt charts show the different activity
durations of activities 4 and 6.

Selection (2) yields selections (1) and (3) yield

We learn from this example that, if the objective is to
find an optimal preselective policy, it is not sufficient to compute all policies
which are optimal with respect to the expected activity durations E[d] and
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then, among these policies, select the one with smallest expected project
duration!

3.1.4 Branch-and-bound algorithms

Stork (2000) has implemented five different branch-and-bound
algorithms using two branching schemes, lower bound calculation and
various dominance rules.

3.1.4.1 Branching schemes
Stork (2000) uses two branching schemes already discussed in Chapter 6

on the deterministic RCPSP. Therefore, the description of the branching
schemes given below is kept to the very basics. The forbidden set branching
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scheme is applied to ES-policies and both the preselective and the linear
preselective policies. The precedence tree branching scheme is applied to
linear preselective policies and activity based policies. The author did not
test the scheme based on delaying alternatives. This scheme is not directly
applicable to the stochastic case because it makes excessive use of
deterministic activity durations.

3.1.4.1.1 The forbidden set branching scheme
This branching scheme associates each node in the search tree with a

minimal forbidden set F. Branching from the node systematically resolves F.
For ES-policies, a child node is created for each ordered pair

For preselective and linear preselective policies a child
node is created for each Each leaf of the search tree represents a
policy which is defined by resolving each minimal forbidden set according
to the decisions made on the path from that node to the root. Since the
number of minimal forbidden sets may be exponential in the number of
activities, the depth of the search tree may be also exponential in the number
of activities.

3.1.4.1.2 The precedence tree branching scheme
The precedence tree branching scheme enumerates linear extensions of

the underlying precedence constraints. Each node in the search tree defines
an ordering L such that implies that and for all
For a given node and associated ordering L, child nodes are created for all
activities for which all predecessors are already contained in L. The
depth of the tree is equal to the number of activities.

3.1.4.2 Initial upper bound
Stork (2000) uses list scheduling algorithms applied to ten standard

priority rules (such as the shortest processing time rule) using expected
activity durations. From the resulting schedules, the schedule with minimum
makespan is chosen and the activities are sorted in non-decreasing order of
the scheduled start times. From the resulting precedence feasible ordering L
of the activities, a linear preselective and activity based policy are derived
and their expected makespans are taken as initial upper bounds. The linear
preselective upper bound is also used for the preselective approach. An
earliest start policy is constructed by selecting for each minimal forbidden
set a pair (i, j), i, in such a way that i has minimum completion time
and j has maximum start time in the selected schedule. Its expected project
duration then serves as an upper bound for ES-policies.
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3.1.4.3 Lower bound calculation
Stork (2000) uses the classical critical path lower bound. The reader

remembers that Hagstrom (1988) has shown that computing the expected
length of a critical path is complete if each activity duration distribution
has two discrete values. Consequently, the expected makespan of a given
policy is usually approximated by simulating the given distributions of
activity durations. This yields a set of samples D for d. The average project
duration of the schedules resulting from these samples is then computed as

Kleywegt and Shapiro (1999) are

reassuring in this respect. They argue that for the optimum value

that results from the simulated data converge to the optimum of the original
instance.

In addition, Stork (2000) applies a variation of the critical path based
lower bound based on Jensen’s inequality before the extensive computation
of the critical path based lower bound is started. If it is greater than or equal
to the current global upper bound, there is no need to compute the critical
path length. For implementation details, we refer to Stork (2000).

Stork (2000) supplements the critical path based lower bound calculation
with a well-known lower bound based on the single machine relaxation of
the original problem, as often applied in deterministic scheduling (see
Chapter 6). Let be the random variable of the head of activity i.e.

the length of the longest chain in the partially ordered set induced by the
predecessors of j. Let denote the random variable of the tail of activity

i.e. the length of the longest chain in the partially ordered set induced
by the successors of j. Let be a subset of activities that cannot be
scheduled pairwise in parallel. Then Stork (2000) proves that

is a lower bound on the

expected project duration for all preselective, linear preselective, activity
based and ES-policies.

In order to perform the branchings that lead to a large increase in the
overall lower bound early in the search based on the minimal forbidden set
branching scheme, Stork (2000) applies clever sorting rules to sort the
forbidden sets.

3.1.4.4 Dominance rules
A policy is dominated if there exists another policy such that

for all samples d, the vector of starting times for is greater than or equal
to the vector of starting times for
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3.1.4.4.1 ES-policies
Radermacher (1985) has developed a simple dominance rule which can

be applied to the earliest start policies. If ES-policies are used, each node u
in the search tree can be identified with a set of new precedence constraints
which are added to E. Obviously, these constraints and the resulting
transitive constraints must be satisfied in each node in the subtree connecting
the node u to the root. Let E’ denote the new set of ordered pairs and assume
that F is the next minimal forbidden set to branch on. If for
activities the child node v of u in which F is resolved by delaying j
up to the completion of i, dominates all other child nodes So in
general, if (V,E’) and (V,E” ) are the extensions of (V,E) corresponding
to policies and respectively, then is dominated by if
and only if

3.1.4.4.2 Preselective policies
The forbidden set branching scheme associates each node u of the search

tree with a partial selection which, in combination with the original set of
precedence relations, defines a set W of waiting conditions. For each sample
d of activity durations, W guarantees that Such a set of

waiting conditions W may imply other transitive waiting conditions
So, if some waiting condition ( X,j) is implied by W and for

some minimal forbidden set F, and then F is implicitly
resolved: the decisions that have been made at the ancestors of node u have
implicitly resolved resource conflicts that occur due to minimal forbidden
sets that have not been considered for branching so far. In other words, if W
and W ’ are sets of waiting conditions that represent preselective policies
and respectively, then is dominated by if and only if
each is implied by W (Möhring and Stork (2000)).

3.1.4.4.3 Linear preselective policies
If the forbidden set branching scheme is used, Stork (2000) uses the

dominance rule described in the previous section in the enumeration of linear
preselective policies.

If the precedence tree branching scheme is used, each node in the
precedence tree identifies an ordering L. A linear preselective policy
constructs a partial selection from L by selecting the last activity in L as the
waiting activity. Stork (2000) implements a dominance rule which is based
on the observation that different orderings L and may define identical
partial selections. If L and are then extended by the same activity or the
same ordering of activities, they still yield the same partial selection. For
implementation details, we refer to Stork (2000).
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3.1.4.4.4 Activity based priority policies
Stork (2000) implements the following simple dominance rule. Let L be

an ordering of the activities and let i and j be activities with the properties
and the predecessors of i are a subset of the predecessors of j. Let

be the ordering obtained from L by moving i directly in front of j and let
be the set of activities that can be scheduled simultaneously

with i with respect to Then L is dominated by if i is contained in no
minimal forbidden set F with

3.1.4.5    Computational results
Stork (2000) validated the five branch-and-bound algorithms on the well-

known 480 test instances generated using the problem generator ProGen
(Kolisch and Sprecher (1996)). Each instance consists of 20 activities which
require at most 4 different renewable resources. The average number of
forbidden sets is roughly 70 (maximum 774). He takes the given
deterministic activity durations for each activity as an expectation and
constructs uniform and triangle, as well as approximately normal, Gamma
and exponential distributions. The 200 samples d from d are then generated
using standard simulation techniques assuming independent activity
durations.

The algorithms are coded in C++ and are run on a 143 MHz Sun Ultra 1
machine. 107 instances could be solved by all algorithms within 1000
seconds of CPU time and 50 MB of main memory. Using the forbidden set
branching scheme with linear preselective policies is most effective: it
allows to solve the largest number of instances to optimality (that is some
390 instances of the 480 in an average CPU time of roughly 70 seconds for
all considered types of distributions). This scheme also runs much faster than
the linear preselective policy using the precedence tree branching scheme.
The enumeration of activity based policies is extremely time intensive. Only
161 out of 480 instances were solved to optimality. Computer memory
caused problems to the ES-policies (87 instances exceeded the limit of 50
MB).

Preselective policies yielded the smallest expected makespan among all
considered classes of policies. The other policy classes yield values that are
at most 0.5 worse on average (maximally 2.1%). On average, the expected
makespan was more than 4% larger than the deterministic makespan, with
the maximal percentage deviation occasionally being greater than 10%.

Restricting the running time to 100 seconds, Stork (2000) also reports on
results obtained on 480 ProGen instances with 30 and 60 activities,
respectively. The linear preselective policy in combination with the
forbidden set branching scheme solved 179 out of the 480 30-activity
instances to optimality and found the best feasible solutions for all 480
instances. Almost none of the 60-activity instances were solved to
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optimality. The linear policy-forbidden set algorithm verifies optimality for
only 11 instances.

If a large number of forbidden sets renders the use of linear selective
policies impossible, Stork (2000) recommends the use of activity based
policies to generate feasible solutions of acceptable quality.

3.1.5 Heuristic models for the stochastic RCPSP

Research on heuristic procedures for solving the stochastic RCPSP is just
emerging (Pet-Edwards (1996), Golenko-Ginsburg and Gonik (1997), Tsai
and Gemmill (1996, 1998)). As an illustration, we briefly discuss the
procedures of Golenko-Ginsburg and Gonik (1997) and the tabu search
procedure of Tsai and Gemmill (1998).

3.1.5.1 The Golenko-Ginsburg/Gonik procedure
Golenko-Ginsburg and Gonik (1997) consider PERT type AoA networks

where the duration of an activity is a random variable with given density
function (beta, uniform and normal distributions are used) and where a pre-
given lower and upper bound on the activity duration is available. Variances
are not calculated in advance and are conditional upon the decisions made
throughout project execution. The activities require a constant amount of
renewable resources during their execution. The renewable resources are
available in constant amounts throughout time. The objective is to minimise
the expected project duration.

The basic logic of the algorithm is as follows. At each activity
completion time t, the algorithm computes for each unscheduled activity the
probability that activity j is on the critical path when all resource

conflicts occurring after time t are neglected. The conditional probabilities
are approximated using simulation. At each decision point t, all the

activity durations for the unscheduled activities are simulated using one of
the alternative density functions (normal, uniform, beta). Then the critical
path of the remaining network with simulated activity durations is
determined. By repeating this procedure many times, frequencies are
obtained for each activity to be on the critical path. These frequencies are
taken as the After obtaining the probabilities for all the competing

precedence-feasible eligible activities E at time t, a subset of

activities is started at t with the property that for all renewable

resources k and the sum of the activity contributions of the activities
is maximised. For each activity j, its contribution is the product of its
probability of lying on the critical path and its average duration. The

authors suggest to solve this multi-dimensional knapsack maximisation
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problem using 0-1 programming. In addition they provide a heuristic
procedure which schedules the competing activities in descending order of
their contribution (if the conditional probabilities are zero, in descending
order of the mean duration).

The authors provide computational results for an example project with 36
activities and requirements for a single renewable resource. The instance has
3730 minimal forbidden sets. They compute a feasible solution with an
expected makespan of 448.85, 448.49 and 433.88 for, respectively, the
normal, uniform and beta distribution case using the 0-1 programming
approach. The heuristic finds an expected makespan of 461.58, 461.35 and
447.98. The authors do not report on running times for the procedures.

Stork (2000) reports computational results on the same instance using the
uniform distribution case. The initial activity-based priority policy yielded
already an initial upper bound of (rounded) 445 within negligible
computation time. The activity-based priority policy in combination with the
precedence tree branching scheme found a solution with an expected project
duration of (rounded) 434 in less than 40 seconds. The other algorithms were
not able to improve their initial upper bound solution within a time limit of
100 seconds.

3.1.5.2 Tabu search
Tsai and Gemmill (1998) report computational results for the well-known

110 Patterson test problems using a tabu search algorithm. They assume a
beta distribution to model activity durations and use an optimistic, most
likely and pessimistic time estimates to calculate the parameters of the beta
distribution.

Using the so obtained expected activity durations, they compute an initial
feasible solution using the minimum slack rule priority policy (remember
what we said about the use of priority policies in Section 3.1.2.1 above). The
expected project duration of a feasible solution is computed as follows: (a)
the duration for each activity is drawn from the beta distribution with the
parameters calculated using the three time estimates, (b) given the feasible
sequence and the randomly generated activity durations, the project duration
is computed, (c) the calculation of the project duration is repeated 100 times
and then the average project duration for the particular feasible sequence is
reported as the expected project duration.

The structure of the tabu search algorithm developed by the authors is
classical and rather straightforward. The procedure computes a list of
candidate moves by randomly selecting two activities to switch positions. If
the generated sequence is not feasible, two new activities are selected. The
procedure is repeated until a prespecified number of moves are found. Each
candidate move is evaluated by computing its expected project duration. If
the move yields a better expected project duration than all other moves
found admissible so far in the candidate list, the tabu status of the move is
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checked. Two tabu lists are used: one containing critical activities, the other
containing non-critical activities. A move is labelled tabu restricted if the
activity moved back in time is a critical activity in the critical tabu list or the
activity moved forward in time is a non-critical activity in the non-critical
tabu list. If the move is not tabu restricted it is accepted, otherwise it is the
subject of a simple aspiration test. The aspiration test used by the authors is
also straightforward: if the project duration of the new sequence is shorter
than the best project duration found thus far, the tabu status is overruled.

For the randomised Patterson test instances, the authors use the known
deterministic optimal makespan times 1.05 as an approximate lower bound
(the expected activity durations are 1.05 times the deterministic durations).
Almost one-half of the instances have their duration decreased over 10%,
and some of the projects have their duration decreased by over 20% from the
initial solutions obtained using the minimum slack heuristic. The average
increase above the approximate lower bound was around 3% with an average
execution time of slightly more than 11 seconds.

4. THE STOCHASTIC DISCRETE TIME/COST
TRADE-OFF PROBLEM

The literature on the stochastic version of the discrete time/cost trade-off
problem studied earlier in Chapter 8 is virtually void. Wollmer (1985)
discusses a stochastic version of the deterministic linear time/cost trade-off
problem discussed earlier in Section 1.1.1 of Chapter 8. He discusses
extensions to the problem of minimising the expected project completion
time subject to a budget constraint and the problem of achieving a feasible
fixed expected project completion time at minimum cost as well as the
generation of the project-cost curve. Gutjahr et al. (2000) describe a
stochastic branch-and-bound procedure for solving a specific version of the
stochastic discrete time/cost trade-off problem where so-called measures
(like the use of manpower, the assignment of highly-skilled labour or the
substitution of equipment) may be used to increase the probability of
meeting the project due date and thus avoiding penalty costs.

4.1 The stochastic programming approach of Wollmer

Wollmer (1985) studies AoA networks with single start node 1 and single
end node n in which the duration of an activity can be described as

where the decision variable is bounded from below by the activity crash

duration and is bounded from above by the normal duration of the activity
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is a bounded discrete random variable, independent of with an

expected value of 0. Each activity (except dummies of course) has an
associated non-negative cost which is the cost per unit decrease in

within the range of and If denotes the realisation time of event

(node) i, then the author considers the following two-stage stochastic
program with recourse. Find and min Z such that

First stage:

Second stage:

Eqs. [9.12]-[9.13] have already appeared as constraints [8.16] and [8.15].
The constant K in Eq. [9.15] is assumed to be nonnegative. If K=0; the
objective function is simply to minimise the expected project completion
time. If K > 0, denotes the benefit of reducing the project duration by

one time unit. All variables are unrestricted in sign, but since

nonnegativity of the is implied. Also such that for all

i = 2,...,n. In the first stage, before the actual values of the random variables
are known, values for must be chosen which satisfy [9.12] and [9.13].

After the values of the random variables are observed, values of the are

chosen so as to minimise [9.15] subject to [9.14]. The are chosen such

that E[Z] is minimised.

We now have the following equivalent convex program. Find

unrestricted, min Z such that

where

A feasible, optimal solution to this stochastic program can be
obtained by starting each activity as soon as all its predecessors are



completed. The formulation is not affected by the sequential nature of the
random variables

The convex program is solved by a cutting technique developed by Van
Slyke and Wets (1969) which has been tuned to the special structure of the
problem. It generates a constraint for any y satisfying the constraints [9.12]-
[9.13].

Let be feasible for the first stage and let be a particular
realisation of the random vector The second stage program can now be

written as follows. Find unrestricted, where:
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subject to

This program is nothing else than the dual of the problem of finding the
longest path in the network. Wollmer (1985) then shows that the optimal
simplex multipliers in [9.20]-[9.21] are equal to 1 if arc (i,j) is on a

critical path and 0 otherwise. The author defines

as the probability that activity (i,j) is on the critical path if and

where is equal to if activity (i,j) is on the critical path and 0

otherwise. Wollmer shows that the following constraint must be satisfied by
all (y,Q(y)) with equality at

We now have the following program. Find min such that

where each is equal to some If has a finite

discrete distribution, the following algorithm can be used to solve this
program with s initially 0 in step 1:

1. Solve the program in [9.22]-[9.26] and let be the optimal
obtained.
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2. Delete any constraint whose slack variable is basic and renumber
those remaining.

3. Set for all (i,j) and

4. For each point in the distribution of assign arc

(i,j) in the project network a length of and find a critical path

from node 1 to node n. For each activity (i,j) on this path, increase

by Increase by where M is

the sum of the on the critical path.

5. If stop. Otherwise, add the

constraint generated by       to [9.25], increase s by 1 and return to step
1.

The quantity in step 5 may be a constant. When s = 0 in step 1, the
optimum is clearly achieved with and unbounded below.

Wollmer (1985) does not provide any computational results. He briefly
sketches the solution methodology for two variations of the problem. Let R
be the fixed budget available for reducing activity durations from their
normal durations, then the expenditure required for a particular y satisfying
[9.23] and [9.24] is given by Hence, in order to

minimise the expected project duration subject to a budget constraint R, i.e.
in order to solve the stochastic equivalent of the
deterministic problem discussed in Section 1.2.2 in Chapter 8, one simply
has to supplement [9.23] and [9.24] by the constraint

and K=0 in [9.26]. This yields the following

program. Find min Z such that

The range of feasible R is with any being

equivalent to This yields a feasible range for R of

with equivalent to
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The mirror problem is to find a feasible expected project duration at
minimum cost, i.e. solve the stochastic equivalent1,T|cpm, disc,mu|av of
the deterministic problem studied in Section 1.2.1 in Chapter 8. We know
that Q(y) is the expected project duration under y. So, one solves this
problem by replacing with the constant in [9.25], eliminating from
the objective function [9.26]. This results in the following program. Find

The range of feasible is found by setting K =1 and finding Q(U) and
Q(L). The range of feasible is then

If the objective is to find the minimum expected project duration curve as
a function of cost, one may either solve [9.27]-[9.31] varying R from

in small increments or solve [9.32]-[9.35] varying

from Q(L) to Q(U) in small increments.
For the sake of completeness, we mention that Wallace (1989) relies on

Wollmer’s work to derive a curve that bounds the true expected time/cost
curve from below. Basically, Wallace shows how the cuts can be generated
based on different bounding procedures from the literature.

4.2 Stochastic branch-and-bound

Gutjahr et al. (2000) assume that the duration of an activity (i,j) in an
AoA network is modelled by a beta distributed random variable The

distribution of each can be measured and the random variables are

assumed to be independent. It is assumed that the distributions of the random
variables might be changed by certain crashing measures m = 1,...,M.

Typically, measure m reduces the expected time required for one or several
activities by a certain amount. As such, the duration of activity (i,j) becomes
dependent on the vector where if measure m is

chosen and otherwise. will denote the duration of activity (i,j)

on the condition that a measure combination described by the vector x has
been chosen (in their experiments, the authors assign each measure randomly

min such that

to
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to an activity). Each measure m incurs an additional cost of currency

units. For each x, the project duration can be computed on the basis

of the values of using standard critical path calculations. Since

depends on the durations it is also a random variable.

It is assumed that penalty costs occur if the project is completed after its
prespecified due date. These costs are described by a loss function where

is the loss occurring if the project finishes at time t. The authors
assume that is a step function that implies that no penalty occurs if the
project is completed on time. The loss is also a random variable.
The objective is to minimise the expected overall loss, i.e. to solve the
stochastic optimisation problem

subject to

where E denotes the mathematical expectation. Clearly, the problem is a
special case of the stochastic equivalent of the
deterministic problem solved in Chapter 8.

Gutjahr et al. (2000) discuss a solution approach based on stochastic
branch-and-bound, a specific technique developed by Norkin et al. (1998)
for solving combinatorial stochastic optimisation problems of the form

where is a finite set of possible decisions or actions and denotes
the influence of randomness, formally described by a probability space

Stochastic branch-and-bound partitions the feasible set into
smaller subsets and estimates lower bounds on the objective function F(x)
within the subsets. At each step of the algorithm, the subset with minimum
estimated lower bound is selected for a further partition into smaller subsets.

We alert the reader to the fact that the computed “bound” no longer refers
to the “bounds” used in a deterministic branch-and-bound algorithm. What is
bounded is not the evolution of the search tree, but rather the amount of
simulation time spent for certain feasible solutions. Stochastic branch-and-
bound restricts the simulation sample size in branches that have turned out as
less promising. Stochastic branch-and-bound involves no definite step in
which the algorithm terminates with the exact solution. Instead, the
computation can be aborted (e.g. on the basis of running time expired or
number of iterations) yielding an approximate solution for [9.38].

For the problem under study,



At the time of writing, the literature on the stochastic multi-mode
problem was virtually void. Jørgensen (1999) and Elmaghraby (2000b)

5. MULTI-MODE TRADE-OFF PROBLEMS IN
STOCHASTIC NETWORKS

The authors report on computational results obtained on 33 random
problem instances with 25, 50 and 100 nodes; beta distributed activity
durations; 10, 15 or 20 crashing measures with CPU time limits set to 2, 10
and 60 minutes, respectively, on a 133 MHz personal computer. The use of
stochastic branch-and-bound in combination with deterministic branch-and-
bound for solving the subproblems could solve all the instances within the
given runtime limit (the authors do not mention which deterministic branch-
and-bound procedure is used). The best results were obtained using the
heuristic procedure for solving the deterministic subproblems and replacing
the straightforward sampling with an importance sampling procedure.

where is implicitly contained in and the set of all
possible measure combinations x. Partitioning is now accomplished in such
a way that all subsets occurring during the branch-and-bound process are

of the form for some s,

The set is partitioned into two subsets and

corresponding to not using or using measure s+1.
The estimation of a lower bound for is

based on the interchange of the minimisation and the expectation operator.
Since it is possible to choose

This expression is estimated by sampling: draw N

(the sample size) values independently from the distribution P. For

fixed x, a particular yields a specific vector of activity durations

which allows for the determination of If x is considered as variable,

then we can determine, for each by solving the

corresponding deterministic time/cost trade-off problem. This can be done
using complete enumeration or using a branch-and-bound technique as
described in Chapter 8. The computational burden is too heavy, however,
inspiring the authors to rely on a simple local search heuristic. Then,
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is an unbiased estimator of



focus on a dynamic stochastic resource allocation problem in AoA networks
where the starting point is the stochastic equivalent of the deterministic work
content used in our discussion of the time/resource trade-off problem in

Section 3 of Chapter 8. Activity a requires total work content a
random variable, of resource k=1,..., K specified as renewable or
nonrenewable over the entire planning horizon. An allocation of

units of resource k to activity a at time t costs per unit of
time, also a random variable. The resulting activity duration is denoted by
the random variable The total activity cost is then the

random variable The project is

assumed to have a fixed due date and a penalty function

where is the random variable, denoting the time of realisation of node n.
The penalty function is assumed to be linear with proportionality constant

i.e. The objective then is to determine

the resource allocation vector to all the project activities such that the
total expected cost is minimised. In the case of nonrenewable resources, the
objective is taken to be the minimisation of the project duration.

Let denote the realisation time of event (node) i. Denote by the

set of activities emanating from node i. Let be the earliest uniform
directed cutset (see Chapter 2, Section 1.2.1.3) containing the activities in
the set at time    This set can be partitioned into four subsets: the set

of on-going activities, at time    the set of new-pending activities,
that have become eligible upon the realisation of node i and can be

started at time the set of pending activities that became eligible at
an earlier time but were not allocated any resources and were kept pending,
and the set, of dormant activities that have been finished but their
terminal nodes have not yet been realised. Obviously, some of these subsets
may be empty. Let denote the vector of residual resources available at
time The resource allocation to the activities in the set

is bounded by the availabilities of the residual resources:

This resource allocation determines the activity durations of the activities
in the set as the random variables
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As was already mentioned in Section 3.2.3 of Chapter 2, the advocates of
the fuzzy activity duration approach argue that probability distributions for
the activity durations are unknown due to the lack of historical data. As
activity durations are estimated by human experts, sometimes under unique
circumstances, project management is often confronted with judgmental
statements that are vague and imprecise. In those situations, which involve
imprecision rather than uncertainty, the fuzzy set champions reject the use of
probability estimates and recommend the use of fuzzy numbers for
modelling activity durations. A typical environment where the use of fuzzy
modelling is recommended (Özdamar and Alanya (2000)) is software
development. A project involving the customisation of a software
application based upon the needs of a client is unique and involves more risk
as compared to repetitive standard tangible projects. Software development
projects incorporate the acquisition of intangible data (imprecise customer
requirements) and the acquisition of a team of programmers and designers
whose skills cannot be measured with certainty.

6. PROJECT SCHEDULING UNDER FUZZINESS

Elmaghraby (2000b) describes two dynamic programming models for
solving the problem and illustrates them on a problem example. A new state
space is introduced based on the concept of uniformly directed cutsets. For
details, we refer the reader to Elmaghraby (2000b). At the time of writing,
computational results are not yet available.

Jørgensen (1999) and Elmaghraby (2000b) demonstrate that the dynamic
resource allocation approach is superior to static optimisation that assumes
certainty equivalents given by the expected values. Deterministic static
time/cost trade-off models underestimate the total expected project costs and
neglect the value of flexibility. Updating the plans as new information
becomes available by adjusting the amount of resources to be allocated may
well lead to superior results. Computational experience in this area would be
more than welcome.

subject to

The realisation time of the terminal node of the activities in the same set
is a random variable The dynamic stochastic resource allocation

problem can then be stated as
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A fuzzy parallel scheduling procedure for solving problem
based on priority rules can then be written as follows

(Hapke and Slowinski (2000)):

The study of a fuzzy model of resource-constrained project scheduling
has been initiated in Hapke et al. (1994) and Hapke and Slowinski (1996).
They have extended the priority rule based serial and parallel scheduling
schemes to deal with fuzzy parameters.

Let us introduce some required notation:
current time instant at which the allocation of resources to an
activity is considered;

A: set of activities to be scheduled;
fuzzy ready time of activity

fuzzy duration of activity

fuzzy start time of activity

fuzzy finish time of activity

set of eligible activities at time i.e. the set of activities that
have not yet been scheduled and whose immediate predecessors
have been completed by time
the subset of set of activities for which i.e. which

are not ready at time
the set of activities for which i.e., which have been

scheduled before (the notation <<= refers to the strong
comparison rule that was discussed in Section 6.1.2);

set

the smallest value from the set B based on weak fuzzy number
comparison.

6.1 The fuzzy resource-constrained project scheduling
problem

The recent volume edited by Slowinski and Hapke (2000) gathers
important recent work in fuzzy set scheduling. At the time of writing, the
literature on fuzzy resource-constrained project scheduling was relatively
sparse (Hapke et al. (1994, 1999), Hapke and Slowinski (1996, 2000),
Özdamar and Alanya (2000)).
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procedure fuzzy_parallel_scheduling_procedure;
begin

repeat
Compose set

for each activity               in the order of the priority list do
begin

if activity i’s resource requirements      resource availabilities then
if      then

begin

remove activity i from
allocate required resources to activity i;

insert     into set B;

end
else

insert     into set B;

end;

if  is a finish time of any activity then
update resource availabilities;

remove    from set B;
until all activities from the priority list are completed;

end.

The definition of    is in terms of the weak comparison rule (WCR) for
comparing two fuzzy numbers (Hapke and Slowinski (2000)). We discuss
the WCR in the next section. The fuzzy time moment     is calculated as the

maximum over the current    and the least value     from the set B in the
sense of the WCR. This is done in order to ensure feasibility of the schedule.
Indeed, Hapke and Slowinski (2000) have shown that the so-called strong
comparison rule (SCR) must be applied in order to ensure feasibility of
schedules for every realisation of fuzzy time parameters. The SCR and an
example showing that the application of WCR may lead to infeasibilities is
given in Section 6.1.2.



6.1.1 The weak comparison rule
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We invite the reader to revise the notation presented in Section 3.2.3.1 of
Chapter 2. Assume that the expert expresses his/her optimistic and
pessimistic information about parameter uncertainty on some prominent
membership levels

value x certainly belongs to the set of possible values,
the expert estimates that value x with has a
good chance of belonging to the set of possible values,
value x with has a very small chance of
belonging to the set of possible values; i.e. the expert is
willing to neglect the corresponding values of x with

A flat fuzzy number defined as in Eq. [2.22], i.e.

where is the membership function of is a special kind of a fuzzy set

defined as a normalised convex fuzzy subset of real line R, i.e. X = R.

Using the six-point convention, a flat fuzzy number is then represented
by the following list of symbols:

Hapke and Slowinski (2000) assume that and Let

and be fuzzy numbers and  let

be the areas determined by their membership functions (Figure
237):

and have similar definitions. and

are the areas that are related to the possibility of where

A* and B* are potential realisations of and The degree to which
denoted as is computed as the sum of the areas in which

minus a sum of areas in which

where



In the Weak Comparison Rule (WCR), the degree is defined as
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It is now possible to define weak inequality, strict inequality and
equivalence between fuzzy numbers:

Obviously, Fortemps (1997) has shown that the

degree can be computed as

where the mean value of a fuzzy number is the interval

where and are the mean values related to the cumulative
possibility function (left spread), and to the cumulative necessity distribution

(right spread), respectively. The defuzzification function for fuzzy

number  in the six-point representation can be computed as follows
(Hapke (1998)):



Hapke and Slowinski (2000) discuss the application of simulated
annealing for solving the multi-objective fuzzy resource-constrained project
scheduling problem. The procedure is an adaptation of the Pareto simulated
annealing procedure developed by Czyzak and Jaskiewicz (1996) for solving
crisp multi-objective combinatorial problems. The procedure has been
incorporated in an integrated software package (Hapke et al. (2000)). For
details we refer to Hapke and Slowinski (2000).

6.1.3 Simulated annealing

6.1.2 The strong comparison rule
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Hapke and Slowinski (2000) give the following example to illustrate that
the WCR may lead to an unfeasible fuzzy schedule. Assume that the
scheduling procedure considers an allocation of a resource to activity 2 in its
ready time Activity 2 has a single predecessor activity 1, completed in

The WCR for checking if activity 1 has been completed by ready time

would yield the relation to be true. For a very pessimistic

realisation of the duration of activity 1 (beyond the resulting schedule
would be infeasible because activity 2 would start before its predecessor
activity 1 was completed, a violation of the precedence constraints. As a
result activity 2 cannot be scheduled at (see Figure 238).

The strong comparison rule (SCR) specifies that



and denote the earliest possible and latest allowable start times for
activity i obtained by using the fuzzy minimum duration modes of the
activities for a given and planning horizon T in the critical path
calculation. The binary variable if activity i is started at time t in
execution mode m.

The authors assume that the members of the project team are modelled by
renewable resources. The renewable resource constraints can then be written
as follows:

In order to illustrate the type of complex problems studied in the
literature and the type of approximations introduced, we briefly discuss the
model and solution procedure offered by Özdamar and Alanya (2000). These
authors study software development projects and offer a nonlinear mixed-
binary mathematical problem formulation and accompanying solution
heuristics. Their model incorporates uncertainties related to activity
durations and network topology. The first type of uncertainty is attributed to
error-prone coding which might result in elongated activity durations caused
by validation and debugging sessions. Also, in practice, macro activities are
often defined in order to simplify the planning of the project. Due to such a
type of aggregation, it is more difficult to be precise on the duration of such
a macro activity. Similar to what has been discussed in Section 6.1.2, the
authors use a six-point membership function. The sum of the activity
durations on a given path is then given by the sum of their corresponding

durations resulting in 6 different path lengths. The maximum operator
required in calculating early start times is approximated by the maximum
operator as in crisp numbers. This results in an artificial increase in the fuzzy
value of the maximum operator, i.e. the approximated value is larger than the
original for every (Fortemps (1997)). Activities may be performed in
one of different modes. Each mode m for activity i has a corresponding
fuzzy duration Each different value has a corresponding

membership value where is given by the linear
piecewise membership function defined by six points. An example
membership function for an activity with two execution modes is shown in
Figure 239 (Özdamar and Alanya (2000)).

The authors use a first set of constraints to ensure that each activity is
completed once in exactly one mode:

6.1.4 The fuzzy multi-mode problem with generalised precedence
relations
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In addition, there is an in-company consultant who is modelled as a
continuous renewable resource who assigns part of his capacity to particular
activities as the need arises. Let denote the percentage of the reduction in
activity duration by the assignment of an in-company consultant to activity i

in period t. The fuzzy duration of the activity then becomes
This leads to the introduction of the single unit availability constraint

and a constraint used to express that the consultant cannot dedicate more
than C% of his capacity to any activity

The uncertainty related to the network topology is due to common
database design issues or program modules shared among parallel activities
in the project network. Successor j and predecessor i are related through
fuzzy start-start relations which are calculated as a percentage

between [0,1] of the duration of the predecessor activity If

is a real fuzzy number it is rounded to the nearest integer.

The constraints imposed by the 100% crisp finish-start and the fuzzy
start-start precedence relations can then be written as
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Write the expression for the determination of the distribution function of
the terminal network node as a multiple integral over the conditional
activities.
Prove that if network is a chain-minor of the following applies
for every

Consider the following AoA network (Elmaghraby (1977)):

3.

4.

Identify the minimum set of activities to condition on in order to reduce
the network to a set of parallel paths. Write the expression for the
determination of the distribution function of the terminal network node
as a multiple integral over the conditional activities.
Consider the following “criss-cross” networks:2.

1. Consider the following double wheatstone bridge network:

7. EXERCISES

Özdamar and Alanya (2000) illustrate the use of four priority based
heuristics: the standard minimum slack rule, the latest finish time rule, the
maximum number of immediate successor rule and a minimum risk rule on a
case study.

The objective function is to minimise the project duration (n is the terminal
project activity)
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Let be a subset of activities that cannot be scheduled pairwise in
parallel. Show that the single machine relaxation bound discussed in
Section 3.1.4.3 is indeed a lower bound on the expected project duration
for all preselective policies.
Give a proof for the preselective policy dominance rule discussed in
Section 3.1.4.4.2.
Derive the proof for the activity based priority dominance rule of
Section 3.1.4.4.4.
Consider four activities V = {1,2,3,4} with precedence constraints

E = {(1,3), (2,4)}. The activity durations are and

each with probability Suppose that the activities {3,4}

form a forbidden set (Stork (2000)). Use a single machine relaxation to
compute a lower bound on the expected makespan.
The application of the stochastic branch-and-bound procedure (described
in Section 4.2) for the stochastic discrete time/cost trade-off problem
requires the use of a procedure for solving subproblems which are
deterministic time/cost trade-off problems. Develop a simple local
search heuristic which could do the job.

Along the arcs are indicated possible durations for each activity which
occur with the same probability. For instance, the duration of arc (1,2) is
a random variable which can assume three values: 1,2 and 5 units, which
occur with the same probability of 1/3. Compute the criticality index of
each activity.
Compute the significance index for each of the activities of the example
network of question 4.
Consider the following AoN network with forbidden sets {1,4} and
{3,4,5} (Möhring (2000)). Assume that 4 is selected for both forbidden
sets. Draw the AND/OR network representing the preselective policy.
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Chapter 10

Deterministic project scheduling assumes complete information about the
scheduling problem to be solved and a static environment within which the
schedule will be executed. However, the real project world does not behave
in a predictable way. The probability of a precomputed baseline schedule
being executed exactly as planned is low: activities may take more or less
time than originally anticipated, resources may become unavailable, material
may arrive behind schedule, new activities may have to be incorporated or
activities may have to be dropped due to changes in the project scope, ready
times and due dates may be modified, etc. An apparently optimal baseline
schedule may well be based on an unreasonable set of expectations about the
real world and therefore may be significantly less optimal when executed.
Similarly, a baseline schedule which appears less optimal before execution
but which contains some built-in flexibility for dealing with unexpected
events, may turn out to be a good schedule upon execution (Davenport
(1999)).

The recognition that uncertainty lies at the very heart of project
management induced a number of research efforts. In addition to the
stochastic project scheduling efforts described in the previous chapter, most
of the work deals with the development of “robust” schedules which can
absorb uncertainties and reactive scheduling mechanisms for repairing a
disturbed schedule.

The direct application of the Theory of Constraints (TOC) to project
management, known as Critical Chain Scheduling and Buffer Management
(CC/BM) (Goldratt (1997)) can be classified in the first category and has
recently emerged as one of the most popular approaches to project
management. Basically, CC/BM relies on deterministic scheduling
techniques to build a baseline schedule which is made robust by inserting

ROBUST AND REACTIVE SCHEDULING
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various types of buffers. In this chapter we review the fundamentals of
CC/BM and highlight the merits and pitfalls of the approach. This material is
heavily based on recent papers by Herroelen and Leus (2000, 2001) and
Herroelen et al. (2001). Herroelen and Leus (2000, 2001) put the strengths
and weaknesses of CC/BM into perspective, based on a critical analysis of
the relevant literature and their own experimentation with both the
commercial CC/BM software and their own coded version. Herroelen et al.
(2001) focus on the fundamental elements of the CC/BM scheduling logic
and pinpoint some intricacies that are not commonly referred to in the
available literature. We supplement the discussion of CC/BM with
alternative methods for building robust schedules.

Although there is much that can be done to ensure that a baseline
schedule can absorb uncertainties, even the most robust schedules can be
overwhelmed by an unstable, rapidly changing environment. In such a
dynamic environment, scheduling becomes an ongoing and continuous
process. Here the trade-off occurs between complete rescheduling, i.e.
regenerating a new up-to-date baseline schedule from scratch when
disturbances occur, or repairing the baseline schedule in some way. New
reactive mechanisms for repairing disturbed baseline schedules conclude this
chapter.

1. THE CRITICAL CHAIN/BUFFER
MANAGEMENT APPROACH

Goldratt’s Theory of Constraints (TOC) and its direct application to
project management, known as Critical Chain Scheduling and Buffer
Management (CC/BM), has found its way to project management practice.
Subsequent to the publication of Goldratt’s business novel in 1997 (Goldratt
(1997)), recent books (Newbold (1998), Leach (2000)), articles (see for
example Cabanis-Brewin (1999), Globerson (2000), Leach (1999), Maylor
(2000), Patrick (1999), Pinto (1999), Rand (2000), Umble and Umble
(2000)), web pages (see for example the tutorial on the website of the
Product Development Institute http://www.pdinstitute.com; http://www.
focusedperformance.com, the web site of Focused Performance, New Jersey;
http://www.focus5.mcmail.com, the web site of Focus 5 Systems Ltd.), book
reviews (Elton and Roe (1998), McKay and Morton (1998), Rand (1998),
Schuyler (1997, 1998)), and letters to the editor in the Project Management
Journal and PM Network have been written on the subject. Specific software
packages based on the critical chain scheduling concepts have recently been
developed (ProChain (1999), Scitor Corporation (2000), Thru-Put
Technologies (1999)). Internet discussion groups (see for example,
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http://www.prochain.com/discussion.html and http://groups.yahoo.com/
group/criticalchain) focus on critical chain scheduling issues. Critical chain
scheduling principles have been adopted by a growing number of companies.
The majority of the writings consider CC/BM as the most important
breakthrough in the history of project management. Zalmenson and Zinman
(2000, 2001) alert the reader to serious drawbacks and implementation
failures, while Wilkens (2000) questions the innovative character of CC/BM.
With rare exceptions (Herroelen and Leus 2000, 2001), critical views mostly
deal with global project management issues and do not seem to address the
real essence of the scheduling issues involved. It is the objective of this
section to highlight the merits and pitfalls of the critical chain scheduling
mechanisms and buffer management approach. First, we provide a short
overview of the fundamentals of CC/BM.

1.1 The fundamentals of critical chain scheduling

1.1.1 Basic methodology

The fundamentals of CC/BM are summarised in Table 56 (Herroelen et
al. (2001)).

CC/BM starts from the basic observation that the problems common to all
projects are the high probability of (a) budget overruns, (b) time overruns,
and (c) compromising the content. Project delays are assumed to be much
heavier penalised than budget overruns. Getting done projects both faster
and with better reliability of the promised delivery dates is what really
matters. CC/BM blames uncertainty as the major cause of project
management problems. Uncertainty is why we need project management.
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Project management must deal with uncertainty in an attempt to deliver the
project result – the set of products and services to be delivered – with
certainty. CC/BM is to be deployed as a project management strategy to
avoid project delays caused by Parkinson’s Law (work expands to fill the
time allowed (Gutierrez and Kouvelis (1991), Parkinson (1957),
Schonberger (1981))) while protecting for Murphy’s Law (uncertainty
involved in the work). The focus must be shifted from assuring the
achievement of activity duration estimates and intermediate milestones to
assuring the only date that matters – the promised project due date.

Project activities are subject to considerable uncertainty. In what CC/BM
claims to be common project management practice, this uncertainty is not
properly factored into the original activity duration estimates. Task estimates
have plenty of safety in them. People are believed to give realistic activity
duration estimates according to their worst past experience. Time estimates
are inflated well over the fifty percent chance level of finishing the activity
on time. The larger the number of management levels involved, the higher
the total estimation because each level adds its own safety factor. Task time
estimators protect their estimates from global lead time cuts. These inflated
estimates are turned into a project schedule with activity due dates and
milestones. Project due dates are protected by protecting task due dates and
milestones with safety. This safety is subsequently wasted. A lot of safety is
wasted between the connection of one project step to another. Lateness is
passed down the project while early finishes are not. CC/BM claims that time
estimates are self-fulfilling prophecies: people work towards the estimate. A
similar observation has already been made by Krakowski (1974) who
pointed out that the slack of project activities may eventually be absorbed by
Parkinson’s Law effects. With parallel steps, the worst performance is
passed downstream (see also Gutierrez and Kouvelis (1991) who introduce a
simple stochastic model of activity completion time to formulate Parkinson’s
Law). The safety added may lead to a false sense of security and activities
may start later. When multi-tasking is used, project lead times tend to
expand because when a resource alternates between activities and/or
projects, the activity times for an individual project are expanded by the time
that is spent on the other projects.

CC/BM tries to minimise the impact of Parkinson’s Law by building the
schedule with target durations that are too tight to allow or encourage
diversion of attention, by eliminating task due dates and milestones and by
eliminating multi-tasking. Schedules are to be built with only the time to do
the work without any safety, based on a 50% confidence level rather than the
80-90% confidence levels that are commonly used in project management
practice. If a schedule is built on the basis of aggressive 50% confidence
durations, people cannot be expected to meet them all the time and therefore
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there is no way project management can think in terms of task due dates and
milestones. Task due dates and milestones hide inflated task estimates and
turn task estimates into a reality. They create the well-known student
syndrome (concentrate on the end of the task) and cause attention to slip
from one urgent task to another. Above all, they divert the manager's
attention from what really determines the project lead time – the critical
chain.

CC/BM defines the critical chain (see Figure 240) as that set of tasks
which determines the overall duration of the project, taking into account
both precedence and resource dependencies. In order to minimise work-in-
progress, a precedence feasible schedule is constructed in which the
activities are scheduled at their latest start times based on traditional critical
path calculations. Resource conflicts, if they do occur, are resolved by
moving tasks earlier in time (Newbold (1998)). By scheduling in this way, it
is possible that a task has to be moved earlier than the start of the scheduling
horizon. In that case, the entire set of tasks is shoved to the right along the
time line until the earliest task starts on the scheduling horizon start. The
critical chain is then to be determined as the longest chain which determines
the project lead time, i.e. the chain of tasks which cannot be pushed to the
left, without pushing activities before the horizon start.

In Figure 240, activities 1 and 3 and activities 2 and 4 must be performed
in series due to the finish-start precedence relations defined on them.
Activity 1 and activity 2 must be performed by the same single renewable
resource X that is assumed to have a single unit availability. The resource
conflict is resolved by forcing them to be performed in series, as indicated
by the dotted arc in the network. The critical chain is denoted by the path
Start-1-2-4-End and contains the already mentioned activities 1 and 2, as
well as activity 4 that is allocated to the single renewable resource Y.

The safety associated with the critical chain tasks is shifted to the end of
the critical chain in the form of a project buffer (PB in Figure 240), the aim
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of which is to protect the project due date promised to the customer from
variation in the critical chain tasks. Because the activities’ target durations
are 50% confidence estimates, it might be expected that half the time they
are finished early while half the time they finish late. The early tasks are
expected to offset some of the late ones. Consequently, a project buffer of
half the project duration is expected to provide sufficient protection (as will
be discussed later, more detailed methods might be used to compute the
buffer length).

Feeding buffers (FB in Figure 240), usually sized at half the duration of
the non-critical chain path leading into it, are placed whenever a non-critical
chain activity joins the critical chain, both to protect the critical chain from
disruptions on the activities feeding it and to allow critical chain activities to
start early in case things go well. When there is not enough room to push the
chain feeding the buffer to the past, gaps may be created in the critical chain
which are to be considered as informal buffers and which suggest that the
project buffer size should be decreased accordingly.

Resource buffers (RB in Figure 240), usually in the form of an advance
warning, are placed whenever a resource has a job on the critical chain and
the previous critical chain activity is done by a different resource.

In short, the critical chain schedule should avoid expansion of
Parkinson’s Law by eliminating activity due dates and milestones and by
allowing to take advantage of early activity completions. The schedule
should be protected against untimely availability of critical resources by the
early warnings coming from preceding activities. The promised project due
date should be protected from variation (Murphy) in the critical chain by the
project buffer and the critical chain should be protected from variation in
non-critical activities by the feeding buffers. If more than one critical chain
appears in the schedule, the advice is to just pick one and buffer the others.

The execution of the project is not managed through the use of activity
due dates and milestones, but through the use of buffer management. As
activities are completed, managers keep track of how much of the buffers are
consumed. As long as there is some predetermined proportion of the buffer
remaining (buffer consumption is still in the green (OK) zone), everything is
well. If activity variation consumes a buffer by a certain amount (the yellow
Watch and Plan zone, a warning is raised to determine what needs to be
done if the situation continues to deteriorate. If it deteriorates past a critical
point (the red Act zone), action is taken to put those plans into effect. The
execution of the project activities should be done according to the
roadrunner mentality. Do not create work when there is none and do not
obscure the question of how much capacity is available. The key in reducing
system-wide work-in-process is to control the flow of work into the system.
This means that the activities without non-dummy predecessors (the gating
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tasks) should not start before the scheduled start time, while non-gating
tasks, especially those on the critical chain, should be started as soon as they
can when work becomes available.

1.1.2 Multi-projects

In a multi-project environment, CC/BM relies on common TOC
principles. A critical chain schedule is developed for each individual project
containing the project buffer, the feeding and resource buffers. The most
constraining (strategic) resource is identified as the bottleneck or the “drum
resource”.

Consider the two projects shown in Figure 241. Assume that the “green”
resource is considered to be the strategic resource. In order to maximise
throughput, everything is to be done to keep this resource busy.

A strategic resource schedule (the drum plan) is constructed. In Figure
242 the drum plan is shown by the bold line. This schedule should have start
and finish times for activities on the strategic resource. The individual
projects are subject to the critical chain calculations as explained above and
are decoupled by placing a capacity buffer before a strategic resource task
that is on the critical chain in the strategic resource schedule. This capacity
buffer (the buffer in front of activity P20) is to be considered as a kind of
protective capacity: space (idle time) created on the strategic resource in
order to ensure the resource’s availability for the critical chain in the
strategic resource schedule. A drum buffer is placed before tasks on the
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strategic resource in order to protect the strategic resource from disruptions
on nonstrategic resources (the buffer after activity P10 and in front of
activity P20). It protects the throughput of the organisation. It is created by
pushing activities feeding strategic resource activities earlier by the duration
of the buffer. The drum buffer is much like a feeding buffer which protects
the critical chain in the individual projects, except that this buffer ensures
that the strategic resource will have work available. The strategic resource
schedule is the schedule against which new projects will be matched in order
to resolve interproject contention for the strategic resource.

1.2 The merits and pitfalls of CC/BM

1.2.1 Project duration as a performance measure

1.2.1.1 Makespan as the number one objective
In computing the critical chain as the longest precedence and resource

feasible chain of activities that determines the project lead time, the
advocates of CC/BM implicitly promote the minimisation of the project
makespan as the number one objective and the major matter of management
concern. As argued before, minimising project duration subject to
precedence and resource constraints has for long been accepted as the main
objective in resource-constrained project scheduling. It is the de facto
standard objective function in the resource-constrained project scheduling
problem (RCPSP) as discussed in this text. Chapters 6 and 7 revealed that
numerous exact and heuristic procedures have been developed for the
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solution of the RCPSP and its extensions. CC/BM assumes that the baseline
schedule must be constructed in the presence of uncertainty. Instead of
solving a stochastic resource-constrained project scheduling problem, as
discussed in the previous chapter, CC/BM generates a baseline schedule by
solving the deterministic RCPSP and subsequently protects the schedule
through the insertion of buffers.

Project management, however, should realise that most if not all
commercial software packages do not embody the exact algorithms for
resource levelling and resource-constrained scheduling discussed in Chapter
6, but rely on the use of simple priority rules for generating a precedence and
resource feasible schedule. The reader will remember that these rules assign
scheduling priority on the basis of activity attributes such as latest start time
(LST), latest finish time (LFT), minimum slack (MSLK), etc. As explained in
Chapter 6, extensive computational experiments (Kolisch (1995)) reveal that
LST and LFT rank among the best priority rules, but still may generate
project durations which are more than 5% above the optimum on the
average. The problem is that the manuals for most software packages regard
scheduling information as proprietary information and, as a result, do not
offer a detailed description of the rules in use. Some packages enable the
user to select a priority rule from a (sometimes very extensive) list, while
others do not. Goldratt (1997, p. 217) minimises the issue by claiming that
“in each case the impact on the lead time of the project is less than even half
the project buffer” and suggests to cut for each step a piece of paper so that
“the length represents time. This way we can move them around until there
is no contention”. Newbold (1998) spends some additional explanatory
words on the load levelling procedure used to remove resource contention in
the initial precedence-feasible late start schedule by moving tasks earlier to
make sure that resources are not overloaded. The gist of the procedure is to
find a displacement of tasks which will minimise the duration of the final
critical chain.

However, it should be clear that if one relies on commercial software for
the generation of a baseline schedule, one might be far off the optimum
(even if only a few activities are involved), especially if resource contention
is rather tricky and the “wrong” priority rule is chosen. Recent
computational experiments (Kolisch (1999)) with seven commercial
packages on 160 test instances reveal that Primavera Project Planner
delivers the best resource-constrained project scheduling performance,
especially in a multi-project environment. Average performance is quite
widespread, with the best package deviating 4.39 percent and the worst
package deviating 9.76 percent from the optimum makespan. The mean
deviation from the optimum makespan is 5.79 percent, while the standard
deviation calculates to 7.51 percent and the range is from zero to 51.85
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percent. The scheduling performance of commercial software decreases with
increasing number of activities, increasing number of requested resource
types, and with decreasing resource capacity. The packages produce better
results for projects with many precedence relations.

1.2.1.2 Minimising work-in-progress (WIP)
Newbold (1998) explicitly mentions the minimisation of WIP as the

second measurement of the quality of a project schedule and refers to the
ideal situation where project activities are scheduled as late as possible while
still keeping the project sufficiently protected. Scheduling activities as late as
possible decreases the WIP. It decreases the chances of rework if design
problems are recovered. Moreover, in some cases it maximises cash by
pushing out investment until it is absolutely needed.

1.2.1.3 Financial objective functions
The selection of minimising makespan as the number one objective gains

additional support from Goldratt’s critique on the use of payback and net
present value (npv) calculations. As discussed in Chapters 5 and 7,
maximising the npv has gained increasing attention in the recent project
scheduling literature. The TOC argues that payback calculations do not
properly take into account the most important factor, namely the scarcity of
money. Net present value calculations are claimed to be conceptually wrong,
because as long as availability of money is a constraint, interest is not the
appropriate measure. The TOC argument is that determining the true value
of a limited resource investment requires a quantification that is based on
both the number of limited resource units (dollars) to be invested, and even
more importantly (and hence the need to minimise makespan), the number of
time units (days) that these limited resource units (dollars) will not be
available. This combined unit of measure is often referred to as “dollar-
days” or “flush”.

It must be recognised that the practice of scheduling a project so as to
maximise its npv has also been questioned in the recent literature (Herroelen
et al. (1997)). It is clear that the relevance of the max-npv objective is
limited to those situations where the time value of money is to be taken into
consideration, that is in capital intensive projects with a sufficiently long
duration (several months or even years), significant cash flows, high interest
rates and high cost of capital. Under conditions of uncertainty, there is a
fundamental reason to question the use of the max-npv rule. The npv rule
advocated by the orthodox capital budgeting theory assumes that either an
investment is reversible or, if the investment is irreversible, it is a now or
never proposition. However, the ability to delay an irreversible investment
expenditure undermines the simple npv rule. The reason is that a firm with
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an opportunity cost to invest is holding an “option”. When a firm makes an
irreversible investment expenditure, it kills its option to invest by giving up
the possibility of waiting for new information to arrive that might affect the
desirability or timing of the expenditure. This lost option value is an
opportunity cost that must be included as part of the cost of the investment.
As a result the npv-rule must be changed. Dixit and Pindyck (1994) discuss
how optimal investment rules can be obtained from methods that have been
developed for pricing options in financial markets. They illustrate how this
theory can be applied to sequential investment decisions in multistage
projects. A promising research effort lies in the extension of these option
theory based arguments to the resource-constrained project scheduling
environment.

1.2.1.4 Other objectives and models
CC/BM pays no attention to other important regular and non-regular

deterministic objective functions for the RCPSP (and their stochastic
equivalents) identified in Chapter 3 and discussed throughout this text.
Moreover, CC/BM does not recognise the importance of practically relevant
problem types other than the RCPSP which we discussed in the preceding
chapters. Newbold (1998) briefly touches upon time/cost and time/resource
trade-off issues by stating that “there are critical chain tasks that can easily
be shortened by using more resources” (p. 87) and “In some cases projects
can be speeded up by purchasing more resources. In many cases they can’t.”
(p. 113).

1.2.2 Uncertainty and time estimation

CC/BM argues that uncertainty is what typifies projects and as such
recognises that the duration of a project activity is a statistical quantity for
which it is realistic to assume a probability distribution which is skewed to
the right, such that extremely short and extremely long durations still have
an acceptable probability of occurrence. Goldratt (1997) suggests to remove
any safety from the individual task estimates and recommends to use the
median as a realistic single-point task duration estimate. Other CC/BM
sources, such as the Product Development Institute (1999), argue in favour
of the use of the average estimate of duration as a statistically valid way to
model a single project activity. Clearly, the only way to resolve this issue is
through statistical testing, as done later in this chapter.

Being famous for stressing the importance of using the right performance
measures, TOC, however, does not offer a reliable way to measure the
quality of the activity duration estimates, a very important issue if one wants
to improve project forecasts. Nor does it offer any clue to tackle the complex
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problem of obtaining a realistic and reliable estimate for the computation of
the probability of realising the promised project due date (and the
corresponding probability distribution in the presence of resource
constraints).

Herroelen and Leus (2000) argue that relying on a fixed, right-skewed
probability distribution for the duration of project activities may prove to be
inappropriate. As we discussed in Section 3.2.3 of Chapter 2, the advocates
of a fuzzy set approach reject it from the outset. Even for a single activity,
the same assumed distribution will not always hold during the entire activity
execution. If a person responsible for the execution of an activity knows that
the next job allocated to him has to be done somewhere in the distant future
(resource dependency) and the successors of his activity can only start much
later (technological dependency), he will be tempted to take his time
(Parkinson’s Law). This is not always a bad thing, since you cannot have the
workforce under stress all the time. A person who feels the pressure to hurry
or expedite, will probably do so. The ex ante realistic 50% task duration
estimate may well be based on loose ground. It might well be possible that if
during project execution, activity slack consumption reaches a critical level,
management relies on the use of expediting, working in overtime, adding an
extra shift, etc., such that the last 50% of the activity workload may actually
be executed in say 20% of the time.

1.2.3 Resources and the elimination of multi-tasking

CC/BM oversimplifies the resource requirements of project activities. All
illustrative examples provided throughout Goldratt (1997) and most other
CC/BM writings only deal with single unit renewable resources such as
human beings. Activities requiring several units of the same renewable
resource type for their execution do not receive significant attention in the
CC/BM world. Requirements for other than renewable resource types (e.g.
non-renewable resources such as money, energy, etc., spatial resources,
doubly-constrained resources, constrained per period and for the total time
horizon) are not discussed either.

Given the focus on single-unit renewable resource types, it is natural for
CC/BM to start a crusade against the use of multi-tasking – assigning
resources to more than one significant task during a particular time window.
Goldratt (1997) describes it as “the biggest killer of lead time”. Admittedly,
multi-tasking is quite common, especially in multi-project environments
where resources frequently work across projects on more than one
significant task in any particular period of time. No harm is done, however,
as long as people complete the individual tasks they are involved in before
moving to another task. Allowing that type of multi-tasking is a decision



10. ROBUST AND REACTIVE SCHEDULING 605

each company has to make for itself. However, as shown in Figure 243,
individuals bouncing back and forth between various tasks may increase the
flow time of the individual tasks, especially if they are bottleneck resources.

As can be seen in Figure 243, multi-tasking leads to activity preemption.
It is a long established and well-known result in single machine scheduling
theory that activity preemption may be harmful for the flow time of jobs.
Preempting project activities, however, is not always harmful to the project
makespan. It should be clear from the discussion of the preemptive resource-
constrained project scheduling problem in Chapter 7, however, that activity
preemption may shorten the duration of a project. This is illustrated again on
the network shown in Figure 244. The numbers above each node denotes the
activity duration, the number below each node denotes the per period
requirement of a renewable resource type with a constant availability of 2
units.
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A minimal duration non-preemptive baseline schedule is shown in Figure
245. The optimal makespan equals 6 time periods. Several optimal
preemptive schedules may be obtained. Applying preemption to activity 3
for example, allows to reduce the makespan to 5 periods (Figure 246).

1.2.4 The critical chain

CC/BM correctly recognises that the interaction between activity
durations, precedence relations, resource requirements and resource
availabilities determines the project duration. The interaction results in one
or more sequences of activities, consisting of technologically connected
and/or resource dependent segments, which determine the length of the
baseline schedule. Goldratt (1997) identifies such a sequence as the critical
chain. The critical chain concept is not new. As early as 1964, Wiest (1964)
already introduced the concept of a critical sequence “determined not by just
the technological ordering and the set of job times, but also by resource
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constraints; furthermore, it is also a function of a given feasible schedule.”
Wiest (1964) explicitly states that the concept of a critical sequence is
similar to the Thompson-Giffler concept of an active chain of operations in
the job-shop scheduling problem (Giffler and Thompson (1960)).
Woodworth and Shanahan (1988) also eliminate the concept of the critical
path and provide an algorithm for computing what they define to be the
critical sequence.

1.2.4.1 Creating the baseline schedule
Of fundamental importance is the fact that there may be more than one

critical sequence in a baseline schedule and that the critical sequences are
entirely dependent on how the baseline schedule has been generated.
Different suboptimal procedures for solving a resource-constrained project
scheduling problem may yield different feasible schedules with different
critical sequences (even alternative optimal schedules may exhibit different
critical sequences). Goldratt speculates that it does not really matter which
critical sequence is chosen. Apparently, he assumes that the critical
sequences are easily identified and are an objective fact (McKay and Morton
(1998)). Creating a good baseline schedule, however, is definitely not easy
and does matter. As we have discussed in the previous chapters, most
resource-constrained scheduling problems are As mentioned
above, problem instances on which heuristics and commercial software
produce makespans far above the optimum are easy to find. Also the
baseline schedules generated using the commercial software packages
should be thoroughly examined before being accepted by project
management.

These issues can be illustrated on the problem example given in Figure
247. The number above each node denotes the activity duration, the number
below each node denotes the per period requirement for a single renewable
resource with constant availability equal to 5 units.

A minimal duration schedule is shown in Figure 248. The optimal
makespan is 7 periods (e.g. months). By poor luck this corresponds to the
length of the longest (critical) path 1-2-6-7-9. As can be seen, the schedule
reveals three critical chains: the chain 2-6-7, the chain 2-6-3-8, and the chain
5-4.

Figure 249 shows the schedule obtained by Microsoft Project®. The
makespan now equals 9 months and the schedule shows two critical chains:
the chain 5-6-7 and the chain 4-7. These critical chains are different from the
ones present in the minimum duration schedule of Figure 248.
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If the project planner would rely on the ProChain® software, the feasible
schedule shown in Figure 250 is obtained. The makespan now equals 8
months and the schedule reveals two critical chains: the chain 3-5-8 and the
chain 3-6-7. Both activity 2 and activity 4 have been right-shifted, i.e.
scheduled as late as possible within the scheduling horizon determined by
the critical chains. The software selects 3-6-7 as the critical chain.
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If the user relies on Scitor’s PS8 package for generating the baseline
schedule, the seven-period schedule of Figure 251 results. As can be seen,
the schedule corresponds to the minimum duration schedule of Figure 248.
The same critical chains appear in the schedule: the chain 2-6-7, the chain 2-
6-3-8 and the chain 5-4. The software selects the critical chain 2-6-7.

In short, four different baseline schedules have been obtained for the
same project, ranging in duration from 7 to 9 periods and each providing the
planner with a different population of critical chains to choose from.
Goldratt (1997) contends that it does not really matter which critical chain is
chosen. The above simple example provides evidence of the fact that
generating a good baseline schedule does matter and that statements such as
“the critical chain is never ambiguous” (Leach (2001b)) must be interpreted
with sufficient care. The length of the baseline schedule, the set of candidate
critical chains and, as a result, the activities in the chosen critical chain,
depend on the procedure used for generating the baseline schedule.

Adding a 50% integer length project buffer according to CC/BM logic to
the baseline schedules of Figures 248, 249, 250 and 251, would inspire
management to make the customer promise to deliver the project in at least
11, 14, 12 or 11 periods, respectively (these should be interpreted as “lower
bounds”; it is to be expected (and confirmed below) that the insertion of
feeding buffers may well lead to larger committed project durations). If one
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fails to use the minimum duration baseline schedule as the starting point for
buffering and negotiating the project due date with the customer, one may
well lose the contract!

1.2.4.2 Baseline scheduling and WIP reduction
Creating a baseline schedule which minimises work-in-process inventory

(WIP) is a major concern in CC/BM. In order to minimise WIP – defined as
“work sitting in a system waiting to be finished” – the construction of a
baseline schedule starts with a right-justified schedule in which activities are
scheduled at their critical path based latest allowable start times. Resource
conflicts are detected through a backward pass and resource contention is
removed through a heuristic process called “load levelling”, which is not
explained in detail, but which involves left-shifting those activity chains
which lead to the smallest increase in project duration. Moreover, Newbold
(1998) states that the key in reducing system-wide WIP is to control the flow
of work into the system. That means, the operations that control this flow,
the so-called gating tasks (tasks without real predecessors), must have
predefined start times. The general principle applied by CC/BM is that gating
tasks should not start before the scheduled start time and non-gating tasks
should be started as soon as they can when work becomes available (the
already mentioned roadrunner mentality).

Herroelen and Leus (2000) question whether this principle of starting
non-gating tasks as early as possible is always beneficial with respect to WIP
reduction. Sometimes, WIP might well be reduced by right-shifting non-
gating tasks with sufficient free float. Also, WIP minimisation is not always
a primary concern. In capital intensive projects, cash flow patterns may be
the determining factor: incoming cash flows may ask for certain activities to
start as soon as possible, while cash outlays may ask for certain activities to
start as late as possible.

1.2.5 Buffers

1.2.5.1 Project buffers and feeding buffers
As mentioned above, CC/BM shifts the safety associated with the critical

chain activities to the end of the critical chain in the form of a project buffer.
A similar practice in the building industry is to add “weather delay” to the
baseline schedule (the so-called weather contingency, see Clough and Sears
(1991)). Feeding buffers are placed whenever a non-critical chain activity
joins the critical chain. It should be noted, however, that a feeding buffer
only protects the longest non-critical sequence of tasks feeding it. Contrary
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to the critical chain itself, this longest non-critical sequence is not decoupled
from the influence of other sequences that are almost of the same length.

1.2.5.1.1 Buffer size
The project buffer is designed to protect the customer against variations

in the critical chain tasks. Because the activities’ target durations are 50%
confidence estimates, a project buffer of half the project duration is expected
to provide sufficient protection. Also the size of a feeding buffer is usually
set at half the duration of the longest non-critical chain path leading into it.
The obvious advantage of this procedure is its simplicity. The procedure,
however, is a linear procedure. The size of the buffer that is calculated
increases linearly with the length of the chain with which it is associated (for
example, a twelve-month project could end up with a six-month project
buffer; a two-year project could end up with a year-long project buffer). As
will be shown by the results of the computational experiment described later
in this chapter, the result might in many cases be an unnecessarily large
amount of protection, which could lead to uncompetitive proposals and the
loss of business opportunities.

CC/BM admits that more detailed methods might be used to compute the
size of the project buffers and the feeding buffers (Newbold (1998), Product
Development Institute (1999)). The root-square-error-method tries to base
buffer sizes on the aggregate risk along the chain feeding the buffer. The
method requires two estimates of activity duration. The first estimate should
be a safe estimate, S, which includes enough safety to protect against all
likely sources of delays. The second estimate, A, should be one that includes
no such protection. In addition, it should be assumed that activities will be
worked at a full level of effort, with no interruptions imposed by external
factors. The difference between the two estimates, D = S – A, is treated as
the magnitude of variability in the activity duration. The buffer size required
is then estimated as the square root of the sum of squares of the variability
(D) in the individual activities. This method clearly makes the assumption
that project activities are independent.

Newbold (1998) elaborates on the calculation under the assumption of a
lognormal distribution for the probability of completing a task. Assuming
that tasks should be completed within the worst-case duration estimates
around 90% of the time, he claims that the difference between the average
expected duration and the worst-case duration will be about two standard
deviations. For each task feeding the buffer, the presumed standard deviation
would be with the worst-case duration and the average
duration. If it is further assumed that we want a buffer that is two standard
deviations long, we can set its length to



612 Chapter 10

for a chain of n activities.
Herroelen and Leus (2000) have verified, however, that the

assumption does not hold. It is well known that if then

the lognormal distribution. Note that and are not the

mean and variance of this latter distribution. In fact,
and the median duration is

More generally, the 100q %-quantile of the distribution equals
where is the 100q %-quantile of the standard normal

distribution (Aitchison and Brown (1973)). It is clear that the number of

standard deviations between and is which is tabulated in

Table 57 for some values of and and q=0.9. A constant value of the
coefficient of variation guarantees constant typical values for q=0.9
range between 0.05 and 1.5, contrary to Newbold, who claims that this is
always about two standard deviations.

Herroelen and Leus (2000) suggest the use of the following more
sophisticated procedure, if one insists on using the lognormal distribution for
modelling activity durations. Assume that one can come up with median
(med), minimal (min) and maximal (max) durations. It is their opinion that
med is a more intuitive notion than which makes it easier to specify. For
calculation purposes, however, they advocate the use of the mean. Possibly
min=0 and a certain q is specified such that for instance 90%. If we
can consider min to be a value that represents the offset of the distribution
from 0, min can be deducted from the other specified quantities and work as
if our lognormal distribution takes on nonzero densities starting from zero.
Corresponding and are then readily obtained and the convenient and

given the assumptions, can be computed. If enough activities are present
on any chain and it can be assumed their durations are independent, the
Central Limit Theorem can be invoked to approximate the distribution of the
chain makespan by a normal distribution, based on the calculated mean and
variance for each activity. If only a smaller number of activities is to be
considered, correction coefficients can be tabulated through simulation or
analytical approaches.

Obviously, project management can rely on past execution experience
with similar activities or projects for adjusting and fine-tuning the buffer
sizes.
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1.2.5.1.2 Inserting the feeding buffers
CC/BM computes the project buffer for the baseline schedule that does

not yet contain the feeding buffers. During execution, however, the schedule
contains feeding buffers that are placed whenever a non-critical chain
activity joins the critical chain. It would be more logical to base the
calculation of the project buffer size on the baseline schedule already
buffered by the feeding buffers.

Inserting feeding buffers may indeed result in the fact that the critical
chain is no longer the longest path in the network. To illustrate this fact,
consider the right-shifted schedule shown in Figure 252. Inside the activity
box we show the activity number, followed by a character showing the
required single-unit renewable resource and followed by the activity
duration. For example, 4Y20 denotes activity 4 which must be performed by
single-unit resource Y with a duration of 20 time periods. The chain of
activities 1-7, preceding activity 9, is scheduled as late as possible. The same
holds for the chain 3-8.

CC/BM will now try to resolve the resource conflict for resource B
(requested by activities 7 and 8) by pushing activities 1 and 7 backwards in
time. In order to resolve the resource conflict for resource C (requested by
activities 3 and 5), activity 3 will be pushed backwards in time. The resulting
schedule is shown in Figure 253.

The critical chain can now be identified as the chain 1-7-8-9 with a
makespan of 70 periods. Inserting the project buffer and the feeding buffers
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leads to the baseline schedule shown in Figure 254. The critical chain is no
longer the longest chain in the schedule.

The practical implications of buffer insertion should be well understood.
First of all, project management should be sufficiently alert for the
idiosyncrasies of the project planning software package in use and should
interpret the buffered schedules generated by commercial software packages
with extreme care. Figure 255 shows the buffered baseline schedule
generated by a commercial software package with integrated CC/BM
scheduling logic for the project of Figure 247. The planned project duration
is 13 periods. The critical chain activities 2-6-7 are kept in series but the
chain exhibits a one-period gap.

Figure 256 shows the buffered baseline schedule obtained for the same
project with an add-in commercial software package. The planned project
duration is also 13 periods, but now management is invited to focus on a
different critical chain 3-6-7 which is no longer a chain. The critical chain
activities are not kept in series. Critical chain activity 3 is shifted forward in
time and is scheduled in parallel with critical chain activity 7.
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Herroelen and Leus (2000) argue that the precise procedure for inserting
the feeding buffers, as given in Goldratt (1997) and Newbold (1998), lacks
clarity. Pushing activities backward in time in order to insert a feeding buffer
may, and mostly will, create immediate resource conflicts. How these
conflicts are to be resolved is not described in detail. As illustrated above, a
possible way for resolving the conflict may be to push the chain of activities
feeding a feeding buffer backwards in time until a feasible schedule is
obtained again. Consider the network shown in Figure 257. Node 1 is a
dummy start node and node 8 is a dummy end node. Assume a single
renewable resource is available at a constant amount of 3 units during every
period of the schedule makespan. The numbers above each node denote the
activity duration, the numbers below each node represent the renewable
resource requirement per period for the single resource type.
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An optimal precedence and resource feasible baseline schedule (with
non-critical activities scheduled as late as possible) is shown in Figure 258.
The critical chain is computed as the chain 1-2-3-8 with a duration of 17
periods.

As indicated in Figure 259, three feeding buffers must be inserted: the
buffer FB5 should be inserted after activity 5, the buffer FB6 should be
inserted after activity 6 and the buffer FB7 should be placed after activity 7.
If we apply the 50% rule for buffer sizing and if we assume integer length
buffers, FB5 should have a length of 4 periods, FB6 should have a length of
3 periods, while FB7 should be 2 periods in length. If the buffers are inserted
by pushing the chain of activities feeding the feeding buffer backwards in
time, immediate resource conflicts may occur. If we start by pushing
backwards activity 5 an immediate resource conflict is created with activities
6 and 7. Shifting activity 7 backwards in time does not create sufficient room
for activity 5. Activity 4 is a predecessor of both activities 5 and 6. Shifting
the chain of activities 4-6 backwards in time does not release sufficient
resources for the placement of activity 5. Activity 5 may be allowed to jump
over activity 6, but cannot jump over its predecessor activity 4. Shifting
backwards the chain of activities 4-5 which feeds the buffer FB5 does not
help either. We are forced by the resource constraint to increase the project
duration by almost 50%, as shown in Figure 259.
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If, however, we treat the buffers as dummy activities with a positive
duration and compute again a minimal duration schedule, keeping the critical
chain unchanged, the schedule of Figure 260 results. It has exactly the same
length as the original baseline schedule of Figure 258 and only differs in the
planning of the non-critical chain activities. Sufficient room is now available
for the proper insertion of the 3 feeding buffers.

1.2.5.1.3 Roadrunner mentality and the projected schedule
Both Goldratt (1997) and Newbold (1998) argue in favour of the

“roadrunner mentality”, i.e. start an activity as soon as the predecessor
activities are finished. This is referred to as semi-active timetabling in
scheduling theory (timetabling is semi-active if in the resulting schedule
there does not exist an operation which could be started earlier without
altering the processing sequence or violating the technological constraints
and ready dates). In order to minimise a regular measure of performance,
such as minimising the project duration, it is well-known that it is only
necessary to consider semi-active timetabling (French (1982)).
Implementing the roadrunner mentality during project execution implies that
the inserted feeding buffers are disregarded when determining the activities
which are eligible to start. Starting activities as soon as possible may result
in a serious deviation from the baseline schedule.

The implementation of the roadrunner mentality implies that two
different baseline schedules are maintained. One schedule, subsequently
referred to as the baseline schedule, has the buffers inserted, is late start
based and is not recomputed at each schedule update. The second schedule,
subsequently referred to as the projected schedule, is early start based
(except for the gating tasks) and does not take the buffers into account. In
both schedules, the critical chain activities are kept in series (Leach (2000)).
Figure 261a shows the baseline schedule already derived in Figure 240. The
corresponding projected schedule is shown in Figure 261b. Activity 3 is
started as early as possible.
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Herroelen and Leus (2000) argue that this two-schedule mechanism is not
easy to communicate to the workers. Workers may be tempted to give in to
Parkinson’s Law if they are told that their tasks, while buffered, have been
left-shifted. The early start projected schedule and the roadrunner mentality
actually constitute a dispatching mechanism. A disturbance causes an update
of the projected schedule in that it results in updates of previously planned
activity start times.

1.2.5.1.4 The use of buffers as a proactive protection mechanism
In addition to providing protection against statistical variation, buffers are

supposed to act as transducers that provide vital operational measurements
and a proactive warning mechanism. If activity variation consumes a buffer
by a certain amount, a warning is raised to determine what needs to be done
if the situation continues to deteriorate. These plans – expediting, working
overtime, subcontract, etc. – are to be put into effect if the situation
deteriorates past a critical point.

Buffer penetration, however, will often lead to the immediate creation of
resource conflicts somewhere in the schedule, which may prevent the buffers
from acting as a true proactive mechanism. Herroelen et al. (2001) illustrate
this phenomenon on the network shown in Figure 262. The numbers above
each node again denote the corresponding activity durations. Six resource
types are used in this project. Resource types A, B, C, D and F have a
constant availability of one unit per time period, while resource type E has a
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constant availability of two units per time period. The activity resource
requirements are indicated below each network node.

The buffered baseline schedule is shown in Figure 263. The critical chain
consists of the activities 1-4-8. Assume now that during project execution,
activity 2 is the subject of a very small delay. This delay will cause a
penetration of feeding buffer FB3-4. Given the small delay, this penetration
will not exceed the first third of the buffer, so that no management action is
called for. However, the delay will also lead to an immediate resource
conflict with activity 6, which requires the same resource B. Delaying
activity 6 will not only lead to a penetration of feeding buffer FB7-8 (again,
this penetration will be too small to call for management action), but will
also lead to a resource conflict with critical chain activity 4 which requires
the same resource B. The feeding buffers do not protect the critical chain
from the merge bias. The result is an immediate delay in the critical chain.
This will be the case even if a resource buffer (wake-up call) for resource B
would be present in front of activity 4. Clearly, the feeding buffers FB3-4
and FB7-8 fail to act as a warning mechanism in anticipation of future
difficulties. The feeding buffers used by CC/BM are time buffers. It is
important to note that time buffers may fail to cushion resource conflicts.
Such immediate resource conflicts must be resolved, possibly requiring
actions to repair the schedule. In the simple example described here, the
required schedule repair actions are rather trivial. This will no longer be the
case, however, in real-life project network structures where multiple
activities and multiple resource types may be involved.

If the penetration of the buffers continues past a critical point, CC/BM
calls for corrective action, which may involve the crashing of certain
activities. CC/BM offers no precise guidelines for activity crashing. Newbold
(1998) briefly touches upon the issue by stating that “there are critical chain
tasks that can easily be shortened by using more resources” (p. 87) and “In
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some cases projects can be speeded up by purchasing more resources. In
many cases they can’t.” (p. 113). Relying on multiple predefined execution
scenarios for the project activities and solving the resulting trade-off
problems discussed in Chapter 8, may provide a valuable tool for crashing
activities during project execution.

The actions taken to resolve resource conflicts, i.e. to repair the schedule
may – similarly to the phenomena already observed in Figure 254 – cause
one or more sequences to become as long as the critical chain on which
management is supposed to focus attention. The result is that management is
concentrating on a sequence of activities, determined prior to activity
execution, which no longer determines the project makespan. Subordinating
all scheduling decisions to the “unique” and “never” changing critical chain
forces the entire project into a rigid framework that may not be able to cope
with the dynamics of project execution.

1.2.6 Rescheduling and stability

The critical sequence is not only dependent on how we schedule but also
on how we execute. Uncertain events during project execution – activity
delays, the necessity to insert new activities, unavailability of resources, late
deliveries by a subcontractor, etc. – may dramatically change the
composition of the critical sequences. A critical sequence may shift just as a
bottleneck may shift. Concentrating on an ex ante derived critical chain,
while the real critical chain(s) may change composition and/or wander
around during project execution, may not be a very wise thing to do.

We invite the reader to have a look at the example project in Figure 264.
We assume that all the activities have the same unit duration. Activities F
and H cannot be scheduled in parallel because they compete for the same
resource with unit availability; the same holds for activities D and E.
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Resource usage of the other activities is not restrictive. One possible critical
chain would be B-E-H-F-I. The corresponding buffered baseline schedule is
shown in Figure 265. The unbuffered projected schedule is depicted in
Figure 266.

Suppose now that at the foreseen end of activity D, this activity is
perceived to take longer than expected. Keeping the critical chain unchanged
would yield the new projected schedule shown in Figure 267.
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Clearly, the makespan of the projected schedule has gone up. Assume
now that we no longer require the critical chain to remain in series. In this
case, this means that it is no longer necessary to schedule activity H in front
of activity F. The result is the projected schedule shown in Figure 268,
which has a smaller makespan. However, the new projected schedule is
actually an implicit recognition of the fact that we are dealing with a new
critical chain, namely A-C-F-H-K! It would be logical to identify this chain
and insert/resize the buffers accordingly. This also allows to fully exploit the
updated project buffer size in making reliable project completion time
estimates.

CC/BM recommends that the baseline schedule and the selected critical
chain should not change during project execution (except for very
fundamental disruptions which consume the protection offered by the project
buffer). It is argued that rescheduling and changing the critical chain leads
the project team into losing focus. Leach (1999, 2001a,b) illustrates the point
through an analogy with the funnel experiment conducted by Deming (1982)
to illustrate the differences between common cause and special cause
variation. Common cause variation refers to a cause that is inherent in the
system. Special cause variation refers to a cause that is specific to some
group of workers, to a particular production worker, to a specific machine or
to a specific local condition (Leach (1999)). Special cause variation requires
management action, while common cause variation does not. The
experimental set-up used in the funnel experiment consists of a target on the
floor, a funnel on a movable stand and a marble to drop from the funnel.
The aim of the system is to cause the marble to land on the center of the
target. In the context of project scheduling, the target can be thought of as
the committed project completion date and cost. The funnel experiment
shows that adjusting a stable process to compensate for an undesirable result
or an extraordinarily good result will produce output that is worse than if the
process had been left alone. Moving the funnel in the opposite direction
whenever the marble misses the target (Leach (2001a) relates this to
expediting a newly identified critical path) or moving the funnel back to zero
each time before making the adjustment (Leach (2001a) relates this to
updating the project baseline schedule with a change or adjusting the plan to
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actual before taking the management control action) leads to an increase in
variation. Leach (2001a) claims that these actions boil down to an
adjustment for statistical fluctuation (common cause variation) instead of
real change (special cause variation).

There is, however, a subtle difference between the parameter setting of a
univariate statistical process and the rather combinatorial nature of project
scheduling, be it with variable activity durations: the analogy does not hold.
In many companies it will indeed be the case that rescheduling is
undesirable, but this will mostly be because of organisational choices for co-
ordinating resources, rather than because of underlying statistical intuition,
as is the case in the funnel experiment. Statistical process control is about
observing the same statistical process multiple times (production
environment), whereas every single activity is only executed once in a
project, which has by itself a unique character. This observation makes any
intimate comparison between the two settings faulty.

What is more, the closest equivalent obtainable in the funnel experiment
to receiving new information about activity durations, would not be the case
where one tampers with the settings of the funnel after one observation, but
rather where one adjusts the location of the funnel because the variability of
the output is reduced (the project moves towards completion) and the
location of the funnel can unambiguously be better positioned. This is
because project activities are precedence and resource dependent. During the
execution of a project, the occurrence of disturbances changes the structure
of that part of the project which remains to be executed: they provide
additional information. This information should not just be treated as the
result of statistical fluctuation, but should be interpreted as special cause
variation which may require management action. Opportunities for speeding
up the remaining part of the on-going project may be exploited by
rearranging the schedule. Discarding from the outset information that will
allow us to complete the remainder of the schedule in the fastest way, given
the currently available information, may not always be wise. The factorial
experiment performed by Herroelen and Leus (2000) and described below,
confirms that – whether we like it from a practical project management
viewpoint or not – regularly recomputing the baseline schedule and updating
the critical chain leads to a significantly smaller realised project duration.
This reactive type of approach has also been discussed by Jørgensen (1999)
in a more theoretical setting.

Admittedly, in a number of cases, rescheduling will not be desirable.
This, however, is motivated by some authors that argue that workers will get
to think management does not know what it is doing, if rescheduling of the
baseline is applied on a routine basis. Note, however, that the schedule that
indicates when workers are to start their next job, the projected schedule, is
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updated anyway every time project status updates occur: Herroelen and Leus
(2001) clearly show that this mechanism is most similar to a dispatching
approach. The fact that at times it may be a different critical chain that
determines the projected schedule should not upset workers much more than
in the unchanging critical chain case, especially not if they see that the
project can be accelerated in this way! On the other hand, it is imperative
that dispatched jobs are not normally interrupted because of shifting
priorities; such decisions will be counterproductive and introduce system
nervousness: it might be very difficult to transfer expert staff and special
resources between activities at short notice (Bowers (1995)).

Other sources of the need for schedule stability can be hard delivery dates
of suppliers or subcontractors, or in a larger sense, a hard due date for
(intermediate or final) deliverables (e.g. milestones), in other words any time
restriction that is external to the project itself. If delivery dates or “ready
times” are tight and/or due dates are not, the plan may have to be created
backward from those dates. Remember that it is standard CC/BM procedure
to introduce a separate project buffer per deliverable (ProChain (1999)). If,
on the other hand, the due dates are tight (after exhausting all possible
“activity crashing” alternatives), a baseline schedule loses its significance
and implicit buffer sizes follow from comparing the projected schedule with
the imposed dates. Moreover, there is no real distinction anymore between
buffer management and “classical” float management.

It should be clear that the decision to repair the schedule or engage in
rescheduling should be taken with extreme care. Simple, clear-cut answers
do not seem to exist. This being said, it is worth noting nevertheless that the
projected schedule will require regular adaptation anyway to account for
resource contention. Also, proponents of unconditionally keeping the critical
chain unchanged under all except very grave circumstances should ask
themselves whether they refuse to revise the baseline schedule because it
introduces system nervousness, or rather because such schedule management
in the CC/BM way becomes rather arduous. Re-evaluating what part of the
schedule has become most critical in such situations will regularly boil down
to completely repositioning the buffers and the critical chain. For feeding
buffers for instance, Wilkens (2000) states: “feeding buffers are another
story altogether, simply because they are a pain in the neck to manage (...).
As work is replanned to incorporate changes and work around plans, the
buffers need to be relocated and adjusted.” Clearly, the need for intelligent
scheduling/repair mechanisms remains and additional research is needed in
the development of powerful mechanisms for the creation of robust baseline
schedules and the deployment of effective proactive warning mechanisms.
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1.2.7 Multiple projects: strategic resource buffers

In a multi-project environment, CC/BM relies on the common five TOC
steps: (a) prioritise the organisation’s projects, (b) plan the individual
projects via CC/BM, (c) stagger the projects, (d) measure and report the
buffers, and (e) manage the buffers.

Step (a) attacks multi-tasking among projects. Often projects are pushed
into an organisation without regard to the system’s capacity and capability.
The projects of a multi-project organisation share many resources. The basic
argument is that time-sharing people (again CC/BM mainly argues from a
product development viewpoint where individuals are the key resources)
across projects is a compromise solution, but a lose-lose solution. The earlier
projects lose because their progress is slowed; the new project loses because
its progress is not nearly as great as it might be. Therefore, prioritisation is a
leadership’s task and responsibility.

Step (b) asks for the development of a critical chain schedule (see Figure
242) for each individual project containing the project buffer, the feeding
buffers and the resource buffers. CC/BM assumes that it is now possible to
identify within the multi-project organisation the most constraining
(strategic) resource as the bottleneck or the “drum resource”. In order to
maximise throughput, everything is to be done to keep this resource busy.
The argument is again in terms of a single unit resource. This resource is the
one resource whose schedule – the strategic resource schedule (the drum
plan) – is used to stagger the projects in Step (c). This schedule should have
start and finish times for activities on the strategic resource. The individual
projects are decoupled by placing a capacity buffer before a strategic
resource task that is on the critical chain in the strategic resource schedule. A
drum buffer is placed before tasks on the strategic resource in order to
protect the strategic resource from disruptions on nonstrategic resources. It is
created by pushing activities feeding strategic resource activities earlier by
the duration of the buffer.

The critical arguments made above with respect to the buffers for
individual projects also hold for the multi-project case. In practice it is often
quite difficult to identify exactly the single heavily loaded resource to be
considered as the drum, especially in those environments where different
resource types (renewable, non-renewable, doubly-constrained, etc.) are
required in other than single unit amounts. Resource utilisation not only
changes from project to project, but obviously depends on the schedules
generated for the individual projects, and, as a result, changes dynamically
over time. Addition of new projects to an existing pool will lead to resource
contention. Using a capacity buffer in front of a single-unit drum to resolve
these conflicts is, again, a “solution” based on a severe oversimplification of
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the resource-constrained multi-project scheduling problem. Using buffers as
risk gauges looks nice: if any activity requires more time then previously
estimated, the corresponding buffer is consumed; if any activity requires less
time than previously estimated, the corresponding buffer is replenished.
Unfortunately, as illustrated above, things do not work out that way. Late
and early finishes may create immediate resource conflicts that need to be
resolved and that cry for efficient and effective reactive and rescheduling
tools. The simplified buffer management argument of CC/BM steps (d) and
(e) makes it appear as if uncertainty simply translates into buffer
consumption or buffer replenishment, without the need for rescheduling
and/or changing the composition of individual critical chains. There is
simply no guarantee that the original critical chain schedules derived for the
individual projects should remain unchanged when the project portfolio
changes dynamically. The need for intelligent rescheduling/repair algorithms
is definitely not replenished by the buffer management mechanism of
CC/BM. Other, more powerful mechanisms than inserting and managing
buffers may be developed which alert management for emerging problems
which may be harmful for the project due date and which allow for the
dynamic evaluation of the criticality of project activities.

1.3 Computational experiments: validating the CC/BM
mechanics

In order to validate the fundamental working principles and mechanics of
the CC/BM methodology, Herroelen and Leus (2000) implemented their own
computerised version of CC/BM in Visual C++ to run on a personal
computer. The authors performed a full factorial experiment using the well-
known 110 Patterson test problems (Patterson (1984)) as a vehicle of
analysis. These test instances have a number of activities varying from 7 to
50 requiring up to three renewable resource types each. The authors
multiplied the original activity durations by 25 to obtain the average activity
durations used to compute the right-justified baseline schedule using both
the branch-and-bound procedure of Demeulemeester and Herroelen (1992,
1997a) and the LFT (latest finishing time) heuristic. For each right-justified
baseline schedule the critical chain is computed and protected by feeding
buffers and a project buffer. Feeding buffers are inserted by treating them as
extra activities and recomputing the baseline schedule. For each problem,
also a projected schedule is computed without considering feeding buffers
and with all activities, except the gating tasks, left-justified.

Project execution is simulated through five replications for each problem
as follows. Integer length disturbances are generated for each activity by
drawing a new duration from a lognormal distribution with mean equal to
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the baseline duration and a coefficient of variation uniformly distributed
between 0.75 and 1.25; the offset from zero is at 0.6 times the mean. Project
execution is based on the average baseline duration for every activity until
the information about the activity disturbance is known. This time instant is
the current activity finishing time in the projected schedule if the activity
does not finish earlier than planned, or the actual finishing time otherwise.
Each time a deviation from the projected schedule occurs, a projected
schedule update takes place.

Each time a buffer is fully consumed as a result of a schedule update, the
baseline schedule is recomputed. A feeding buffer is fully consumed
whenever the finishing time in the projected schedule of the immediately
preceding activity exceeds the buffer end in the baseline schedule. The
project buffer is fully consumed when the final project activity end in the
projected schedule exceeds the project buffer end in the baseline schedule. If
buffer consumption is between 66% and 100%, activity crashing is
implemented as follows. If the project buffer is consumed, the unfinished
critical chain activities are made eligible for crashing; otherwise, the
activities eligible for crashing are the unfinished transitive non-critical
predecessors of the penetrated feeding buffers. Herroelen and Leus (2000)
crash up to activities (n being the number of activities in the project),
giving preference to activities with the earliest starting time and largest
disturbance length and situated between penetrated buffers and prolonged
activities. Crashing means that the disturbance length is reduced to zero.
During project execution a maximum of crashing operations may
occur and each feeding buffer can only lead to crashing twice.

1.3.1 Factorial experiment

The authors set up a factorial experiment to test the impact of the project
scheduling mechanism, the buffer size computation method, the composition
of the critical chain, the scheduling mechanism for the gating tasks and the
recomputation mechanism of the baseline schedule. Table 58 explains the
five factors used and their corresponding settings. This results in a total of
32×5×110 runs.

The authors have performed a regression analysis using as explanatory
variables the number of activities (n), the just mentioned dummies for every
factor, all two-way factor interaction terms and the precedence and resource-
based network characteristics explained in Table 59. The order strength (OS)
is used to describe the precedence structure of a network. Four resource-
based characteristics are used: XUTIL, the average resource utilisation;
UTILSPR, the spread of the resource utilisation; ACTCOMP, the fraction of
precedence unrelated activity pairs that cannot be scheduled together due to
resource restrictions, and RESRES, used to measure the heterogeneity of the
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degree in which the various resource types preclude the concurrent
scheduling of precedence unrelated activities.
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The explained variables WIP and PB% are defined in Table
60. Herroelen and Leus (2000) carefully checked the assumptions for
applying classical regression. Linearity of the response, homoskedasticity
and absence of autocorrelation were assessed and found satisfactory. Judging
from normal probability plots, the residuals have slightly heavier tails than
the normal distribution, but given the size of the dataset (17,600 observations
in total) hypothesis testing can proceed as if the responses were normally
distributed, due to the central limit theorem (Cook and Weisberg (1999)).

As expected, the authors found the size of the project measured in terms
of the number of activities, n, to have a positive impact on the
makespan of the projected schedule upon project completion: the larger the
number of activities, the larger the makespan. n has a positive impact on
PB%. At the start of the project, PB% provides an indication of the required
project buffer size, i.e. the required overestimation of the baseline project
duration, to make sure that the promised project due date can be kept. The
larger the number of activities, the higher the overestimation needed to
provide a safe estimate of the project makespan. Using the branch-and-
bound procedure instead of the LFT heuristic for rescheduling leads to a
smaller value of and WIP (mainly for large problems), clearly
revealing the benefits obtainable from the use of a clever scheduling and
rescheduling procedure such as branch-and-bound.

The beneficiary effect of computing the buffer sizes using the root-
square-error method increases with problem size. Apparently, using the 50%
rule for buffer sizing may lead to a serious overestimation of the required
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project buffer size and consequently of the project duration. PB% averaged
over the entire dataset equals 65.12% for RS=0 (the 50% buffer rule) and
42.32% for RS=1 (the root-square-error method). This percentage decreases
with project size for RS=1 and increases for RS=0.

Keeping the critical chain activities in series leads to greater values of
and especially for large problems. As a result, keeping the

critical chain activities in series has a negative impact on PB%. At the first
sight, this is a beneficial effect. A smaller PB% in this case, however,
basically means that a larger part of the project makespan protection (i.e. the
project buffer) has been consumed because of the increase in the projected
schedule makespan. Stated otherwise, a larger makespan implies a smaller
safety margin for a given project buffer size. If the critical chain is kept in
series, then recomputing the baseline schedule at each decision point has a
strong beneficiary effect on and and it especially pays to use
branch-and-bound. The advantages of recomputing the baseline schedule are
obtained in particular for large projects.

Not allowing the gating tasks to start prior to their scheduled start time in
the baseline schedule has an undesirable impact on and a favourable,
but only barely significant impact on WIP. The use of branch-and-bound has
a much stronger effect on WIP reduction than the use of ready times for the
gating tasks, especially for large problems (5.65% versus 1.37% for the
entire dataset).

The precedence and resource-based parameters are highly significant and
thus strongly affect the quality of the results. The precedence based
parameter OS is clearly significant in all four regressions. The same can be
said for the resource-based parameters except for ACTCOMP in explaining

and UTILSPR in explaining PB%,

1.3.2 Estimating the project duration

Figure 269 shows the evolution of through time for the case
BB=1, RS=1, CC=1, GAT=1, REC=0. is the project buffer end at time
t. The results are aggregated over all decision points of ten replications of
each problem instance. The horizontal axis indicates what fraction of the
project has been executed. The dotted curve (labelled standard) refers to the
standard CC/BM procedure which only recomputes the baseline schedule if a
feeding buffer or the project buffer is exceeded. The bold curve (labelled
same CC) refers to the case where the size of the project buffer is
recomputed upon the completion of every task of the critical chain, which is
kept unchanged, and the project due date is set equal to the maximum of the
baseline schedule length and the projected schedule length, plus the updated
project buffer size. The light curve (labelled new CC) refers to the case
where the baseline schedule and the critical chain are updated at every
decision point before recalculating a new projected schedule. Clearly, the
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fact that the light curve approaches the value of one as the project completes,
indicates that regularly updating the critical chain provides the best
intermediate estimates of the project makespan. Moreover, not only the
makespan estimates improve, but also the realised project makespan is
significantly smaller if the updated schedule is actually implemented, as
discussed earlier.

Herroelen and Leus (2000) have also conducted a small experiment in
which they compare the end of the project buffer in the baseline schedule
prior to project execution to the final makespan, using the same setting as in
the previous section and using the mean, median and mode as the initial
duration estimate for the activities. They conclude that the mean provides the
safest estimates of the project duration. This is a logical result because for
any right-skewed distribution the mean is larger than the median, which is
larger than the mode. The use of the mean clearly requires the smallest
number of rescheduling operations. Anyhow, we cannot recommend the use
of the median or mode, because only the mean durations add up linearly to
estimate in a statistically sound way the mean duration of a path.

1.3.3 Estimating the project duration
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1.3.4 Activity crashing and buffer management

In order to gain additional insight in the merits of buffer management, the
authors repeated the experiment described in the previous section without
the activity crashing mechanism explained earlier. This resulted in an
average makespan increase of only 0.5%. The crashing mechanism,
however, makes it possible to complete more projects in time, while fewer
rescheduling operations are required in the baseline schedule.

1.3.5 Resource conflicts on schedule updates

During the experiment described in Section 1.3.3, the authors kept count
of the number of schedule updates and the number of resource conflicts
resulting from them in the standard case (mean durations) after propagating
the precedence relations. As already mentioned, a schedule update is defined
as the time instant at which it becomes known that one or more activities
suffer from a deviation of their estimated duration. The average number of
resource conflicts per update amounts to 0.3563. One out of three schedule
updates actually resulted in a resource conflict which had to be resolved. The
regular occurrence of such immediate resource conflicts complicates the use
of the buffers as a proactive warning mechanism.

1.4 Conclusions

Herroelen and Leus (2000) provide the reader with the following
conclusions:

Contrary to CC/BM belief, regularly updating the baseline schedule
and the critical chain at each decision point provides the best
intermediate estimates of the final project duration and yields the
smallest final project duration;
Using clever project scheduling and re-scheduling mechanisms, such
as branch-and-bound, has a beneficiary effect on the final project
makespan, the percentage deviation from the optimal final makespan
obtainable if information would be perfect and the work-in-process;
Using the 50% rule for buffer sizing may lead to a serious
overestimation of the required buffer size;
The size assumption does not hold;
The beneficiary effect of computing buffer sizes using the root-
square-error method increases with problem size;
Keeping the critical chain activities in series is harmful to the final
project makespan;
The work-in-process impact of the scheduling mechanisms used for
scheduling the gating tasks is negligible;
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Recomputing the baseline schedule at each decision point has a
strong beneficiary effect on the final project duration.

Clearly, CC/BM, similar to what has happened with the introduction of
the Theory of Constraints in production management, has acted as an
important eye-opener. CC/BM’s recognition that the interaction between
activity durations, precedence relations, resource requirements and resource
availabilities has a major influence on the duration of a project is well-taken
and, although mostly unrecognised by many practitioners, in line with the
fundamental insights gained in the project scheduling field. The idea of
protecting a deterministic baseline schedule in order to cope with
uncertainties is sound. The TOC methodology of using feeding, resource and
project buffers and the underlying buffer management mechanism provides a
simple tool for project monitoring and due date setting. The danger,
however, lies in the oversimplification. The need for intelligent
scheduling/repair algorithms is definitely not replenished by the schedule
generation, schedule protection and buffer management mechanism of
CC/BM. Additional research is needed in the development of powerful
mechanisms for warning project management for emerging problems during
project execution that may be harmful for the project due date and which
allow for the dynamic evaluation of the criticality of project activities.

2. ROBUST SCHEDULING AND SCHEDULE REPAIR

At the time of writing this book, the research on robust and reactive
project scheduling was still in the start-up phase. As we have learned from
the previous chapters, the majority of resource-constrained project
scheduling efforts focus on exact and suboptimal procedures for constructing
a workable baseline schedule (pre-schedule) assuming complete information
and a static deterministic problem environment.

Artigues and Roubellat (2000) study a project environment where
unexpected activities occur during project execution and have to be
accommodated in the project schedule. They have developed a polynomial
algorithm for inserting a new activity in an existing feasible baseline
schedule under the objective of minimising the maximum lateness of the
project. Artigues et al. (2000) have subsequently developed a new version of
the algorithm with a reduced time complexity and have embedded the
insertion algorithm inside a constructive method for solving the static
RCPSP. Leus and Herroelen (2001) have developed a resource allocation
model that protects the makespan of a given baseline schedule against
activity duration variability. These contributions heavily rely on the use of a
so-called resource flow network for the representation of a baseline schedule.
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In the sequel we dwell on this important network representation and
highlight its use in robust and reactive project scheduling.

2.1 Resource flow networks

We illustrate the use of a resource flow network to represent a baseline
schedule using the example AoN network studied by Leus and Herroelen
(2001) and represented in Figure 270.

The two numbers, placed between parentheses next to each node i,
denote the activity duration and the per period requirement of a single
renewable resource type which has a constant availability of a=3 units.
Nodes 1 and 6 are dummy activities. An early start schedule is represented in
Figure 271. The schedule happens to be precedence and resource feasible.
Moreover, it is optimal in the sense that it minimises the project duration.
The corresponding vector of start times is s=(0,0,0,1,2,3), while the vector of
finish times is f=(0,1,2,2,3,3).

We now define a resource flow network as follows. Set for

dummy nodes 1 and n, and For the network in Figure 270,

and Define the flows IN to
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represent the number of resource units that are transferred from activity i
(when it finishes) to activity j (when it starts). When N denotes the set of
nodes in the project network, a flow f must satisfy the following flow
conservation constraints:

The resource flow network associated with flow f is then defined as the

graph where

Figure 272 gives a possible resource flow network which allocates only 2
out of the 3 available units of the resource type to non-dummy activities; i.e.

and all other flows equal to zero.

The resource flow network indicates that one of the available resource units
is transferred from the end of dummy activity 1 to the start of activity 2. This
unit is released at the completion of activity 2 and transferred to the start of
activity 4. Another resource unit is transferred from the end of dummy
activity 1 to the start of activity 3. Activity 5 receives one resource unit from
the completion of activity 3 and one resource unit from the completion of
activity 4. One resource unit is transferred from the end of dummy activity 1
to the start of dummy activity 6, indicating that this resource unit is not used
by non-dummy activities. At the completion of activity 5, 2 units of the
resource are transferred to the start of dummy activity 6. This resource flow
network matches the early start schedule of Figure 271.

The resource flow network of Figure 272, however, represents another
flow and as a result another resource allocation. The resulting resource
allocation now uses all three available resource units. As can be seen,

and Activity 5 now obtains its

required resource units from the transfer of 1 resource unit from the
completion of dummy activity 1 and 1 resource unit from the completion of
activity 3.
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The reader should observe that possibly more than one resource flow
network, and corresponding resource allocation, can be obtained for the
same baseline schedule. This is an important observation which has a serious
impact on the robustness of the baseline schedule. Assume that project
management is uncertain about the duration of activity 4. The resource
allocation represented by the resource flow network of Figure 273 indicates
that activity 4, upon its completion, does not need to pass on any resource
units to non-dummy activities. A unit increase in its duration has no impact
on the project makespan. The resource flow network of Figure 272,
however, identifies a less robust resource allocation. Upon its completion,
activity 4 has to pass a single resource unit to activity 5. An increase in the
duration of activity 4 immediately affects the project makespan!

2.2 Inserting new activities

Artigues and Roubellat (2000) exploit the resource flow network in their
polynomial activity insertion algorithm in a clever way. Inserting a new
activity x with duration and resource requirement must be done by
making some of the resource units, initially transferred from an activity i to
an activity j, to be transferred from activity i to new activity x and then from
x to j, while still satisfying the flow conservation constraints.

An illustration may clarify the issue. Consider again the early start
schedule of Figure 271 and the resource allocation defined by the resource
flow network of Figure 272. Assume that new activity x with duration

and resource requirement has to be inserted between activities 2 and
4. Figure 274 shows an optimal schedule after insertion of activity x, which,
in this case, does not lead to an increase in the makespan of the baseline
schedule.

Figure 275 shows a feasible resource flow network associated with the
schedule of Figure 274. As can be seen the insertion of new activity x has
been made possible by transferring the resource unit which was originally
transferred from activity 2 to activity 4 (see Figure 272) to activity x and
then from activity x to activity 4 and by transferring the resource unit which
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was originally transferred from dummy node 1 to dummy node 6 (see Figure
272) also to activity x and then to activity 5.

As can be observed from Figure 275, the inserted activity x now has
dummy activity 1 and activity 2 as resource predecessors and activities 4 and
5 as resource successors. The earliest start time of activity x in the associated
schedule is obtained by taking the maximum earliest finish time of its project
predecessors (activity 2) and resource predecessors (activities 1 and 2), i.e.

Given the current project makespan, the latest finish
time of new activity x in the associated schedule is obtained as the minimum
latest start time of its project successors (activity 4) and resource successors
(activities 4 and 5), i.e.

The feasibility of the derived insertion position can easily be checked by
using the resource units subtracted from the resource flow network of Figure
273, i.e. in the verification of the flow conservation constraints

using the updated flow values



3. EXERCISES

1. Consider the following project network in AoN representation:

Leus and Herroelen (2001) are concerned with the determination of a
robust resource allocation for a given baseline schedule. They assume that
any activity i is disturbed (i.e. prolonged) with probability a rational
number. If an activity i is disturbed, its disturbance length is a random

variable with specified cumulative distribution function Their objective
is to construct a feasible resource allocation (i.e. a feasible resource flow
network) which minimises the expected project duration. Their branch-and-
bound algorithm relies on constraint propagation during its search. The
authors report on promising computational results obtained for the case of a
single renewable resource type on a set of randomly generated benchmark
instances. At the time of writing this chapter, extensions of the procedure to
multiple resource types as well as weighted float-based objective functions
wereunderway.

2.3 Constructing robust baseline schedules

and All

other flows

The increase in the project makespan resulting from the insertion of
activity x can be computed as follows:

Artigues and Roubellat (2000) and Artigues et al. (2000) take as input a
feasible baseline schedule and the associated resource flow network and an
activity x to insert in the schedule. They find the insertion position for
activity x which minimises the makespan increase by exploring a set of
dominant cuts of maximal capacity in the resource flow network. For details,
we refer the reader to Artigues and Roubellat (2000) and Artigues et al.
(2000).
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Activities 1 and 6 are dummies. The number above each node denotes
the activity duration, the number below each node denotes the per period
requirement for a single renewable resource, the availability of which is
limited to 5 units per period. The precedence constraints are of the
finish-start type with minimal time-lag equal to zero. Derive a minimum
duration schedule. Compute the critical chain. Insert the feeding buffers
and the project buffer using the 50% rule for buffer sizing.

2. Consider the following AoN network:

Activities 1 and 9 are dummies. The number above each node denotes
the activity duration, the number below each node denotes the per period
requirement for a single renewable resource, the availability of which is
limited to 4 units per period. The precedence constraints are of the
finish-start type with minimal time-lag equal to zero. Derive a minimum
duration schedule. Compute the critical chain. Insert the feeding buffers
and the project buffer using the 50% rule for buffer sizing.

3. Consider the following AoN network:

Activities 1 and 9 are dummies. The number above each node denotes
the activity duration, the number below each node denotes the per period
requirement for a single renewable resource, the availability of which is
limited to 6 units per period. The precedence constraints are of the
finish-start type with minimal time-lag equal to zero. Derive a minimum
duration schedule. Compute the critical chain. Insert the feeding buffers
and the project buffer using the 50% rule for buffer sizing.

4. Consider again the project of question 3. Derive a feasible schedule
using the serial and parallel latest start time heuristic. Compute for each



Compute the resource-feasible schedule which maximises the net present
value of the project. How does this compare with the minimum duration
schedule? Identify the critical chain and derive a buffered baseline
schedule.

7. Consider the minimum duration schedule for the project described in
question 2 above. Construct a corresponding feasible resource flow
network.

8. Consider the minimum duration schedule for the project described above
in question 5. Assume that a new activity x with duration and

resource requirement has to be inserted between activities 2 and
6. Apply the insertion algorithm by Artigues et al. (2000) to insert the
activity in the schedule such that the makespan increase is minimised.

The two numbers placed between parentheses next to each node denote
the activity duration and the per period requirement of a single
renewable resource. Assume that the resource is available in the limited
quantity of three units per period. Derive the minimum duration
schedule. Identify a critical chain and derive the buffered baseline
schedule using the 50% rule for buffer sizing.

6. Consider the project of question 5. Assume that a positive cash flow is
associated with the completion of each activity as follows (Baroum and
Patterson (1999)):

case the critical chain and insert the feeding buffers and the project
buffer using the 50% rule for buffer sizing. Compare the buffered
baseline schedules with the one obtained in the solution of question 3.
What are your conclusions?

5. Consider the following project in AoN notation:

Chapter 10640

Activity 1 2 3 4 5 6 7 8 9
Cash flow 100 100 100 110 120 100 1000 2000 200
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non-tight, 478
redundant, 477
tight, 478

activity-on-arc representation, 14, 17,
101

activity-on-node representation, 14,
39, 96

adjacency matrix, 18
adjacent pairwise interchange

operator, 292
adjusted heads and tails, 251
AoA. See activity-on-arc

representation
AoN. See activity-on-node

representation
admisibility constraint, 560
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arc reduction
parallel, 450
series, 449

aspiration
by default, 492
by influence, 492
by objective, 492
by search direction, 493
by strong admissibility, 493

aspiration criterion, 297, 491
assignment arcs, 135
average behaviour, 24
backtracking, 222
backward pass recursion, 98
backward planning, 272
backward-critical, 124
backward-flexible, 125
backward-inflexible, 125
base schedule, 64
baseline schedule, 593, 607, 617, 626
basic resource based lower bound,

306
best fit, 296, 489
best improvement, 296, 489
best-first, 222
biased random sampling, 295
bi-critical, 124
bidirectional planning, 274
bi-inflexible, 125
binary neighbourhood operators, 293

one-point crossover, 293
two-point crossover, 294
uniform crossover, 295

binary version of the schedule
schemes approach, 246

binding precedence relations, 257,
258

block, 300
block structures, 300
bound

delaying, 516
lower, 442, 463, 545
mode change, 516
stochastic lower, 543
stochastic upper, 543, 544, 545
upper, 252, 256, 376, 406, 443

bounding characteristic, 221

branch-and-bound, 344, 356, 376,
392, 395, 405, 441, 513, 567

branch-and-bound algorithm, 221,
356, 408

branch-and-bound tree, 221, 228,
241, 248, 254, 398, 410

branches, 220
branching, 220, 444, 458
branching characteristic, 221
branching scheme, 253, 567
breakthrough, 428
budget problem, 470
buffer management, 598
buffer size, 611
buffered baseline schedule, 614
buffers, 610
Burgess and Killebrew levelling

procedure, 370
capacity buffer, 599
cash flow, 86
CC/BM. See Critical Chain

Scheduling and Buffer
Management

chain, 204
chain-minor, 542
change-over times, 87

23

classification scheme, 71
closed for summation, 171
coefficient of cycle structure density,

184, 350
combinatorial problem, 219
combined diversification, 498
combined relations, 42
combined lower bounds, 309
communications management, 6
companions, 318
complementary slackness conditions,

114, 426
complete schedule, 266
complexity graph, 28, 29, 32
complexity index. See reduction

complexity
composite, 280, 285
concept phase, 7
conjunctive relation, 291
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connectivity property, 490
constant resource availabilities, 366
constraint digraph, 116
constructive heuristics, 264, 268
continuous time/cost trade-off

problem, 421
contract/procurement management, 6
control, 4
control phase, 10
convexly larger, 554
convex order, 554
convolution, 538
cooling, 298
core time, 333
cost

direct, 420
indirect, 420
resource availability, 65

cost management, 6
CPM, 420
crashing measures, 578
crisp case, 60
critical chain, 597, 606
Critical Chain Scheduling and Buffer

Management, 593
critical path, 100, 121
critical path based, 228, 282
critical path based lower bound, 225,

228, 231, 234, 238, 240, 242, 302,
333, 338, 347, 569

critical sequence, 606
critical sequence lower bound, 302
crossover operator, 293, 510
cruciality index, 553
cumulative resource availability, 310
cumulative resource requirements,

310
current tree, 144, 170
cut, 37
cut search algorithm, 436
cutset, 38, 261, 345, 430
cutset dominance rule, 261, 479
cutset rule, 507
cycle, 43, 121
cycle structure, 184, 350
cycling, 490
daughter, 293
deadline, 43, 83, 379

deadline problem, 469
Decision CPM, 446
decision point, 270, 561

backward, 277
forward, 278

decision problem, 22, 379
degree of redundancy, 184
definition phase, 8
delaying activity, 232
delaying modes, 393, 406
delaying set, 346, 393
delaying strategy, 347
densityfunction

beta, 55
gamma, 58
triangular, 58
uniform, 57

depth-first, 222, 346
descent approaches, 295

fastest descent, 296
iterated descent, 296
steepest descent, 296, 489

destructive improvement, 332
digraph. See directed graph
direct activity cost function, 420

linear, 422
piecewise-linear, 496

direct activity cost curve
concave, 439
convex, 437
discrete, 445
linear, 422

direct cost
crash, 422
normal, 422

directed cycle, 116
directed graph, 17, 136
directed path, 116
discount factor, 140
discount rate, 140, 399
disjunctive arc based methods, 300
disjunctive relation, 246, 250, 291
displacement interval, 145
distance matrix, 118, 237
diversification, 495
dominance rule, 229, 259, 358, 452,

477, 505, 569



678 Index

dominator, 29
dominator tree, 29
drum buffer, 599
dual graph, 318
dual LP, 114, 426
due date, 83, 411
due date factor, 414
due date tree, 187
dummy activities, 19
dummy arcs, 135
dummy events, 19
duplication, 544
duration

activity, 52
crash, 420
fuzzy, 59
most likely, 55
normal, 420, 422
optimistic, 55
pessimistic, 55

dynamic, 282
dynamic programming, 304, 447
dynamic programming relations, 304
earliest realization time, 102
earliness, 65, 132
early completion measure, 66
early start policies, 562, 570
early start schedule, 118, 225, 372
early tree, 144, 169
edge finding, 332
efficient point, 380, 383
efficient set, 383
energetic reasoning, 353
ES-policies, See early-start policies
event, 13
execution scenario, 54
expected overall loss, 579
expected present value, 557
expected project duration, 575, 577
explicit constraints, 219
exponential-time algorithm, 22
extended critical sequence lower

bound, 303
extended matrix, 346
extended precedence-based lower

bound, 483
extended resource based lower

bound, 307

extension alternative, 227, 504
factorial experiment, 627
fastest descent, 296, 489
father, 293
fathom, 223, 459
feasible schedule, 64
feasible sequence, 224
feasible solution, 219, 521
feasible subset, 216, 307
feeding buffer, 598, 610, 613
finish-critical, 124
finish-finish relation, 41
first fit, 296, 489
fixing tree, 456
flat fuzzy number, 585
flexibility, 125
flexibility relation, 291
float

free, 101, 103
safety, 101, 104
total, 100, 103

float splitting, 249
flow conservation constraints, 112,

426
flow network, 112

algorithm, 425
flow-augmenting path, 428
flow shop, 74
forbidden set, 233
forest, 158
forward pass recursion, 96
forward-backward recursive search,

156
forward-critical, 124
forward-inflexible, 125
forward schedule, 273
free completion measure, 67
frequency-based memory, 494
frontier search, 222
Fulkerson/Kelley flow algorithm, 425
funnel experiment, 622
fuzzy

activity duration, 59
number, 59, 60
set, 59

fuzzy parallel scheduling procedure,
583
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fuzzy resource-constrained project
scheduling model, 583

gating tasks, 610
generalised precedence relations, 40,

116, 176, 343, 470, 588
generalised resource-constrained

project scheduling problem
GRCPSP, 343

generalised weighted node packing
lower bound, 326

genetic algorithms, 298, 509
GERT network, 79
global left shift, 276
GPRs. See generalised precedence

relations
head, 249, 312
heuristic, 24, 268
heuristic procedures, 264, 509, 529,

572
horizon-varying approach, 461
human resources management, 6
immediate selection, 332, 336, 508
implementability constraint, 560
implicit constraints, 219
improvement heuristics, 264, 289
indegree, 544
index activities, 454
in-dummy node, 107
infeasible moves, 523
inserting new activities, 636
integer programming formulation,

133, 209, 446
intensification, 495, 497
interdictive graph, 457, 540
ISO, 1
iterated descent, 269
Jackson preemptive schedule, 250,

251, 314
job shop, 75
k longest path, 111
k most critical path, 550
labelling, 429
labelling algorithm, 428
Lagrangean multipliers, 404
Lagrangean relaxation, 404
Lagrangean subproblem, 404
lateness, 65
late start schedule, 99, 310

latest allowable start schedule, 121
latest realization time, 102
left-shift dominance rule, 229, 232,

478, 480
linear preselective policies, 561, 564,

570
linear programming, 208, 423
linear relaxation, 469
linear time dependent cash flow, 167
list scheduling, 561
local left shift, 266
local search, 519
local search methods, 487
longest path matrix, 118
lower bound, 221, 225, 231, 246,

251, 314, 319, 348, 376, 442, 463,
483, 524

lower bound calculations, 300
LP relaxation, 134
machines

single, 73
parallel, 73
uniform, 74
unrelated, 74

machine scheduling problems, 91
machining process, 73
makespan, 600
Markov chain, 557
Markov Project Networks, 557
maximal extension alternatives, 231
maximizer

global, 142
local, 142

maximum bounding strategy, 380
maximum weight independent set

problem, 317
max-npv problem, 139

problem, 167
measure

early completion, 66, 88
free completion, 67, 88

median, 603
membership function, 59, 60, 589
metaheuristic procedures, 297
Metra Potential Method, 40
milestone. See event
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minimal delaying alternative, 230,
260, 348, 503

minimal delaying modes, 346, 348
minimal forbidden set, 233, 300, 336,

562
minimum bounding strategy, 381
minimum cut problem, 135
minimum dummy activity problem,

24
minimum set of nodes, 45
minimum vertex cover, 25, 34
minimum weight closure problem,

135
min-wet problem, 407
mode, 53

alternative, 503, 516
assignment phase, 487, 500
conflict, 515
efficient, 474, 520
identity, 85, 86
independent, 528
inefficient, 505
multiple, 86, 419, 445
non-executable, 505, 520
outcome, 452
reduction, 506
single, 86

mode identity constraint, 85
mode-identity problem, 526
Modified Label Correcting

Algorithm, 119
modified recursive procedure, 183
modified multi-mode left-shift

dominance rule, 482
modified precedence-based lower

bound, 525
modular decomposition, 453
Monte Carlo

conditional, 548
crude sampling, 546
simulation, 546

mother, 293
move, 488

infeasible, 523
multi-criteria approach, 67
multi-mode genetic algorithm, 509
multi-mode left shift rule, 480, 506
multi-mode problem, 500

zero-one programming model, 501,
512
generalised precedence relations,
512

multi-pass methods, 286
multiple crashable modes, 527
multiple critical paths, 111
multi-priority rule method, 286
multi-projects, 599
multi-scheduling scheme methods,

286
multi-stage stochastic decision

process, 560
multi-tasking, 604
mutation, 299
mutation operator, 511
neighbourhood, 292, 489
neighbourhood operators, 292

change operator, 292
pairwise interchange, 292
shift operator, 292
unary, 292

net present value, 66, 602
network decomposition, 540
network reduction, 449, 453
network reduction plan, 453
n-machine lower bound, 312, 324
n-machine problem, 250, 312
node (event) slack, 103
node entrance

AND, 80
EOR, 80
IOR, 80

node exit, 80
node fathoming, 345, 348, 357, 394
node, 17, 220
non-breakthrough, 428
non-delay schedule, 267
non-delayability rule, 505

23, 344, 502
problem, 23

21, 203, 250, 314, 447
npv. See net present value
number problems, 23
objective

earliness, 65
financial, 66
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lateness, 65
makespan, 65, 600
max-npv, 139
multi, 67
multiple, 67
nonregular, 66
quality oriented, 66
regular, 66
resource-based, 65
single, 90
tardiness, 65
time-based, 65

occurrence weight, 235, 236
one-point crossover, 293
open shop, 74
opportunity cost of capital, 140
optimal activity delays, 557
order strength, 152, 184, 195, 399,

411, 485
order swap, 507
Organisational Breakdown Structure,

14
outdegree, 544
out-dummy node, 107
overlap, 239
parallel merge, 450, 538
parallelity relation, 246, 291
parametric linear programming, 424
partial efficient sets, 383
partial schedule, 232, 261, 262, 263,

345, 475
partition, 220
path criticality index, 549
path length, 116
penalty costs, 579
performance measure

nonregular, 88
regular, 88

PERT, 55
piece-wise linear approximation, 440
planning phase, 4, 9
polynomial-time (polynomial)

algorithm, 22
precedence diagramming, 344
precedence tree, 224, 226, 503
precedence tree rule, 508
predecessor, 17

fictitious, 117

immediate, 17, 117
real, 117

preempt-repeat, 79
preempt-resume, 79
preemptive resource-constrained

project scheduling problem
PRCPSP, 355

preemptive schedule, 256
preprocessing, 506, 520
preselective policies, 561, 563, 570
priority list, 272, 561

backward, 275
forward, 275

priority policies, 561
priority rules, 269, 280

activity based, 280
composite, 280, 285
critical path based, 280, 282
CUMRED, 285
dynamic, 282
EFT, 282
EFTD, 284
EST, 282
ESTD, 284
GCUMRD, 284
GRD, 284
GRPW, 282
GRPW*, 282
IRSM, 285
LFT, 282, 601
LNRJ, 281
LPT, 281
LST, 282, 601
MIS, 281
MSLK, 282
MSLKD, 284
MTS,281
network based, 280, 281
RED, 285
resource based, 280, 284, 306
RND, 281
RSM, 283
SPT, 282
static, 282
WCS, 285
WRUP, 285

probabilistic network, 553
problem
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resource availability cost, 65
resource levelling, 65

ProGen, 469, 508, 511
ProGen/max, 411, 485, 518, 525
progress payments, 196
project, 13

cost, 423
representation, 104
result, 14

project base plan, 10
project buffer, 597, 610
project duration

bounding, 542
distribution of the project

completion time, 537
estimating, 630

project integration management, 6
project management, 4
project management body of

knowledge, 5
project network, 9
projected schedule, 595, 617
protection mechanism, 618
pseudopolynomial, 23
PSLIB, 151
quality management, 6
random restart, 296, 489
random sampling, 287
RanGen, 151
ready time, 41
realization of a project network, 546
recursive procedure, 144, 169, 187
recursive search algorithm, 146, 165
reduction, 23, 27

complexity, 27, 28, 44, 154, 454
node, 28, 541
parallel, 28, 544
sequence, 28
series, 28, 544

reduction by core times, 332
reduction by precedence, 335
reduction graph, 75
reduction plan, 453
reduction techniques, 332
regret based biased random sampling,

287
regret values, 287
reinforcement by restriction, 497

relation, 40
combined, 42
finish-finish, 41
finish-start, 40
start-finish, 41
start-start, 41

representation scheme, 289
priority list, 289
priority rule, 290
random key, 290
schedule scheme, 291
shift vector, 290

request for proposal, 7
rescheduling, 594, 620
resource, 48

availability, 77
cumulative, 50, 77
dedicated, 50
divisibility, 50
doubly-constrained, 48, 77, 500
nonpreemptible, 50
nonrenewable, 48, 77, 500
partially(non)renewable, 49, 77
preemptible, 50
renewable, 48, 77, 500
spatial, 52, 77
structural, 73

resource availability cost problem
RACP, 65, 378

resource buffer, 598
resource conflict, 230, 345, 358, 616
resource cost function, 378
resource factor, 350, 354, 399, 411
resource flow network, 633
resource incompatible set, 215
resource levelling, 65, 368
resource profile, 368, 398
resource scheduling problems, 90
resource strength, 350, 354, 399, 411
resource usage, 368
resource utilisation matrix, 377
resource-based lower bound, 306,

483
resource-constrained project

scheduling decision problem
RCPSPD, 380
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resource-constrained project
scheduling problem with weighted
earliness-tardiness costs
RCSPSPWET, 407

resource-constrained project
scheduling problem
RCPSP, 203

resource-constrained project
scheduling problem with
discounted cash flows
RCPSPDC, 391

resource-constrained project
scheduling problem with
discounted cash flows and
generalised precedence relations
RCPSPDC-GPR, 404

resource-constrained project
scheduling problem with
generalised precedence constraints
RCPSP-GPR, 346

resource-period availability losses,
484

reverse cumulative resource
availability,  312

reverse cumulative resource
requirements, 311

reverse-dominator tree, 31
reverse labelling, 429
risk management, 6
roadrunner mentality, 598, 617
robust, 593
robust baseline schedules, 638
robust scheduling, 593, 633
root-square-error-method, 611
sampling methods, 287
schedulable set, 288
schedule

active, 267
backward, 273
bi-directional, 276
feasible, 64
forward, 273
semi-active, 266

schedule/time management, 6
scheduling, 4
scheduling policies, 560
scheduling scheme, 237, 269, 291

backward serial, 273
bidirectional, 274
bidirectional parallel, 277
bidirectional serial, 275
parallel, 270
serial, 269

scheduling under fuzziness, 582
scope management, 5
search tree, 344, 346
selection, 563
selective diversification, 497
semi-active timetabling, 345, 357
sensitivity

mean-mean, 554
mean-variance, 556
variance-mean, 554
variance-variance, 555

sensitivity problems, 553
serial merge, 450, 538
series-parallel reducable, 29, 449
series/parallel reduction, 539
series-parallel network, 538
set of all feasible schedules, 141, 178
set of delaying trees, 170
set of efficient points, 383
set of minimal delaying alternatives,

406
set of minimal delaying modes, 347
shift vector, 290
short-term memory, 490
significance index, 552
simulated annealing, 298, 587
skiptracking,  222
slack. See float
solution, 219
son, 293
spanning forest, 158
spanning tree, 162, 179
special cause variation, 622
squared resource usage, 369, 371
stability, 620, 624
stable policies, 560
stack, 394
standardized form, 116
standardized project network, 122
start-critical, 124
start-finish relation, 41
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start-start relation, 41
start-time dependent costs, 132, 405

state
active, 557
dormant, 557
initial, 557

static, 282
steepest ascent, 157, 179
steepest ascent algorithm, 160
steepest descent, 297
stochastic activity duration, 55, 57
stochastic branch-and-bound, 578
stochastic discrete time/cost trade-off

problem, 574
stochastic evolution structure, 79
stochastic multi-mode problem, 580
stochastic programming, 574
stochastic project scheduling, 535,

559
stochastic resource-constrained

project scheduling problem, 559
strategic resource buffers, 625
strategic resource schedule, 599, 625
strong comparison rule, 584, 587
strongly 24
subactivities, 356
subactivity project network, 363
subproject based lower bound, 331
subset dominance rule, 394, 403, 415
successor, 17

fictitious, 117
immediate, 17, 117
real, 117

super-network, 67
tabu list, 297
tabu search, 297, 489, 491, 574
tail, 249, 312
tardiness, 65, 132
task time, 52
temperature, 298
temporal analysis, 95, 131
temporal arcs, 135
termination criteria, 494
termination phase, 10
testing block, 451
Theory of Constraints, 593

time/cost trade-off curve, 424
time dependent cash flows, 167
time estimation, 603
time-feasible, 118
time-feasible earliest start schedule,

118
time-lag, 40, 62

maximal, 40, 42
minimal,  40

time window, 116
time window slack, 523
TOC. See Theory of Constraints
trade-off

resource/resource, 54, 500
time/cost, 54, 419, 470
time/resource, 54, 473

tree, 143, 220
tree structure, 121
truncated branch-and-bound, 299,

353
truncated complete enumeration, 488
two-point crossover, 294
types of schedules, 265
uncertainty, 54
uncertainty importance measure, 555
undetermined pairs of activities, 244
uniform crossover, 294
uniform directed cut, 37
uniform distribution, 57
upper bound, 252, 256, 376, 393,

406, 443
variable resource availabilities, 367
vertex cover, 25
variance reduction, 548
waiting conditions, 563
weak comparison rule, 584, 586
weak component, 159
weak fuzzy number, 583
weak inequality, 586
weighted distribution problem, 142
weighted earliness-tardiness penalty

costs, 186
weighted earliness-tardiness project

scheduling problem, 186
weighted node packing lower bound,

317
weighted node packing problem, 317
WIP reduction, 610
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Work Breakdown Structure, 9, 14
work content, 53, 306, 494
work package, 9, 15

work-in-progress, 602
worst-case behaviour, 24
Zaloom’s lower bound, 309


